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Abstract: 

Active vision is the ability of intelligent agents to dynamically gather more information 

about their surroundings by physical motion of the camera. Adding to the number of 

sources of sensory information can be efficacious in enhancing the object recognition 

capability of robots. In the realm of vision-based object recognition, in addition to 

improving the general recognition performance, observing objects of interest from 

different points of view can be central to handling occlusions. In this work, a robotic vision 

system is proposed that constantly uses a 3D camera, while actively switching to make use 

of a second RGB camera in cases where it is necessary. The proposed system detects 

objects in the view seen by the 3D camera, which is mounted on a humanoid robot’s head, 

and computes a confidence measure for its recognitions. In the event of low confidence 

regarding the correctness of the recognition, the secondary camera, which is installed on 

the robot’s arm, is moved toward the object to obtain another perspective of the object. 

With the objects detected in the scene viewed by the hand camera, they are matched to the 

detections of the head camera, and subsequently, their recognition decisions are fused 

together. One of the decision fusion methods is a novel approach based on the Dempster–

Shafer evidence theory. Significant improvements in object recognition performance are 

observed after employing the proposed active vision system. 

In the case of object recognition, active vision enables improved performance by 

incorporating classification decisions from new viewpoints when there is some degree of 

uncertainty in the current recognition result. A natural question in an autonomous active 

vision system is, nonetheless, how to determine the new viewpoint, i.e. in what pose should 

the camera be moved? This is the traditional question of next best view in active perception 
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systems. Current approaches to the next best view problem either need construction of 

occupancy grids or require training datasets of 3D objects or multiple captures of the same 

object in specified poses. Occupancy grid methods are usually dependent on multiple 

camera movements to perform well, which make them more useful for 3D reconstruction 

applications than object recognition. In this work, a next best view method for active object 

recognition based on object appearance and surface direction is proposed that decides on 

the next cameras pose without requiring any specifically structured training datasets of 3D 

objects. It is also designed for single-shot deductions of next viewpoint and is able to 

determine next best views without the need for substantial knowledge of 3D voxels in the 

environment around the camera. The experimental results illustrate the efficiency of the 

proposed method, while showing large improvements in accuracy and F1 score. 

 

Keywords: object recognition, active vision, next best view, view planning, Dempster–

Shafer fusion, distance matching, surface parallelism, classification dissimilarity, PR2, 

robotics. 
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Chapter 1 

1. Introduction: 

Autonomous mobile intelligent systems, such as robots or unmanned aerial vehicles 

(UAVs), rely heavily on sensing the surrounding environment to execute their missions. 

One of the major requirements of perception mechanisms is their ability in gathering useful 

information to accomplish their tasks. For a vision system, however, sometimes it is not 

possible to capture an input that is good enough for further processing. There can be several 

reasons for such a situation. Among them, presence of occlusion in the line of sight of the 

camera, insufficient resolution of the object in the captured image, and lack of 

discriminative features in the current viewpoint of an object being observed can be 

mentioned. Active vision is a solution to such issues by dynamically incorporating new 

information sources in the hope of improving the performance of the vision system. 

Traditional static single camera vision configurations are bounded to perceive only one 

perspective of a scene. In contrast, in the field of active vision cameras are dynamically 

manipulated to manage input vision data. We are specifically interested in incorporating 

active vision techniques to manage cameras mounted on autonomous robots to enable them 

to better understand and explore their surroundings, compared to the traditional static 

camera solutions. In general, such techniques are well suited for (1) detecting and avoiding 

occlusion by direct camera manipulation, (2) achieving a dynamic, wide field of view for 

tracking, and (3) recognizing objects of interest, human postures, and gestures at finer 

levels of camera resolution. Here, by extending our previous work [1-4], we aim to improve 

the object recognition performance by trying to avoid occlusions and fetching input vision 
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data from dissimilar viewpoints of objects and in different distances of objects to the 

cameras.  

Modern robotic systems typically comprise numerous sensors, including depth and 

ordinary RGB cameras. The availability of more than one camera allows processing 

various points of view for individual objects. Nevertheless, this opportunity is not equal to 

exhaustively process all the possible viewpoints, as it is not an efficient method considering 

the large amount of time, energy, and computational resources necessary to fulfill that. 

Even if all the available cameras are fixed to continuously capture many views of the scene, 

it is still not a practical strategy, since it would increase the computational burden on the 

system, to the point where real-time functionality becomes difficult to achieve. Sensor 

management addresses this issue, while utilizing the availability of multiple cameras in a 

robotic setup. By dynamically selecting the most appropriate information from the cameras 

and deciding on their pose, this kind of sensor management, which we employed in a 

robotic platform for the task of object recognition, belongs to the family of active vision 

methods. 

 

1.1. Previous Work in the Field of Active Vision 

An active vision system is presented in [5] that is able to dynamically decide how it can 

make the best use of information from a few stationary cameras. An active object 

recognition system is proposed in [6], which makes use of saccades, i.e., small camera 

movements, to provide more useful information from a dynamic vision sensor (DVS) for 

the object recognition task. The saccadic motions are determined by a trained artificial 
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neural network. A leader–follower robotic setting with the ability of actively tracking the 

leader is implemented in [7] through dynamically rotating a pan-controlled camera. In 

another work [8], a reinforcement learning approach in a vision system is proposed for 

selectively focusing on parts of the input image. In that work, the processing speed and 

learning rate were improved as a result of the active selective attention mechanism. An 

attention selection technique for event recognition is also presented in [9]. An active object 

detection and pose estimation method with dynamic camera location planning is presented 

in [10]. The sensor used was an Asus Xtion RGB-D camera mounted on the PR2 robot’s 

wrist. This method tries to balance the amount of energy needed to move the camera and 

the added chance of getting a better object detection. In another work [11], an active vision 

system is employed on a quadrotor to detect gaps. As the quadrotor moves, optical flow is 

computed by considering different captures of the same scene. Subsequently, contours of 

the gaps are detected from the resulting optical flow. The work reported in [12] presented 

an active perception framework that moves the cameras and neck of a robot while focusing 

attention of input frames on the objects of interest. Some systems to select the next best 

view are also proposed for scene modeling [13] and object recognition [14]. For further 

reading about the active vision methods and a survey of their literature, refer to [15-16]. 

 

1.2. Overview of the Proposed Active Vision System 

In this work, an active object recognition system to utilize two cameras on a PR2 robot is 

proposed. Although it is implemented on a PR2 robot, the proposed vision system is 

applicable to any similar robotic platforms. The first camera to use the proposed vision 
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system is a 3D Kinect v1 sensor (main camera) mounted on the robot’s head. The other 

one is an RGB camera (secondary camera) existing on the robot’s left arm. The first step 

in the proposed vision system is to detect the object viewed by the main camera and 

compute a confidence measure for it. Considering the confidence value of each recognition, 

the system decides if they are reliable or not. In the case of an unreliable recognition, 

recognition results from the secondary camera are requested after the pose of the secondary 

camera is adjusted by moving the left arm toward the object that corresponds to the 

unreliable recognition. Then, the resultant detections from the two camera views are 

matched and later combined through a novel transferable belief model, which is a variant 

of the Dempster–Shafer evidence theory. With the final detection results obtained, the 

system attains the 3D positions of each object with respect to the robot and sends them as 

well as the labels to other nodes in the robotic arrangement to use them accordingly. 

 

1.3. The Next Best View Problem 

Two major application areas of active vision are three-dimensional (3D) object 

reconstruction and object recognition. An active object recognition routine, which is the 

focus of our work, typically is comprised of an uncertainty evaluation procedure, an 

information fusion algorithm, and a mechanism to achieve physical camera movement. 

An essential question regarding the camera movement is how to determine the most 

appropriate pose - the problem of finding the Next Best View (NBV) for the camera. 

Finding the next best view is not a trivial task. Since in many situations the observer has 

no prior knowledge of what the shape and appearance of an object from other camera poses 
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would be, the current input data are not sufficient for deterministically deciding for the next 

best camera pose. Hence, NBV is an ill-posed problem by definition. 

Usually, the specific task of a vision system directly impacts the way NBV is acquired. If 

the goal is 3D reconstruction of objects, it is a good idea to seek for next best views that 

reveal the most unexplored areas of the objects. In addition, the typical goal in 3D 

reconstruction applications is not to plan for a single new viewpoint, but to plan for a chain 

of NBVs to fully observe the object’s volume. In contrary, in the case of object detection 

and recognition applications, the least number of alternative viewpoints that provide a fresh 

number of discriminative features is desired to improve the recognition performance, while 

keeping the energy and time costs of moving the cameras as low as possible. In this work, 

we propose and evaluate a method to achieve the next best view, suitable for active object 

recognition tasks with just a single NBV frame capture necessary for its operation. 

 

1.4. Previous Work in the Area of Next Best View 

By reviewing the literature, a few different directions can be distinguished. The survey of 

[17] reviews different methods to NBV for 3D reconstruction. The authors divide the 

methodology into three categories: model-based and non-model-based view planning. The 

model-based methods assume some a priori knowledge of object shape and are further 

categorized to set theory, graph theory, and computational geometry techniques. In the 

paper [17], the non-model-based methods are grouped into three branches: volumetric, 

surface-based, and global. Volumetric approaches select viewpoints by reasoning about the 

state of knowledge of 3D voxels and choosing viewpoints that cause the greatest reduction 
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in uncertainty of voxel and 3D space mesh states. On the other hand, surface-based 

occlusion edges methods are based on the premise that occlusion edges internal to the 

image indicate surface areas not yet sampled, while boundary jump edges represent the 

boundary of the unobserved volume. Surface-based contour following is another technique 

that selects the next viewpoint by following the 3D contour of objects and constantly 

keeping the sensor in close proximity to the surface.  

In [18], a deep belief network is employed to hallucinate the complete 3D shape of objects 

in the presence of occlusion. For any hallucinated 3D shape, the uncertainty of recognition 

is computed in different predefined camera poses via the conditional entropy of output 

classifier probabilities. The viewpoint that gives the least uncertainty is chosen as the 

winner for the next-best-view system. The idea of examining various hypothetical 

viewpoints of an object in [18] seems interesting for an NBV system, but the proposed 

approach depends heavily on the imagination of the object shape in the unobserved 

occluded areas. Therefore, its performance is prone to the mistakes stemming from the 3D 

hallucination part of the algorithm. 

Relocating cameras based on a bioinspired approach is discussed in [19], where authors 

analyzed the head movement of barn owls and adopted it to actuate a depth camera installed 

on a robot for 3D reconstruction of objects. The idea of adopting the movement of 

biological systems, related to their active perception attempts, looks promising, but it 

should be noted that the approach of replicating motions in [19] is insensitive to the object 

shape and appearance, thus it probably does not target the best next view for many objects. 

The method in [10] plans a sequence of camera movements, whereas every movement is a 
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step in the fastest route to get close to the object. Consequently, the method in [10], 

although multi-capture, does not have any intelligent NBV component. 

In [20], a trajectory planning technique for an eye-in-hand vision system on a PR2 robot is 

proposed to maximize the expected number of observed voxels that are close to objects by 

looking to maximize the local information gain. In continuation to the work of [20], a next 

best view method is proposed in [21] for 3D reconstruction applications on the basis of 

predicting information gain from prospective viewpoints. In order to predict the 

information gain in unobserved areas, an occupancy grid is constructed out of all the 

observations so far and a Hidden Markov Model (HMM) is employed to estimate the 

observation probability of unobserved cells in the grid. 

An information gain mechanism to estimate preferability of any potential viewpoint is 

reported in [22]. To determine the information gain, instead of rendering hypothetical 

object appearances, the next best view system directly estimates the classification 

probabilities. This approach overcomes the problem of computationally expensive 

renderings of hypothetical 3D objects. However, it necessitates 3D training data for every 

object and doing classification and confidence estimation for every viewpoint of the 3D 

objects in the training. This requirement seriously affects the applicability of the method 

due to the shortage of such training data for many real-world objects. 

In [23], the NBV algorithm simply chooses the viewpoint with most unknown voxels as 

the best one to explore for 3D scanning. A next best view method for a robotic arm is 

reported in [24]. The system is used for 3D reconstruction of objects and is another member 

of the family of information gain-based techniques for NBV. A path planning algorithm is 

used in [25] to construct a path tree to completely explore the area around an aerial vehicle. 
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The nodes in the tree are poses in the free space. In each step, only the best node under the 

root of the tree is chosen for the movement. After any move, a new tree is constructed. The 

preference in selecting a node is based on the number of unobserved 3D volume that can 

be observed in the corresponding camera pose. 

In [26], a boosting technique to combine three criteria for determining the NBV is used for 

actively selecting a viewpoint around an object. One of the three techniques is a similarity 

check of a detected object with prerecorded object appearances in different views. The 

viewing angle with the least similarity to the current detection is then selected as the NBV. 

The other two criteria for choosing NBV are the prior probability of a viewpoint in 

successfully determining the object class given either a currently detected object pose or a 

currently detected object category. Aside from the priors, which are application data 

specific, using a similarity measure between the current viewpoint of a presumed object 

and its other viewpoints is appealing. However, it requires a dataset comprised of images 

around the training objects with their known pose. This can be cumbersome to use in 

general applications as there is a need to capture appearances and poses all around the 

objects that we want to detect at test time. 

 

1.5. Overview of the Proposed Next Best View Method 

It is evident that the earlier work in determining next best view is concentrated on two 

camps: information gain-based and object estimation-based techniques. Measuring 

occupancy of 3D space through ray tracing and information gain is inherently useful for 

3D reconstruction applications, because it strives for exploring more surface voxels than 
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discriminative features for classification. That is why it has been preferred almost 

constantly in previous work for 3D reconstruction, rather than in object recognition 

applications. On the other hand, object shape and appearance estimation methods rely on 

either comparing the current object shape and/or appearance to the ones in the training 

time, or on hallucinating the 3D shape of the current object. Afterwards, those methods try 

to infer the best course of action by comparing different suppositional viewpoints. The 

problem here is in the inaccuracies that can arise from presumptive object 

shapes/appearances as well as in the necessity of large datasets of object images taken from 

various points of view. 

In our work, we propose a next best view method for object recognition. It is aimed at a 

single camera relocation to improve the object recognition rate based on cues from the 

visible object shape and appearance only. It does not require a series of camera motions 

toward or around the object. Our NBV method is also neither dependent on a dataset of 

specifically designated images from around the object, nor on 3D object volumes for 

training. It uses conventional datasets, a collection of random images of objects, merely for 

the training of the classifiers. To accommodate the aforementioned specifications in our 

work, an ensemble of appearance and shape criteria is used to evaluate different areas of 

the object viewed, in order to suggest a new camera pose. Examples of such criteria are 

uncertainty measurements in classification of a region of the object image, parallelism of 

object surface to image plane, and various statistical texture metrics. In order to test the 

proposed method in an organized way, a test dataset was also created. In the tests, the 

proposed method proves to be effective in predicting the next best camera view among a 

set of pre-selected test-time poses around the object. 
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1.6. Contributions of the Work 

The proposed NBV module can be a part of the active object recognition (AOR) system 

being discussed in this dissertation. The significant contributions of the proposed work 

extend along several directions: 

1. A dynamic assignment of a second camera is implemented by switching to process 

its data to recognize objects in an eye-in-hand system implemented on the PR2 

robot. 

2. A distance-based object matching with the efficient use of available information in 

the robotic platform is designed. 

3. A novel Dempster–Shafer fusion technique is introduced to fuse the classification 

decisions of the active vision system. 

4. A novel next best system is proposed specifically for the task of object recognition. 

5. The proposed NBV depends only on the current object shape and appearance, 

therefore no prior knowledge of objects is necessary. 

6. There is no dedicated training stage for the NBV itself, thus eliminating the need to 

create specially designed datasets for next best view determination. The only 

training happening is for the object classifiers. 

7. A small test dataset, containing the snapshots captured around various objects, has 

been created to effectively test the proposed NBV system. It can be used by other 

researchers as a benchmark. 
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8. Experimental validation shows good results in terms of the performance 

improvement after fusion of views, by comparing the fusion results among a pre-

defined set of possible camera poses. 

 

1.7. Layout of the Content 

The remainder of this dissertation is organized as follows. Chapter 2 contains the details of 

the steps in an active vision procedure for object recognition. It also describes the details 

of a specifically designed system for real-time execution on a PR2 robot. The real-world 

experimental verification of the active vision system for object recognition enhancement 

is fulfilled in chapter 3. The single-shot next best view system is presented in chapter 4. 

Chapter 5 presents the results obtained in the benchmarks specifically designed for the next 

best view approach and analyzes them. Finally, concluding remarks are discussed in 

chapter 6. 
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Chapter 2 

2. Active Vision for Object Recognition 

Active Object Recognition has many uses in robotics, vision-based surveillance, and many 

other applications. Figure 2-1 shows the flowchart of a typical AOR system. After several 

preprocessing operations, such as denoising, the process starts with an object recognition 

stage using the current point of view. Subsequently, the classification result of the initial 

recognition round is evaluated to determine the confidence of the recognition. In the event 

of a low confidence value (uncertain recognition), the active vision mechanism is triggered. 

First, it plans the new camera pose based on the principles of a next best view method, 

which is the subject of the work proposed here. A camera is then moved to the specified 

position and orientation. The moving camera can be the same camera that captured the 

initial view, or it can be a secondary camera employed to achieve a concurrent capture 

mechanism. 
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Figure 2-1. Active object recognition steps. 
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With a camera in the pose determined by the NBV system, the object recognition is 

performed again, this time by using the new camera view. Thereafter, if there are multiple 

detected objects in each camera view, the objects in the two camera views are matched to 

form pairs of object classifications for a later decision fusion step. Depending on the 

application and the availability of frame transformations, the matching procedure can be 

done in a purely vision-based style, via pixel/keypoint/object correspondence, or through 

a mechanical submodule in a sensor-equipped robotic system that provides the 3D 

geometric transformation between the camera poses.  

Each associated classified object pair is passed into a decision fusion module, which 

combines the classification results to obtain the final probability vector of the object 

categories. The fusion module should take the class probabilities of the two classifiers and 

fuse them to yield the output class probabilities. 

In the following, we introduce the components of an active object recognition system, 

specifically developed for real-world execution on the PR2 robot, and show mid-process 

images of an illustrative test arrangement. It follows the same general rules mentioned in 

this chapter so far. Figure 2-2 shows the configuration of the experiment. In addition, the 

images observed from the viewpoints of the main camera and of the secondary camera are 

depicted in Figure 2-3 and Figure 2-4, respectively. 
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Figure 2-2. A sample test arrangement to analyze the active vision system’s mid-process images. 

The Microsoft Kinect mounted on the PR2’s head is the main camera. 

The secondary camera is the one installed in the left forearm of PR2. 
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Figure 2-3. The sample scene seen from the main camera. 

 

 

Figure 2-4. The sample scene seen from the secondary camera. 
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2.1. Object Detection and Recognition 

This part of the algorithm is mainly responsible for fetching images from the live stream 

of cameras, preprocessing them, and detecting objects.  

The preprocessing step consists of two denoising stages: Median filter to remove impulsive 

noise and Gaussian filter to remove additive noise. After denoising, gray-scale images of 

the input color frames are computed to serve as the input to the object detection section. 

 In order to detect objects, a sliding technique window with different aspect ratios of the 

windows is employed. In each hypothetical object location, i.e. where the current window 

is scanning, a support vector machine classifies the feature vector obtained from the image 

patch. If it is more than a threshold then presence of an object is identified. Next, a stage 

non-maximum suppression eliminates multiple detections of the same object. 

Figure 2-5 shows a flowchart of the classification procedure. Initially, two feature vectors 

are extracted from each window, where the features are a Histogram of Oriented Gradients 

(HOG) [27] and a color histogram. The HOG window size is set to 64 × 64 pixels, while 

its cell size is 8 × 8 pixels and its block size is 16 × 16 pixels. Stride in both vertical and 

horizontal directions are 8 pixels, and the number of bins in each cell is set to 5. The HOG 

is utilized to capture the shape information of the object, while the color histogram captures 

the color information of the object of interest. The color histogram is generated by merging 

two flattened 2D histograms for the HSV (i.e. Hue, Saturation, Value) and CIELUV [28] 

color spaces. The 2D histogram of the HSV color space is only dependent on the hue and 

saturation channels, while the 2D histogram of the CIELUV color space is obtained from 
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the u and v channels. These channels encode the color information of the pixel. In contrast, 

the two discarded channels, value (V) and L, contain the brightness information. 

 

 

Figure 2-5. Flowchart of the recognition module. 
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To create a single feature vector for any object, the two extracted HOG and color histogram 

vectors are concatenated. Combined features are the input to the classifier. We choose to 

use a non-linear Support Vector Machine (SVM) classifier with a Radial Basis Function 

(RBF) kernel. To make SVM feasible for multi-class classification, we employed a One-

versus-Rest strategy. 

The classification output is a probability vector, in which each element is the probability 

of one of the trained classes. It is intuitive to consider the class label of any object being 

the one with the highest probability. Figure 2-6 shows the class labels associated to the 

objects in view of the main camera. Numbers above the labels are probabilities of the 

winner classes for each object. It can be seen that there are three objects in the scene: Tea 

Pot, Tape Measure, and Sugar (sugar container). Out of the three, recognition of Tea Pot is 

incorrect. We will show how the active vision system copes with rectifying this mistake 

later in this chapter. 
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Figure 2-6. Detection and recognition results for the main camera view. 

 

2.2. Confidence Measurement 

In continuation of the previous section and also the flowchart of Figure 2-5, the proposed 

approach evaluates the reliability of the classification results for the main camera view. A 

confidence measure is determined by computing the ratio of the highest element in the 

probability vector to the second highest element and comparing it with a predefined 

threshold. Figure 2-7 demonstrates the confidence check results on the three objects in the 

main view. In the figure, red bounding boxes stand for not being confident. Out of three, 

two objects are not reliably classified: Tape Measure (although correctly predicted), and 

Tea Pot (incorrectly predicted). This example confirms the intuition behind our confidence 

test. Many times, when an object classification is incorrect, that is usually due to a lack of 
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discriminating features, leading to an almost flat probability vector. Through our 

confidence examination mechanism, we seek for such probability vectors. 

 

 

 

Figure 2-7. Confidence on the classification of objects in the main camera view. 

Any color except red shows confidence. 

 

As it was shown in the flowchart of Figure 2-1, if the classification of an object in the main 

camera view is confident, it is deemed final. Otherwise, after moving the secondary camera 

and detecting objects in the secondary view, detected objects in the two camera views are 

matched together. Matching procedure will be explained in the next section. For our 

example, Figure 2-8 presents the main camera’s two uncertain detections from the 

secondary camera view in a pose towards the objects. Note that the detection of the object 

Sugar is not shown in the figure, because its original classification is considered reliable. 
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Figure 2-8. Detection and recognition results from the secondary camera view for the objects 

with uncertain classifications in the main view. 

 

2.3. Secondary Camera Pose Planner 

The proposed active object recognition system is verified, in the current and the next 

chapters, in conjunction with a simple proof of concept pose planner for the secondary 

camera. The next best view planner, elaborated in chapters 4 and 5, is a more advanced 

next best view planner, which is examined and analyzed systematically in those chapters 

through a special dataset we gathered for active vision problems. 

For the simple pose planner, our strategy to determine the joint angles of the robot arm is 

to have a side view of objects with the secondary camera that is almost orthogonal to the 

primary view. Figure 2-9 shows a schematic of the PR2 robot, in which the main 

parameters for planning the robot’s arm are shown in red. The distance of the object to the 

shoulder joint is computed by using the point cloud data from the 3D camera and the robot’s 
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inner frame transformations. The camera angle, forearm length, and upper arm length are 

also known in advance. Through the geometric computations, it is possible to find the 

shoulder lift and flex joints to have the secondary camera pointed toward the object. The 

forearm roll (rotation) is determined relative to the computed shoulder joint value to keep 

the forearm camera (secondary camera) facing the object. The elbow flex angle and the 

upper arm rotation are set to a fixed value to simplify calculations by reducing the number 

of degrees of freedom in the planner. 

 

 

Figure 2-9. Schematic of the parameters needed to plan the movement of the secondary camera 

in the simple pose planner. 

 

2.4. Object Matching 

It was mentioned before that matching is indispensable for the proper functionality of the 

active vision system before any decision fusion is performed. Various methods can be 
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considered for matching objects, such as those based on appearance, keypoint, and shape 

[29]. However, they would probably encounter problems in working with two very 

different viewpoints on objects, as we have in our case. In our method, the head and the 

arm camera are desired to present unalike views of objects to complement each other, 

which are unfavorable for the aforementioned matching techniques. Instead, we can 

precisely compute the transformation of an object position in the pixel coordinate of the 

main camera to the pixel coordinate of the secondary camera by utilizing the available 3D 

information from the 3D camera, the transformation between the two camera coordinates, 

and the intrinsic calibration data of both cameras. This transformation makes it possible to 

calculate the distance of objects in the pixel coordinate of the secondary camera and match 

them accordingly. This approach is possibly faster than appearance, shape, and keypoint 

matchings, as there is no feature extraction or correlation computing involved. Although 

the proposed object matching method is dependent on transforming the coordinate of one 

camera to the other one, it is not equivalent to pixel correspondence, which is common in 

stereo vision. Here, our task is to match objects in the two views, instead of matching two 

pixels. 

The flowchart of the proposed matching method is displayed in Figure 2-10. For any object 

in the main view to be transferred to the secondary view, we initially compute its centroid. 

Then, the centroid position in the pixel coordinate of the main camera is converted to the 

3D location in the camera coordinate of the main camera. Knowing the transformation 

between the two camera frames, the object position is transformed to the camera coordinate 

of the secondary camera. Subsequently, the object location is converted to the pixel 

coordinate of the secondary camera using the intrinsic calibration information of the 
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camera. The transformation of the centroid of the object to the other camera view assumes 

that the centroid falls upon the object surface. Nonetheless, it speeds up the matching of 

objects by just converting the reference frame of a point in the world, as well as by avoiding 

feature extraction and correlation computations. 

With all the detections in the main camera transformed to the secondary camera view, there 

would be two groups of components to match: namely, the transformed centroids of the 

main view’s objects, and the bounding boxes of the detections in the secondary view itself. 

The larger group (with more components) is chosen as the one being queried in the distance 

matching, while the other group is the searching group. In order to compute the distance of 

each centroid from each bounding box, we consider the minimum of distances of the 

transformed centroids from eight points around the bounding boxes: four corners and four 

middle points on each edge of a bounding box. The selected distance metric is the L2 

distance. By getting the least distance to eight points around a bounding box, we try to 

prevent problems in matching objects that appear long in the secondary view. For those 

kinds of objects, the viewable surface from the point of view of the main camera, and thus 

its centroid, may be far from the centroid of the object in the secondary view, causing 

difficulties for the distance matching to associate proper components. In contrary, by 

considering eight points located around the bounding box, there is a high possibility that 

there would be at least one association with a close distance. 

In the proposed method, any matching is established by associating a searching component 

with a queried component with which it has the least distance. However, for a queried 

component, there can be multiple associations to several searching components. This issue 

is remedied by simply keeping the match with the smallest distance. Following that, 
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matches with Mahalanobis distances of more than a threshold are discarded to eliminate 

any matches with irregular distances compared to all the others. In addition, associations 

with Euclidean distances of more than a predefined threshold are canceled to avoid matches 

with very large absolute distances. 
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Figure 2-10. Flowchart of the object-matching module. 
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2.5. Decision Fusion 

Any uncertainly classified object in the main view is tried to get linked with an object in 

the secondary view. In the case of finding a match, their decisions, i.e. their probability 

vectors, are fused together to produce the final probability vector. Here, we investigate two 

different decision techniques: Naïve Bayes fusion and Dempster-Shafer fusion. We 

separately analyze the results we obtained from both techniques in Chapter 3. In the 

following sections we describe each of the two techniques. 

 

2.5.1. Naïve Bayes Decision Fusion 

This type of decision fusion relies on Bayes’ theorem, shown in Equation (2-1). Here, 𝜔 ∈

{1,… , Ω} is a class label among the set of known classes with Ω elements. In addition, 𝐴 

represents the input probability vector taken from a classifier and 𝑃(. ) denotes probability. 

Therefore, 𝑃(𝜔|𝐴) is basically an element of the probability vector A for the class ω.  

𝑃(𝜔|𝐴) =  
𝑃(𝐴|𝜔) ∗ 𝑃(𝜔)

𝑃(𝐴)
                                              (2 − 1) 

The probability of class ω (P(ω)) is called prior probability and P(A) is named evidence. 

However, in case of a single classifier we do not need Equation (2-1), because we already 

have P(ω|A) from the probability vector A. In case of two classifiers, though, Bayes’ 

theorem comes in handy to fuse probability vectors. In the following, Equation (2-2) 

extends the Bayes’ rule to two classifiers case. 

𝑃(𝜔|𝐴, 𝐵) =  
𝑃(𝐴, 𝐵|𝜔) ∗ 𝑃(𝜔)

𝑃(𝐴, 𝐵)
                                        (2 − 2) 



 

 

29 

In the equation above, B is the probability vector for the second classifier, while A is the 

probability vector obtained from the first classifier. Assuming the two classifiers are 

working independently, we obtain Equation (2-3). 

𝑃(𝜔|𝐴, 𝐵) =  
𝑃(𝐴|𝜔) ∗ 𝑃(𝐵|𝜔) ∗ 𝑃(𝜔)

𝑃(𝐴) ∗ 𝑃(𝐵)
=  

𝑃(𝜔|𝐴) ∗ 𝑃(𝐴)
𝑃(𝜔)

∗
𝑃(𝜔|𝐵) ∗ 𝑃(𝐵)

𝑃(𝜔)
∗ 𝑃(𝜔)

𝑃(𝐴) ∗ 𝑃(𝐵)

=
𝑃(𝜔|𝐴) ∗ 𝑃(𝜔|𝐵)

𝑃(𝜔)
                                                                               (2 − 3) 

In the framework of the Bayesian equation of (2-3) we do not place different prior 

probabilities for the trained classes, so 𝑃(𝜔) is a constant equal to one over the number of 

trained classes. After removing the constant value, 𝑃(𝜔), from Equation (2-3) we see that 

the combined probability of an object category given the probability vectors of the two 

classifiers is related to the product of probabilities for that class in the two probability 

vectors, as illustrated in Equation (2-4). 

𝑃(𝜔|𝐴, 𝐵) ≈ 𝑃(𝜔|𝐴) ∗ 𝑃(𝜔|𝐵)                                    (2 − 4) 

Therefore, to compute the probability of a class we only multiply the corresponding 

probabilities from the two probability vectors of our classifiers responsible for the main 

and the secondary views. To bring the sum of fused probabilities back to one, we then 

normalize them. 

 

2.5.2. The Dempster–Shafer Decision Fusion 

The Dempster–Shafer evidence theory (DST) [30] is an information fusion method that 

takes into account inaccuracy and uncertainty [31]. In contrast to Bayesian fusion, DST 

does not only work with singleton probabilities. Instead, it introduces alternative units of 
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belief with non-empty intersections [32]. Some examples of application of the Dempster–

Shafer fusion are airborne object identification [33], human activity recognition [34], and 

vehicle location verification [35]. 

Assume there is a set of singleton probabilities Ω, which is named the ‘frame of 

discernment’. By singleton, we mean that the probabilities in Ω are mutually exclusive. In 

a classification task, the frame of discernment represents the set of object categories. 

Dempster–Shafer fusion makes allowances for the power set of Ω, instead of merely relying 

upon singleton probabilities. The power set of Ω includes all combinations of singleton 

probabilities from the set universe of Ω to an empty set. In the framework of Dempster–

Shafer fusion, any element of the power set is assigned a value in the range of [0, 1], which 

is termed mass. Any element of the power set of Ω with a mass value greater than zero is 

called a ‘focal element’. Based on the above definition, we may think of masses in DST 

fusion as a counterpart of probabilities in Bayesian fusion. Similar to probabilities, the sum 

of all masses must be equal to 1, as shown in Equation (2-5). In the equation, Ψ represents 

a member of the power set (i.e., a subset) of Ω, while 𝑚(. ) is a mass value for it: 

∑ 𝑚(Ψ) = 1

Ψ⊆Ω

 (2-5) 

In our method, frame of discernment stands for the probability vector coming from each 

classifier. Hence, there are two frames of discernment for the two classifiers. Given n object 

classes, each probability vector—or in other words, every frame of discernment—will 

contain those n elements. In addition to the n elements of the frame of discernment, each 

classifier output also has an additional focal element: that, is the “universal” element. The 

universal element is the universe of the object categories. By defining the mass values for 

the members of the power set this way, there would be a mass value for every object class. 
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Moreover, the mass of the extra universal element indicates the similarity of the object of 

interest to the entire training set. Therefore, the mass of the universal element is equivalent 

to the probability of a “universal” object, because it does not distinguish any specific 

category. 

In the case of the proposed Dempster–Shafer fusion, we need to have 𝑛 +  1 output classes 

in each classifier to get 𝑛 +  1 masses. Out of them, n object categories are trained similar 

to standard training routines. However, the “universal” class is trained with a training set 

made of half of the training images of each object category combined. The reason to use 

only half of the training set is that it decreases the training time substantially. To counter 

the effect of a class with larger training samples than others during the training, the 

optimization formulae of the SVM classifier is weighted relative to the training set size of 

each object category. 

By adding a universal class, each sample during the training time will have two correct 

labels: the original object category and the added universal class. This means that the 

proposed classification task falls under the category of multi-label classification methods. 

Since a one-versus-rest strategy is used for the support vector machine, during the training, 

we will have a training strategy similar to the binary relevance method [36], which is an 

established method in the multi-label classification domain. 

To fuse the output mass values of the two classifiers, the unnormalized rule of combination 

is utilized, which makes the proposed fusion method an instance of the transferable belief 

model [37]: a variant of the Dempster–Shafer fusion. The unnormalized rule of 

combination for our dual-classifier fusion case is presented in Equation (2-6): 
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𝑚(Ψ) = ∑ 𝑚𝐴(𝛼) ∗ 𝑚𝐵(𝛽),   ∀ Ψ ⊆ Ω, 𝛼 ∈ 𝐴, 𝛽 ∈ 𝐵 

𝛼∩𝛽=Ψ

 (2-6) 

where sets A and B are the set of mass values resulted from the classifiers for the main view 

and the secondary view, respectively. The term 𝑚(Ψ) represents the mass of category Ψ. 

Elements α and β are each an object category in the set of mass values of the main view 

and the secondary view classifiers, respectively. Considering the above descriptions, a 

category α in the mass vector of the main view (A), except for the class “universal”, has 

intersection with two βs in the mass vector B. The first one is the same category as α in B, 

and the second one is the “universal” category. The same is true for an output element of 

the second classifier (β). 

In order to convert the mass values back to the probability domain, we use the pignistic 

transformation explained in [38], as shown in Equation (2-7): 

𝑃(𝜔) = ∑
𝑚(Ψ)

|Ψ|
Ψ ∈ Φ

,   ∀ 𝜔 ∈ Ω,Φ = {Ψ |  Ψ ⊆ Ω,𝜔 ∈ Ψ} (2-7) 

where Ψ is any focal element of the power set of object categories that has the object class 

𝜔 as an element, and |Ψ| designates the number of object classes in Ψ. Furthermore, 𝑃(𝜔) 

is the probability of an object category 𝜔, excluding the “universal” class. Equation (2-7) 

conveys that the belief in any focal element is dispersed among its constituting class 

probabilities. Finally, after performing the conversion of Equation (2-7) and obtaining the 

probability values, they are normalized to sum to one. 

As stated earlier, besides the actual object categories present in the training, the two 

classifiers supply a mass value for a “universal” class. The “universal” category is a tool 

for a classifier to indicate its uncertainty in detecting an object. From Equation (2-5), we 
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know that the sum of all masses in an output mass vector is equal to 1; thus, an increase in 

the mass of the universal category causes the other classes in the same mass vector to take 

a lower share of mass values. In addition, from Equation (2-6), we observe that a rise in 

the mass of the universal category of a classifier not only reduces the rest of the masses of 

that classifier, but also it weighs more toward the masses of the other classifier, with which 

it has a non-empty intersection, through multiplying. In the contrary, when the mass of the 

universal category of a classifier is low, it designates a resolute classifier that contributes 

more to the final decision fusion result [4]. 

 

2.6. Tracking 

In order to reduce the computational load of the proposed active robotic vision system and 

make it more suitable for real-time applications, a median flow tracker [39] is embedded 

in the system. It handles the tracking of the objects between every two consecutive object 

detections. The tracker is lighter than the detection in terms of computational load. 

Therefore, the detection is performed on a fraction of the frames captured from the cameras 

and in the interval between any two detections the tracker specifies the object locations in 

the scene. 

 

2.7. Localization and Publishing Module 

In our implementation, at the end of a cycle of the proposed algorithm, each detected object 

is localized in the 3D coordinate system of the main camera. The object class labels as well 

as their positions are then published over a Robot Operating System (ROS) network, for 
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the use of other robotic applications. Other nodes thereafter may check if an object is 

present in the view of the robot, and if so, they can obtain its location in the camera 

coordinate of the main camera. A screenshot of calling the ROS publisher for the three 

existing objects in our sample scenario is illustrated below.  

 

 

Figure 2-11. Result of querying detected objects through the ROS network. 

 

 

  



 

 

35 

Chapter 3 

3. Verification of the Active Object Recognition System 

The results obtained in 15 real-world benchmarks are presented in this section. The 

proposed active vision system was realized on a PR2 robot and was verified in different 

lighting conditions and object placement settings. In all the experiments, objects were 

placed on a table in front of the robot in various locations. An example of the robot gesture 

in one of the trials is shown in Figure 3-1. 

Figure 3-1 also shows the six objects used in our experiments. The objects were selected 

to have at least one other similar object in the tests. The classifier was trained with a dataset 

comprised of augmented data obtained from around 30 original training images per object 

category. The number of features extracted from each image is 50 color features and 60 

HOG features after reduction via PCA. During the training of the classifier, we employed 

a four-fold cross-validation technique and a grid search to find the optimal SVM 

parameters. 

 

3.1. Tests Without Occlusions 

Initially, we evaluated the proposed matching algorithm in 180 object association test 

instances with the DST as the fusion method. Figure 3-2 shows a few object matchings 

between the main and the secondary views. In the figure, detections with the same color 

are matched together. As it can be seen, the matchings of objects are all correct in Figure 

3-2. In the real-world experiments, 95% of the matchings were correct. Since the matching 
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happens in the pixel coordinate of the secondary view, object mismatches happen for 

objects—mostly close ones—in that view. 

Figure 3-3 displays a sample output of the system. In the figure, there are three mistakes in 

the detections of the bottom left window (main view): Tape Measure and Tea Pot are 

wrongly classified as Burger, and Sugar is incorrectly labeled as Tea Can. Those three 

objects besides two other detections have their bounding boxes in red, which signal 

unreliable classifications. The bottom right window of the figure (secondary view) 

illustrates the detected objects in the secondary camera’s input frame, for which there is a 

match found with the unreliable detections in the main view. After fusing the 

classifications, the final detection results in the top left window of Figure 3-3 are all 

accurate. 

The confusion matrix resulted from our tests with six nonoccluded objects, for the main 

view only detections is shown in Figure 3-4. The confusion matrices with the proposed 

active vision system for the same tests are displayed in Figures 3-5 and 3-6. The results 

shown in Figure 3-5 are for the proposed system without any arm movements toward the 

objects. Instead, the secondary camera was fixed in different prespecified poses during the 

tests. Despite the setting of the secondary camera not moving, the test objects were still 

observable to the secondary camera (i.e., in the field of view of the camera) in all the 

experiments to keep comparisons with the proposed system with dynamic camera 

movement fair. On the other hand, Figure 3-6 demonstrates the confusion matrix obtained 

with the full functionality of the proposed vision system, including dynamic arm planning 

toward the object. In the confusion matrices, the Background column indicates target 

objects not detected at all, and the Background row counts any undefined entity being 
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falsely detected as a target object. The intersection of the Background row and column is 

also intuitively void. 

Four performance metrics for object detection were calculated using the confusion 

matrices: namely, accuracy, recall, precision, and F1 score. Precision is the number of true 

positives over the total number of positives. It measures how well the classifier 

distinguishes true objects of interest from false positives. Recall is defined as the ratio of 

true positives over ground truth positives and is used to assess the capability of the classifier 

in finding objects of interest. To balance these two metrics, the F1 score takes the harmonic 

mean of precision and recall. On the other hand, accuracy is obtained by dividing the 

number of true detections to the total number of the observed detections in the test. It 

evaluates the ability of the classifier to correctly perform the recognition task. Table 3-1 

illustrates the computed performance metrics for the three test cases: single camera, active 

vision without camera movement, and active vision with camera movement. The macro-

averaging in Table 3-1 implies that the measure is computed separately for each object 

class, and later is averaged over them. In contrast, in micro-averaging, the measures are 

calculated for all the object classes collectively. Micro-averaging results are not included 

in Table 3-1 since micro-averaging recall and precision are equivalent to accuracy in a 

multi-class classifier. 

 



 

 

38 

 

Figure 3-1. An example robot gesture in the table-top benchmarks. The objects on the table are 

the ones used in the tests. 
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Figure 3-2. Examples of object matching in a test table-top situation. Bounding boxes with the 

same color are matched in the main view (Top image) and the secondary view (Bottom image). 
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Figure 3-3. Output of the proposed robotic vision system in a sample situation. (Top left) The 

actively detected objects, (Bottom left) Main view, (Bottom right) Secondary view. Note: The red 

bounding boxes in the main view signify unreliable detections. 

 

 

Figure 3-4. Confusion matrix of the detections in the main view only. 
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Figure 3-5. Confusion matrix of the detections made by the active vision system without camera 

movements. 

 

 

Figure 3-6. Confusion matrix of the detections made by the active vision system with camera 

movements. 
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Table 3-1 shows large improvements in all four measures compared to the traditional single 

camera setup. The proposed active vision system achieved 12.9%, 12.2%, 13.1%, and 

12.5% increases in precision, recall, accuracy, and F1 score, respectively. This 

enhancement in performance brings up the accuracy of the experiments to 97.7%. Other 

metrics are also over 97%. By comparing the performance metrics of the proposed method 

with its variation with non-moving cameras, we realize that dynamically moving the 

secondary camera toward the objects with uncertain detections improves the measures by 

at least 4.4%. This proves that not only using cameras in different viewpoints contributes 

to a better detection performance, but also planning and moving the extra views help further 

improvements. 

 

Table 3-1. Performance measures of the proposed vision system. 

Performance Measure 
Single 

Camera 

Actively Fused 

(without camera 

movement) 

Actively Fused 

(with camera 

movement) 

Macro-Averaging 

Precision 
0.860 0.944 0.989 

Macro-Averaging 

Recall 
0.855 0.933 0.977 

Accuracy 0.846 0.933 0.977 

F1 Score 0.857 0.938 0.982 

 

 

3.2. Tests with Partial Occlusions 

We also evaluated the proposed system’s ability to cope with partial occlusions by testing 

it against benchmarks with objects being intentionally occluded and by using the DST 
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fusion. Figure 3-7 shows a sample situation where there are three objects in the scene 

viewed by the main camera. One of the objects (Tea Pot), though, is partially occluded. It 

counts for one test object in our benchmarks. Each of the three parts of the figure, show 

the output of the proposed system in a different time. The bottom left image in the system 

output is the processed main view, while the bottom right is the secondary view, and the 

top left is the output of the active vision system superimposed on the scene viewed in the 

main view. In the beginning (Figure 3-7a), there is an incorrect detection in the main view 

for the occluded object (Tea Pot is recognized as Sugar.) The active perception system has 

found it as an unreliable detection and marked it with a red bounding box. After that (Figure 

3-7b), the active vision system moves an arm with the secondary camera on it toward the 

object and detects objects in the secondary view. The detections in the secondary view are 

matched with those in the main view, and only the one which has been matched with an 

unreliable detection in the main view is shown (Tea Pot). We observe that it is correctly 

detected there as it has a clearer view of the object compared to the main view. The fusion 

result (top left of Figure 3-7b) demonstrates the system was successful in correcting the 

initial erroneous detection. Consequently, in Figure 3-7c, the manipulation section receives 

the object detection and position information from the proposed system and based on that 

starts to manipulate the objects with the other arm. 
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Figure 3-7. A sample situation involving active perception of partially occluded objects through 

the proposed vision system and manipulation of objects. (a) Before using the secondary camera, 

(b) After completing the active recognition, (c) Subsequent manipulation of objects based on the 

provided information from the vision system. 

 

In the experiments, objects were partially occluded by placing a barrier in front of the 

objects to partly block their visibility from the viewpoint of the main camera. However, in 

spite of aiming to have occlusions in the main view, there could be test situations in which 

the objects in the secondary viewpoint are also occluded partly by the barriers or the other 

objects on the table. Although there was a mixture of occluded and non-occluded objects 

in the table-top settings in our tests, the results for occlusion tests are only obtained from 

the occluded objects in the test scene. A sample test situation with three partially occluded 

objects in the scene is demonstrated in Figure 3-8. It is observed in Figure 3-8 that one of 



 

 

45 

the partially occluded objects is classified incorrectly in the main view (as a Sandwich), 

but after checking the confidence, detecting objects in the secondary view, matching the 

uncertain detection with its corresponding one in the secondary view, and finally by fusing 

the classification decisions, the final result in the top left sub-image is correct (i.e., detected 

as an Orange). Figure 3-9 shows the confusion matrix of the single camera setup, whereas 

Figure 3-10 and Figure 3-11 illustrate the confusion matrices resulted from utilizing the 

proposed system in cases of stationary and moving cameras, respectively. Table 3-2 

illustrates the computed metrics for this test benchmark, showing the advantage of the 

proposed method in dealing with partial occlusions from the viewpoint of the main camera. 

It is observed that the proposed method alleviates the adverse effect of partial occlusions. 

Compared to the single-camera configuration, precision, recall, F1 score, and accuracy are 

respectively 18.3%, 15.5%, 16.9%, and 17.1% more with the active vision system. From 

Table 3-2, it is evident that with an active secondary camera movement scheme, there 

would be at least a 2.2% improvement in metrics in contrast to the same method with 

stationary cameras. 
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Figure 3-8. A sample visual output of the proposed active vision system in the presence of partial 

occlusion. (Top right) Outside view, (Top left) The actively detected objects, (Bottom left) Main 

view, (Bottom right) Secondary view. Note: The red bounding box in the main view denotes 

unreliable classification. 
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Figure 3-9. Confusion matrix of the detections in the main view only in the presence of occlusion. 

 

 

Figure 3-10. Confusion matrix of the detections made by the active vision system without camera 

movements in the presence of occlusion. 
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Figure 3-11. Confusion matrix of the detections made by the active vision system with camera 

movements in the presence of occlusion. 

 

Table 3-2. Performance measures of the proposed vision system in benchmarks with partial 

occlusions. 

Performance Measure 
Single 

Camera 

Actively Fused 

(without camera 

movement) 

Actively Fused 

(with camera 

movement) 

Macro-Averaging 

Precision 
0.745 0.903 0.928 

Macro-Averaging 

Recall 
0.700 0.833 0.855 

Accuracy 0.684 0.833 0.855 

F1 Score 0.721 0.866 0.890 
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3.3. Tests with Bayesian Fusion 

In order to evaluate the efficacy of the proposed transferable belief model decision fusion, 

we implemented our method with the fusion module replaced with Naïve Bayes fusion [4] 

instead. Table 3-3 shows the results obtained for the same tests we conducted for Table 3-

1 and Table 3-2. By comparing them to those illustrated in the two earlier tables, we 

observe that without any fusion taken place (single camera only) the vision system with 

the classifier trained for the Bayesian fusion works better. The reason is probability the 

added unknown category in the classifier for TBM, which reduces the probability of other 

object categories before any fusion is taken place. In spite of a weaker single camera 

performance, the proposed TBM fusion, however, is superior in the final results obtained 

after the decision fusion are applied. 

 

Table 3-3. Performance measures of the proposed vision system by using Naïve Bayes decision 

fusion. 

Performance 

Measure 

Single Camera 
Active Perception 

(no camera motion) 

Active Perception 

(with camera motion) 

Non-

occluded 

Partially 

occluded 

Non-

occluded 

Partially 

occluded 

Non-

occluded 

Partially 

occluded 

Macro-Averaging 

Precision 
0.884 0.765 0.922 0.878 0.967 0.907 

Macro-Averaging 

Recall 
0.877 0.722 0.911 0.811 0.955 0.833 

Accuracy 0.868 0.706 0.911 0.811 0.955 0.833 

F1 Score 0.880 0.742 0.916 0.843 0.960 0.868 
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3.4.Discussion 

By analyzing the results of Tables 3-1 and 3-2, we observe that the differences between the 

active vision and the conventional single-camera detection systems increase with the 

introduction of occlusion in the scene between the objects and the main camera on the 

robot’s head. This happens because the proposed system is mostly resilient to the 

performance drop caused by the availability of less informative features in the case of 

occluded objects. In the tests, the results of using the system with disabled arm motion (in 

other words, no secondary camera motion) are also reported. They are comparatively 

robust too, although not as strong as the system with a moving secondary camera, but close 

to that. Notwithstanding, it should be noted that since the object placement in our table-top 

benchmarks were known (i.e., on the table) we set the secondary camera’s pose toward the 

table to have at least another view of any uncertain detection. 

As stated before, the proposed method is capable of correcting the uncertain detections. 

However, by looking at the confusion matrices presented in the results section, it is clear 

that the proposed method, in its current implementation, does not attempt to address an 

absent detection (false negative) in the main view. That is why the number of false 

negatives in the “Background” column in the single-camera cases are identical to those of 

the proposed system. The functionality to overcome these types of false negatives could 

potentially be gained by lowering the detection threshold to decrease the number of false 

negatives. However, this can lead to an increase in the false positives. Nevertheless, the 

effects of adopting such a strategy should be analyzed later. 
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Chapter 4 

4. The Proposed Next Best View System 

The aim of the proposed NBV system is to find a candidate viewpoint in a single try after 

the initial capture. For this reason, the only assumption is the availability of the color and 

depth information of the object being seen in the initial camera view. For rigorous testing 

purposes, the NBV poses are also limited to a number of pre-specified positions and 

orientations that are usually reachable for eye-in-hand or UAV platforms. There are eight 

groups of poses around the object, on the plane that passes through the object and is parallel 

to the image plane of the camera at the initial viewpoint. Each group is the set of poses that 

are generally viewing the same part of the object. For example, a NBV can be one of the 

poses that are looking at the top left of an object, which means a camera on the 

aforementioned plane and in the top left of the object is looking at it. It should be noted 

that the number of poses around an object can be extended if needed, depending on the 

application. 

The viewpoints are chosen to be at the same depth as the object in the camera coordinate 

of the initial view, because while they are reasonably accessible for many eye-in-hand 

configurations, they can provide substantially new information from a view direction 

perpendicular to the initial one. Any pose from a depth less than the object’s depth will 

probably have an overlapping view with the frontal initial view (they will see common 

parts of the object). In contrast, any pose with a depth farther than the object will see behind 

the object, which can be desirable, but it has two disadvantages. First, it is hard to reach by 

a robotic system. Assuming an object is in front of a robot, many robotic arms do not have 
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degree of freedom required to move an arm-mounted camera to a pose facing back of the 

object and, thereby, facing the robot itself too, at a large distance from the robot. For an 

UAV, or any other freely moving unit with a camera, it is also difficult to plan for a pose 

behind the object in a single shot as there is no information accessible of the object’s 

thickness (depth in the initial camera coordinate). A second reason is that for a single NBV 

based on the current frontal view of an object, it is difficult to derive any pose that is located 

behind the object, because the initial view has no indication of what is behind the object. 

Therefore, as we do not know if the self-occluded area behind the object is really valuable 

for active object recognition, it will not be considered as a candidate for a NBV. 

 

4.1. Tiling the Initial View 

In the proposed method, the object bounding box, coming from any object detection 

system, is divided into different regions. The tiled regions are disjoint, and they cover the 

entire area of the bounding box. Figure 4-1 demonstrates the tiling of regions in the 

proposed method. In the current implementation, each bounding box is divided into nine 

regions. The peripheral tiles represent one of the pose groups of a camera in the 

corresponding areas around the object. For instance, the top left region represents a new 

point of view when the camera is viewing the object from the object’s top left with the 

same depth to the camera as the object itself in the camera coordinate of the initial view. 

The distance of the camera in the new pose to the object can be set arbitrarily close to the 

object considering the pose feasibility for the camera setup and the image resolution of the 

camera. Figure 4-2 illustrates this example situation. 
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The rationale behind this tiling scheme is that by analyzing each region of the current view, 

there can be clues to find a more informative NBV corresponding to the side of the object 

it is representing and hence suggesting where to move the camera next. Compared to 

methods that simply attempt to look at unobserved voxels [20-25], the proposed approach 

tries to further qualify that decision by choosing perpendicular views, with an informed 

move on the basis of what is currently being seen. In addition, the proposed method 

contrasts with approaches that hypothesize the object shape [18, 22] due to the fact that we 

do not require such a step in our work. The proposed approach only utilizes limited cues 

directly available in the initial view, instead of requiring the inference of explicit 

information about the entire shape, appearance, and relative pose of the object. 

 

 

Figure 4-1. Tiling routine in the proposed next best view system. 

 



 

 

54 

 

Figure 4-2. An example next viewpoint selection situation, where the top left tile is selected and 

consequently the secondary viewpoint is looking at the object from its top left. 

 

4.2. Tile Voting System 

The proposed method implements a poll among four different criteria to select the 

peripheral tile with the highest votes. The four criteria cast a single vote, only for the tile 

they score the most. The ensemble method is a simple voting procedure with equally 

weighted votes for the four criteria in the ensemble. Two of the criteria are based on 

statistical metrics that analyze the texture of a tile. Another one evaluates the angle between 

the object surface normal and the normal to the image plane in the initial view to estimate 

how visible the surface was in the initial view. The last criterion takes into consideration 

the classification dissimilarity of a tile relative to the classification of the whole object. In 

the following three subsections, we explain the four voting metrics in more detail. 
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4.3. Statistical Texture Measures 

One of the circumstances where active vision is particularly useful is when the object being 

seen is not clearly recognizable. It can be due to occlusion, lighting conditions, object 

shape, etc. One approach to tackle these situations can be to change the view toward poses 

that bring a better perspective. Analyzing the object from a side that is likely to be well-lit 

and provide better quality images is therefore desirable. To this end, the second and third 

moment texture analysis approaches are used. The measures are chosen to be extracted 

from the intensity histograms of each image patch to accommodate faster processing 

speeds. 

 

4.3.1. Second Moment (Variance) of Histogram 

The second moment or variance of intensity histogram is a measure of contrast of an image 

[40]. A uniform surface is not the best area in an image to find features for object 

recognition. The higher the contrast, the more feature-rich an image can be in many cases. 

The variance of an intensity histogram is defined in Equation (4-1) [40]. 

𝜎2(𝑧) = 𝜇2(𝑧) = ∑ (𝑧𝑖 − 𝑚)2 𝑝(𝑧𝑖)
𝐿−1
𝑖=0                                       (4-1) 

In the equation, 𝜎2(𝑧) is the variance of intensity levels (z) and is equal to the second 

moment, 𝜇2(𝑧). Additionally, L is the number of bins in the histogram, i is the index of the 

current histogram bin, 𝑝(𝑧𝑖) is the probability of occurrence of a bin, and m is the mean of 

intensities, calculated as follows: 

𝑚 = ∑ 𝑧𝑖  𝑝(𝑧𝑖)
𝐿−1
𝑖=0                                                          (4-2) 
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In order to scale the metric to the range of [0, 1), the contrast score 𝑉(𝑧) is calculated via 

Equation (4-3). 

𝑉(𝑧) = 1 −
1

1+𝜎2(𝑧)
                                                         (4-3) 

With a larger 𝑉(𝑧) value, thus higher contrast and possibly more features, a tile can be a 

cue to a sideways surface with plenty of features for a good next viewpoint. Hence, the 

scaled second moment, 𝑉(𝑧), is preferred to be high. 

 

4.3.2. Third Moment of Histogram 

The third moment of histogram is a measure of its skewness [40], thus it indicates if an 

image histogram is inclined towards dark or bright levels. It is calculated similar to the 

second moment in the earlier subsection: 

𝜇3(𝑧) = ∑ (𝑧𝑖 − 𝑚)3 𝑝(𝑧𝑖)
𝐿−1
𝑖=0                                                  (4-4) 

If 𝜇3(𝑧) is negative the histogram is skewed toward darker intensities, and if it is positive 

the histogram is inclined toward brighter ones. Hence, a third moment that is close to zero 

signifies a balanced histogram, which in turn means the image is neither dark nor bright. 

This intuition in many cases translates to good lighting when the raw unprocessed image 

is being considered. 

Consequently, if the third moment of a tile is close to zero, the respective side probably 

would provide a well-lit perspective of the object. To convert the third moment to a score 

usable for the proposed NBV, the following formula is used. 

𝐿(𝑧) =
1

1+|𝜇3(𝑧)|
                                                             (4-5) 
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The equation in Equation (5) transforms large negative (very dark) and positive (very 

bright) values of the third moment to small scores and balanced lightings to larger scores. 

Therefore, higher 𝐿(𝑧) values are preferable. 

 

4.4. Surface Parallelism Score 

Because the image plane of a camera is flat, any object surface, parallel to the image plane 

on average, is approximately a flat plane facing the camera. Considering that we examine 

all criteria on the periphery tiles of an object’s bounding box, an object surface parallel to 

the camera probably means that the peripheral tile should be easily visible to the sensor. 

However, in that case, supposing the object has a 3D volume (it is not a very thin plane), 

there should be other faces of the object that are not being seen by the camera completely, 

since the peripheral surface is parallel to the camera and has no angle or perspective to the 

camera’s image plane. Based on this idea, the surface parallelism score takes into account 

how much the object surface being seen in a tile is parallel to a 3D camera observing the 

object. Assuming depth map of a tile is segmented, and the object surface constitute the 

foreground pixels, the parallelism score is defined in the following: 

𝑃 =

∑ 𝑁 ((
𝑑𝑧
𝑑𝑥𝑝

,
𝑑𝑧
𝑑𝑦𝑝

, 1)
⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  ⃗

) . 𝑧 𝑝∈𝐹

|𝐹|
 

(4-6) 

where P is the parallelism score, p is a pixel in the current image patch being processed 

(current tile), F is the set of foreground pixels, |F| means the number of foreground pixels 

in the tile, 𝑁() is a vector normalization function, and 𝑧  is the z (depth) axis in the camera 

coordinate of the initial view. The derivates of depth (z) with respect to x and y axes for a 
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certain pixel (𝑥𝑝, 𝑦𝑝) in the pixel coordinate of the initial view are calculated in the 

following way: 

𝑑𝑧

𝑑𝑥
|
𝑥 = 𝑥𝑝

= 𝑧(𝑥𝑝 + 1, 𝑦𝑝) − 𝑧(𝑥𝑝 − 1, 𝑦𝑝)                                      (4-7) 

𝑑𝑧

𝑑𝑦
|
𝑦 = 𝑦𝑝

= 𝑧(𝑥𝑝, 𝑦𝑝 + 1) − 𝑧(𝑥𝑝, 𝑦𝑝 − 1)                                      (4-8) 

In Equation (4-7) and (4-8), the 𝑧(. , . ) is the depth at a pixel location in the depth map. To 

compute the score, the camera capturing the initial view should provide 3D depth data to 

make it possible to obtain a depth map. In many ordinary 3D cameras, there are multiple 

small spots of unknown values spread over the depth map, for which the camera is not able 

to compute the depth. In order to handle those areas, any unknown values are replaced with 

the maximum depth in the depth map being considered. Since we are assuming that the 

background in an object’s image corresponds to points with depth larger than the depth of 

the object, this substitution implies that any unknown value spots in the depth map are 

converted to background pixels that have no effect in the computations of the surface 

parallelism score. 

In addition, the actual objects do not completely fill their bounding boxes – they usually 

contain areas showing other unintended entities, i.e. background. To exclude the 

background from computations, an input depth map firstly passes through an Otsu’s 

segmentation [41] step. The foreground areas (F) are then assumed to be representing the 

object and are used in Equation (4-6). 

In the next step, the normalized surface normal is calculated for every foreground pixel in 

the depth map, as shown by the term 𝑁 ((
𝑑𝑧

𝑑𝑥𝑝
,

𝑑𝑧

𝑑𝑦𝑝
, 1)

⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗ ⃗⃗  
) in Equation (6). The inner product 
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of the surface normal with the z axis of the camera coordinate measures how parallel the 

two are. Since the z axis is effectively the surface normal to the image plane of the camera 

in the initial view, the inner product also measures how parallel the camera image plane 

and the object surface are, in effect measuring the foreshortening of the object. Lastly, the 

results of the inner products are averaged over all the foreground pixels. The averaging 

operation gives an overall insight of how the surface is parallel to the camera on average. 

The proposed parallelism score favors a tile when its score is higher. 

 

4.5. Tile Classification Dissimilarity 

If after the classification of a tile’s image, the output class probability vector is in 

disagreement to the class probability vector of the whole initial view of the object, it is 

probably one interesting region to view next. Such differing classification results 

potentially reveal where in the object image (i.e. which tile) is contributing more to the 

ambiguity of the initial recognition. Therefore, to resolve the uncertainty in classification, 

it is a promising approach to choose that direction in order to achieve a new view. 

Moreover, if a tile of the initial view is confirming the initial classification output, the 

prospect of finding some new information is less compared to an opposing classification. 

Accordingly, measurement of dissimilarity of class probabilities in a tile to the whole 

object image provides another opportunity to find the NBV. 

The score computed by this measure is the sum of absolute differences (SAD) of class 

probabilities of the object image and each tile, as shown in Equation (4-9), 

𝑆𝑗 = ∑ |𝑝
𝑡𝑗

𝑐𝑗(𝑖) − 𝑝𝑜
𝑐(𝑖)|𝑖∈𝐺                                                     (4-9) 
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where 𝑆𝑗 is the score of the dissimilarity measure between the tile j and the complete object 

image, G is the set of object classes, i is an object class, and 𝑝
𝑡𝑗

𝑐𝑗(𝑖) and 𝑝𝑜
𝑐(𝑖) are 

probabilities of class i after classifying the tile j and the whole object image by the 

classifiers trained for tile j (𝑐𝑗) and the whole object (𝑐), respectively. The classifier c is a 

conventional one, trained with the color images of objects. In contrast, the classifier 𝑐𝑗 is 

trained by the patches cropped from the original training data in the areas specified for tile 

j. The existence of separate classifiers for every tile makes the tile classification more 

accurate compared to the case of only using a single classifier for all the tiles. It is also 

noteworthy that tile-specific classifiers do not impose new data requirements for the 

training phase - they just use portions of the same traditional dataset. 
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Chapter 5 

5. Evaluation of the Proposed Next Best View System 

The proposed next best view method was tested on a dataset we gathered, specifically for 

benchmarking of active object recognition techniques. In the tests, the initial views of 

objects were intentionally distorted in order to bring about the conditions where an active 

object recognition system would be triggered. The tests were performed with different 

classifiers and fusion methods as a part of the complete vision system. 

 

5.1. The Active Object Recognition Dataset 

We gathered 240 test situations, generally for evaluating active recognition systems. There 

are 10 objects in the dataset, each one being shown in 24 situations. Figure 5-1 shows the 

10 objects in the dataset. The objects in each of their 24 test situations were placed in 

various poses (4 random faces of the object), lighting conditions (2 modes: darker and 

brighter), and background textures (3 modes: dark tabletop, light carpet, and colorful rug). 

The dataset is especially useful for testing next best view systems. In each situation, there 

are seven images and their corresponding depth maps: one for a frontal initial view, another 

for an initial view with a slightly higher altitude initial view, and five others for the 

images/depth maps taken from the sides of objects as follows: from left, top left, top, top 

right, and right. Figure 5-2 demonstrates a sample situation for one of the objects in the 

dataset. Because the objects were placed on the ground or an opaque hard surface during 

the photoshoot it was not possible to take images from the lower views. It is, nevertheless, 
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not a significant limitation as in many real-world conditions, objects are placed on opaque 

surfaces. Furthermore, the existence of five choices for each of the two frontal views offers 

enough range of options in the test. The dataset is published separately. 

 

 

Figure 5-1. The 10 objects in the dataset. 
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Figure 5-2. A sample situation in the dataset. 

 

5.2. Initial View Deterioration 

The initial views in the test dataset are clear and unobstructed. However, active object 

recognition systems are usually employed whenever the classifiers experience degraded 

performance due to occlusion or unfavorable perspective of objects. The initial views are, 

therefore, distorted to simulate the conditions to trigger AOR. In the following, these 

alterations are described: 

1- A corner of the image is superimposed by a patch of another randomly selected 

object image. The depth information of the superimposed object part is also 

replaced in the respective location of the depth map. In the tests, we chose corner 

patches of size 60% of the length and width, totaling 36% of the area of the 

original image. 

2- A half of the image is whited or blacked out. A top and a bottom whiteout plus a 

left and a right blackout generate four new alterations of the original image. 
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3- Gaussian blurring in two levels: one with a 5 × 5 kernel and the other with a 

9 × 9 kernel. 

4- Added noise with standard deviations of 20 and 30 in the 8-bit color images. 

5- Image darkening and brightening by 150 levels. 

The tests were performed on both the altered images and their corresponding depth maps 

as well as the original ones. This amounts for 15 test scenarios for any test situation in the 

dataset, which are shown in Figure 5-3 for an object in a sample situation. 

 

 

Figure 5-3. Initial view distortions. a) Original image, b) Top whiteout, c) Bottom whiteout, d) Left 

blackout, e) Right blackout, f) Lighter noise, g) Heavier noise, h) Top left superimpose, i) Top right 

superimpose, j) Bottom left superimpose, k) Bottom right superimpose, l) Lighter blur, m) Heavier 

blur, n) Bright, o) Dark. 
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5.3. Test Setup 

Since there are two initial images in each test situation in the dataset, two trials can be 

performed for a single situation. As mentioned in the former section, for each initial image 

15 test scenarios are possible. Hence, 30 trials are conducted for any test situation. With 

the availability of 240 test situations, 7200 situations were evaluated for any vision system 

in the tests. 

To make sure that the proposed NBV is independent of the classifier and the fusion 

algorithms in the AOR system, five different classifiers and three fusion techniques were 

examined to take their average results. Averaging, Naïve Bayes [1], and Dempster-Shafer 

(DS) [2] fusion algorithms are used in the tests. The classifiers are: 

• CNN 1: A convolutional neural network (CNN). By naming the convolution, 

dropout, fully connected, and pooling layers as C, D, F, and P respectively, the 

network structure is written as (𝐶 → 𝐷 → 𝐶 → 𝑃 → 𝐷 → 𝐶 → 𝐷 → 𝐶 → 𝑃 →

𝐷 → 𝐹 → 𝐷 → 𝐹 → 𝐹). All the activation functions, except the last layer, are 

Rectified Linear Unit (ReLU). The activation function of the last layer is Softmax. 

The pooling layers take the maximum of the inputs (max pooling). The dropout 

rate is set to 0.1. All the layers, with the exception of the last one, have an ensuing 

L2 activity regularization function. The learning rate is 0.01 in the beginning of 

training and is reduced over the epochs. The number of epochs is 200, while batch 

size is 50. The loss function is categorical cross-entropy, which is optimized by 

the Adam optimizer [42]. 



 

 

66 

• CNN 2: A similar neural network to CNN 1, but with average pooling in place of 

max pooling and hyperbolic tangent instead of ReLU activation functions. 

• CNN 3: This network is also close to CNN 1. The only difference is that the 

network does not have the last convolutional layer and its following dropout and 

pooling layers. 

• A one-versus-rest non-linear Support Vector Machine (SVM) classifier with the 

feature vector comprised of Hu moments of the three RGB (red-green-blue) 

planes, besides the reduced Histogram of Oriented Gradients (HOG) of the gray 

level image of the input. The SVM kernel was selected to the Radial Basis 

Function (RBF), while the feature reduction for the HOG component of the 

feature vector is Principal Component Analysis (PCA) with a reduced feature 

number of 60. The regularization parameter and the kernel coefficient are 

determined through a five-fold cross-validation grid search. 

• A random forest with 150 decision trees and a split criterion of the Gini impurity 

that uses a bag of 150 visual words of Speeded Up Robust Features (SURF) 

keypoint descriptors. The bag of words uses L2 distance and k-means algorithm 

in its clustering procedure. A five-fold cross-validation grid search is also utilized 

to decide the max depth of a tree, minimum samples for a split to happen, and 

minimum samples in a leaf node.  

Considering the possible combinations of the classification and fusion approaches, 15 

benchmarks were evaluated, each with 7200 situations tested. In the tests, the confidence 

threshold of the AOR system was set to 20, except for those tests needing a sweep of the 

threshold value. That is, the initiation of the active new viewpoint is triggered if the 
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maximum probability in the initial classification probability vector is less than 20 times of 

the second highest probability. 

 

5.4. Test Results 

The proposed NBV is evaluated by comparing its suggested selections with the other 

viewing poses in each test case. The voting system is also compared to a few measures to 

probe the efficacy of the ensemble method. Further, the energy-efficiency of the proposed 

method and changes to the Receiver Operating Characteristic (ROC) curves are evaluated 

in the following.  

The dedicated classification dissimilarity is the one used in the ensemble, which 

incorporates dedicated classifiers for any specific tile, although we reported the same 

measure with using a single classifier for all the classifications. There are also other 

methods reported for comparison purposes. They are histogram uniformity and entropy 

[40] as defined below. 

𝑈(𝑧) = ∑ 𝑝2(𝑧𝑖)
𝐿−1
𝑖=0                                                          (5-1) 

𝑒(𝑧) = −∑ 𝑝(𝑧𝑖) log2 𝑝(𝑧𝑖)
𝐿−1
𝑖=0                                                (5-2) 

In the last two equations, 𝑧 is a random variable denoting intensity and 𝑝(𝑧𝑖) is the 

corresponding histogram with 𝐿 bins. 

 

5.4.1. Tile-Ranked Improvements 

In every test situation, the five prospective next viewpoints are examined for the scores 

they get from every criterion. In Figure 5-4, the tiles are sorted on the horizontal axis in an 
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ascending order of the scores of each designated criterion. The height of the bars for any 

tile shows the mean rank of the tile in attaining better probability for the ground truth 

classes after the decision fusion stage, averaged over all the results from different 

classifiers and fusion methods in the tests. The lower the rank and the closer it is to 1, the 

better it is. Therefore, lower height of the bars in the right sides of the plots in Figure 5-4 

is desirable. For example, for the proposed method, the mean rank of the third highest 

scoring tiles (represented by the middle bar) is 3.188 and the average rank of the highest 

scoring tiles (the rightmost bar) is 2.599, which is comparatively lower and better. 

From the results, it is obvious that the proposed NBV method achieves better ranks for the 

tiles it scores higher. It means that it is able to find the viewpoints that improve the 

probability of the true class in the AOR system’s output. In addition, Figure 5-4 

demonstrates the performance of the individual metrics, some of which are part of the 

ensemble. It can be observed that all the individual proposed metrics in the ensemble 

generally find the better tiles with their scorings, though not as well as the combination of 

them. The member criteria of the ensemble tend to bring the height of their very right bar 

down. This decline is sharper for the ensemble itself. 
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Figure 5-4. Mean average ranked improvement of tiles in ascending order of scores. 

 

5.4.2. Performance per NBV Measure 

The accuracy, precision, recall, and F1 score of the proposed system is compared to its 

constituting measures and the other three measures in Figure 5-5. It is evident that the 

proposed method is capable of suggesting next views to enhance the performance of the 
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object recognition system. Figure 5-6 illustrates the improvements of the aforementioned 

four performance metrics in the tests. In addition, the ratios of the improvements to the 

initial performance metrics are shown for different measures in Figure 5-7. We see that the 

proposed system is able to achieve high improvements and is better than other criteria in 

the figure, including the random selection of next viewpoint. 

 

 

Figure 5-5. Performance metrics per measure. 
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Figure 5-6. Performance metrics improvement per measure. 
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Figure 5-7. Improvement ratio to the initial performance metrics per measure. 

 

5.4.3. Performance per Tile 

Figure 5-8 shows the accuracy, precision, recall, and F1 score improvement of the AOR 

system by using any of the five possible tiles in the tests. The tiles are sorted in the 

horizontal axis based on the scores they receive from each measure. It is desired that the 
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NBV system performs better in the tiles it puts more emphasis on, i.e. the ones with higher 

scores in the right side of each plot. Here, we want to see higher bars on the right side of 

each plot. The results prove that the proposed NBV is successful in obtaining higher 

performance indices in its best choices. Additionally, the individual measures participating 

in the ensemble show a trend of increasing accuracy, precision, recall, and F1 score with 

the higher scores they generate. They are in contrast to the random selection or other 

monitored measures, such as uniformity and entropy. 
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Figure 5-8. Performance metrics improvement of tiles in ascending order of scores. 

 

5.4.4. ROC Curve 

The ROC curves obtained through micro-averaging for all the samples in the 15 

benchmarks are shown in Figure 5-9. The blue curves in the figure, show the results for the 

initial view recognitions only, while the green curves indicate the effect of fusing with the 
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results of a randomly selected view. The red curves, on the other hand, show the results of 

utilizing the proposed method. Comparing the three sets of the curves, verifies the 

effectiveness of the AOR system in ameliorating the ROC curve and the NBV method in 

further improving it. 
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Figure 5-9. ROC curves of different test benchmarks. 
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5.4.5. Performance Over Confidence Threshold 

One of the influencing parameters of the AOR system in general is the confidence 

threshold. It defines the tendency of the active vision system to retrieve new viewpoints. 

Figure 5-10 illustrates the performance metrics over different confidence thresholds. 

Likewise, performance metrics improvements are swept in various confidence thresholds 

in Figure 5-11. From the two figures, it is observed that the performance does not improve 

by increasing over an already high confidence threshold. This can be explained that due to 

the high confidence threshold, even good recognitions require a decision fusion after an 

active vision procedure, which probably does not contribute to improved classifications as 

they were performing well from the beginning. In contrast, in the lower confidence 

thresholds, we observe larger enhancements in the performance. This illustrates the fact 

that for the smaller group of classifications with high uncertainty, active object recognition 

and next best view are essential improvement steps. 
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Figure 5-10. Performance metrics over different confidence thresholds. 
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Figure 5-11. Performance metrics improvement over different confidence thresholds. 

 

5.4.6.  Discussion 

The experimental results clearly show the applicability of the proposed NBV in improving 

accuracy, recall, precision, and thus F1 score of the active object recognition systems. The 

AOR themselves are effective in empowering the object recognition systems. For example, 
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the SVM classifier with the Averaging fusion experienced improvements of 28.3% and 

22.4% in accuracy and F1 score with the help of the proposed NBV, while the random 

forest accompanied by the Dempster-Shafer fusion secured increases of 21.8% and 20.8% 

in accuracy and F1 score respectively, again by utilizing the viewpoints suggested by the 

proposed system. These can be compared to the case of randomly selecting the next 

viewpoint where the former classifier gets accuracy and F1 score improvements of 23.5% 

and 18.8%, whereas the latter gained 18.5% and 17.3% increase in the same metrics, 

respectively. As another example, CNN 1 with the Naïve Bayes fusion obtained 24.4% and 

19.5% rise in accuracy and F1 score through the described NBV method. It is in contrast to 

random selection of a viewpoint for the same classifier, where accuracy and F1 score 

enhancements were 16.3% and 13.9%. 

It should be noted that although the classification dissimilarity technique uses dedicated 

classifiers for each tile, it is also possible to employ only one classifier to perform all the 

classification tasks, thus making the training stage simpler. Examining Figure 5-4 and 

Figure 5-8 reveals that it is possible to alternatively use a single-classifier classification 

dissimilarity, but at the expense of a slightly reduced performance. In addition, we tested 

the proposed classification dissimilarity against a closely related idea based on information 

gain in a tile. It is defined in the following: 

𝑠𝑐𝑜𝑟𝑒𝑡(𝑖) = 𝑒(𝑣𝑖) − 𝑒(𝑣𝑡)                                              (5-3) 

where i is an initial view, t is a tile in the initial view, v is a probability vector after 

classifying an initial view or a tile in the initial view, and e(.) is the entropy operator of an 

array. A comparison of score-based tile order between the two classification-based 

methods is presented in Figure 5-12 for 3 of the benchmarks in the tests. The figure 
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compares the tile ordering of the classification dissimilarity in Figure 5-4 with the one 

represented by Equation (5-3). From the figure, it can be inferred that the proposed one 

works better compared to the one based on the information gain in an area of an initial 

view. However, it is evident from the results (Figure 5-4 and Figure 5-8) that the 

classification dissimilarity has lesser impact in the ensemble in deciding the better views. 

Even though the proposed NBV technique is fairly simple and lightweight, if in any case a 

faster NBV system is needed it is recommended to drop the classification dissimilarity 

from the ensemble as it is less influential in determining the more successful views than 

other member methods and is probably the heaviest one computationally. 

Interestingly, the tile ranking using the parallelism score shows that sometimes the tiles 

with the penultimate score reach better ranks than the highest scoring ones. Those cases 

probably happen when the higher scoring tile possesses a very steep object surface with 

respect to the image plane of the camera in the initial view. Too steep of a surface may 

inhibit the proper view of the respective object side from the standpoint of the initial view, 

compared to less steep ones. 

 



 

 

82 

 

Figure 5-12. Comparison of the classification dissimilarity measure with a related information 

gain-based technique. 
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Chapter 6 

6. Conclusion 

In this dissertation, an active object detection system for robotic environments was 

presented. It is implemented on a PR2 robot, by which it has access to an RGB camera 

mounted on the robot’s hand and an RGB-D (RGB-depth) camera on the robot’s head. The 

contributions of the presented work are the design of a dynamic camera management 

approach in a robotic platform with the ability to assess the confidence of detection, a quick 

object-matching algorithm based on the frame transformation of cameras and computing 

distances of pixels, and a novel decision fusion technique on the basis of the Dempster–

Shafer evidence theory. 

Test results in our real-world experiments exhibit the robustness of the presented method 

with an average accuracy of 97.7% and F1 score of 98.2%, accompanied with significant 

enhancements over the static camera case. 

A future direction of work can be extending the application of the presented active vision 

method to event and intent recognition. Another possible research focus to improve upon 

this work is adding the ability to handle complete occlusions in the initial viewpoint seen 

by the main camera. 

Furthermore, in this work we have presented a next best view approach for active object 

recognition systems. The proposed view selection divides an initial image of an object into 

a number of areas in order to analyze each one for clues in determining better next views. 

Analysis of each area is performed through an ensemble of four different techniques: 

histogram variance, histogram third moment, surface parallelism (opposite of 
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foreshortening), and classification dissimilarity. The proposed technique does not require 

a prior training set of specific views of objects or their 3D models. It is capable of 

suggesting the next viewpoint merely based on the information of a single initial view. This 

property along with the fact that the proposed method considers both the 3D shape and 

appearance of objects provides an inherent advantage for active object recognition tasks. 

A dataset for testing active object recognition systems was developed in this work and was 

used to evaluate the proposed next best view technique. The results verified its efficacy in 

improving accuracy, recall, precision, and F1 score over entropy, uniformity, information 

gain of classification, and the case of randomly choosing the next viewpoint. In the 

presence of heavy occlusions in the initial view, we report accuracy and F1 score 

improvements of up to 28.3% and 22.4%, with average values of 23.2% and 19.4%, 

compared to a non-active vision system and up to 8.8% and 6.3%, with an average of 5.7% 

and 4.3%, compared to randomly selecting active vision. The average accuracy and F1 

score improvements constitute 32.9% and 29.1% of their initial performance values, 

respectively. This improvement ratio proves the effectiveness of the proposed next best 

view method in improving recognition performance over unsatisfactory initial viewpoints. 

In continuation to this work on next best view, future efforts should be directed toward 

adding more selectable viewpoints around an object and possibly devising alternative tiling 

schemes of the initial view. Another area of work can be experimenting with other 

ensemble methods to replace the voting for the winner tiles. A meta-learning approach 

would be a potentially interesting way to combine the tile scores. 
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