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Abstract
by Casey Brenner

This thesis focuses on the naval domain and presents a real-time approach for re-

sponding to threats posed by groups of enemy agents. In addition, extensions are

made to an existing naval simulator to enable the development of complex naval sce-

narios. Naval threats are considered dynamic as they can change over the course

of a scenario. Such threats impose some level of vulnerability on friendly vessels.

Determining the optimal response to such threats is a computationally demanding

problem, and many solutions are not viable in real-time. To address this problem,

a greedy optimization strategy was developed that allocates mobile resources into a

defense maneuver that minimizes a set of vulnerability attributes of high-value as-

sets. Speci�cally, enemies that enter certain zones around a high-value asset increase

the vulnerability of said asset, and therefore an optimal response minimizes enemy

time within those zones. 7 di�erent scenarios were designed, and the real-time greedy

defense strategy was tested on each scenario in the simulator. The strategy proved

successful in repelling enemies away from a high value asset across the set of varying

scenarios. Moreover, the behaviors of the defenders during the response are realistic

and could be applied in a real-world naval event.
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Chapter 1

Introduction

It is well-known that the U.S. navy plays a critical role in balancing the social, politi-

cal, and economic climate of sea-faring activities. The U.S. Navy promotes sovereign

autonomy through deterrence, helps maintain fair and equitable access to shipping

markets, and provides a decisive edge in the event of war. The importance that is

placed upon the U.S. navy is no doubt represented by its exponentially growing bud-

get through the years (Figure 1.1) [1]. Moreover, recent tensions are demonstrating

that the U.S. navy's physical presence is increasing, seen in the growing 
eet sizes in

engagement-critical waters (Figure 1.2) [2]. This year the Chief of U.S. Naval Opera-

tions, Lisa Franchetti, described a growing awareness of the asymmetric capabilities

provided by advancing war-time technologies and the U.S. requirement to lead such

innovation [3]. Most importantly, she noted the absolute demand for the research and

development of robotic and autonomous systems.
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Figure 1.1: U.S. Navy budget growth rate [1]

Figure 1.2: U.S. Navy 
eet presence [2]
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Research is generally supported by sizable and reliable data pools. Unfortunately,

research in the naval domain is encumbered by its inherent data scarcity. Data scarcity

is prevalent for a wide variety of reasons: data scarcity arises in domains of high-risk

data collection [4], in domains where data collection is prohibitive in time, cost, and

logistics [5], and in domains where the data collection methods may be subject to

error [6]. Within the naval domain, the challenge imposed by data scarcity may be

further magni�ed due to the con�dential nature of the data. Fortunately, computer

simulation is a promising avenue for producing supplemental data in domains that

are subject to data scarcity [7]. Naval research stands to bene�t greatly from naval

simulators, as they enable risk-free data collection and inherently contribute to the

study of autonomous systems [7{11].

In addition to providing supplemental data, a well-developed simulator also lends

itself to education and real-world imitation. For example, Tzafestas et al. found

that the learning outcomes of students learning robotic manipulation in a real-world

lab versus a virtual lab were statistically equivalent [12]. More related to the naval

domain, Hjelmervik et al. studied the e�ectiveness of training nautical students to

perform docking operations in varying ocean currents [11]. In this study, student's

learning outcomes were improved by the simulator's �ne-grained control over scenario

complexity; students performed better when the scenario di�culty was increased

gradually.

Building on the research advantages of naval simulation, this thesis primarily focuses
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on a real-time greedy strategy for allocating mobile resource in the defense of high-

value assets during naval operations. Secondarily, extensions are made to an existing

simulator that facilitates the generation of complex naval scenarios. The remaining

chapters of this thesis are as follows: Chapter 2 reviews related works, Chapter 3

discusses the methodology and implementation of the scenario generation module,

Chapter 4 presents the real-time greedy defense strategy framework, and Chapter 5

concludes with a summarization of the research and our future directions.
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Chapter 2

Related Work

Since the appointment of the Hoover Commission in 1947, the U.S. Navy has openly

suggested that there is a positive correlation between resource allocation and per-

formance [13]. Accordingly, there have been a signi�cant number of studies on the

optimized allocation of many di�erent types of naval resources: Miller et al. present a

study on allocating naval students across four nuclear power training units (NPTUs)

[14]. They developed a mixed-integer linear programming (MILP) problem, which

minimized student deployment time to an NPTU by identifying an optimal NPTU

schedule, which in turn increased NPTU personel and equipment availability. In a

more combat-oriented study, Severson presented a framework for optimizing a mul-

tifunction radar network, in which radars participate in both searching and tracking

operations, and may be distributed across multiple vessels [15]. Severson de�ned

a distributed search-area optimization algorithm and an optimal-target assignment
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algorithm. The former algorithm maximized the network's collective search area,

which was then exploited by the latter algorithm to facilitate a more balanced task

allocation. In another study, Anderson et al. extended the work on optimal weapon

allocation, otherwise known as the Weapon-Target Assignment (WTA) problem [16].

The WTA problem is to assign a set of weapons to attack targets in order to mini-

mize the target survival, which is fundamentally a nonlinear combinatorial problem

known to be NP-hard. Anderson et al. showed that the problem could in fact be lin-

earized with a compact piece-wise linear under-approximation of the nonlinear WTA

objective function within a branch-and-bound framework. Their algorithm resulted

in real-time optimal solutions to more increasingly complex targeting scenarios, and

could �nd near-optimal solutions to extremely complex scenarios within hours.

More related to this thesis is the allocation of mobile resources. While the majority of

naval resource allocation research is dedicated to weapons, equipment, and personnel,

there exist some research on the optimal deployment of mobile resources. For exam-

ple, An et al. extend the U.S. Navy's Pirate Attack Risk Surface (PARS) platform

with an optimization framework for deploying mobile assets in order to minimize

piracy operations over a �xed area of responsibility (AOR) [17]. They are able to

decompose the traditionally NP-hard problem into a solvable two-phase problem by

assuming markedly di�erent deployment times between asset types. They then em-

ploy a modi�ed Gauss-Seidel method of successive displacements for optimizing the

allocation of the slower interdiction assets, and a partitioning algorithm for optimiz-

ing the allocation of surveillance assets in the remaining non-allocated regions of the
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AOR. In simulation they show that their method continuously achieves interdiction

and surveillance coverage over highly-probable piracy regions. In a di�erent type of

mobile resource allocation, Han et al. consider the hierarchical nature of assets and

the interdependencies that must be planned for during allocations of assets existing

within a hierarchy [18]. This type of problem is formulated as a mixed-integer nonlin-

ear programming (MINLP) problem, which is known to be NP-hard. In consideration

of the problem, they designed a multi-level asset allocation model, which, given a set

of tasks and a set of performance criteria, chooses the subset of assets best suited for

performing tasks that minimize the di�erence between the human-speci�ed criteria

and the model's predicted performance outcome. The authors contribute two di�er-

ent but e�ective model methodologies: a decomposition of the MINLP problem into

two solvable nonlinear and linear problems, and a dynamic list planning model. Both

methods are shown to have di�erent trade-o�s in terms of achieving optimality, but

overall they are both capable of achieving minimal performance deviations provided

a limited number of constraints and decisions variables.

Most relevant to this thesis is the work related to mobile resource allocation in com-

bat maneuvers, and most speci�cally in the matter of defense. Rao et al. developed

an optimized multi-vessel combat maneuvering strategy using deep reinforcement

learning (RL) [19]. Speci�cally, they tackle the sparse reward problem, which re-

sults in slow learning due to exploration of a large space like the open ocean. They

overcame this challenge by proposing their modi�ed random network distillation al-

gorithm (MRND). The algorithm considers both internal and external rewards, and
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dynamically weights the contributions from each reward type over the learning period.

Compared to other learning algorithms, vessel clusters trained on MRND complete

combat engagements 5% faster and exhibit higher Elo ratings, higher win rates, and

lower loss rates. However, it is important to note that this methodology's optimization

does not happen in real-time, which limits its real-world application. Another maneu-

vering problem, known as the channel patrol problem, �rst formulated by Koopman

in 1946 [20], aims to optimize the patrol trajectories of a set of defender ships in order

to maximize detection and interception of incoming intruders within a channel. In

an e�ort to tackle this problem, Chung et al. reformulated the problem into that of

an optimal control problem [21]. The reformulation facilitated the development of

large-scale nonlinear programming problem that approximated a stationary solution

for the optimal trajectories. While their work was successful at determining complex

trajectories for scenarios including up to 3 patrol boats, its real-world applicability

is impacted by constraining the intruders to straight-line trajectories and requiring

signi�cant computational time to �nd the solution. A real-time solution to this same

problem is o�ered by Foraker et al. [22]. They �rst reformulate the problem in terms

of a centralized receding horizon control (RHC) feedback law. Within the con�nes

of the iterative RHC law, they employed a min-max algorithm that �nds an optimal

trajectory at the start of each time-step. Their methodology achieved successful de-

fense in simulated scenarios containing up to two defenders and two intruders. They

also demonstrated success in a one-to-one defender-intruder real-world experiment,

despite the discrepancies between simulated and real-world vessel dynamics. The
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authors' posit that the real-world experiments were equally successful due to the

feedback e�ect of their RHC law allowing the model to correct for discrepancies at

each time-step.

In this thesis, we present a real-time greedy strategy for allocating mobile resources

(i.e., defender ships) to a defense response that intercepts and repels incoming enemy

ships. In order to study our strategy, we �rst extend an existing naval simulator

with a scenario generation module that allows us to generate a virtually unlimited

number of multi-vessel scenarios where each ship is capable of performing complex

navigational behaviors. From this module we generate 7 di�erent scenarios for study,

each exhibiting a blue team (friendly) with 1 high value asset and 3 defenders, and a

9 vessel red team (unknown intent). We then develop a formalism for the scenario in

which a defense response is applicable. Our formalism indicates that incoming enemy

ships increase the cumulative value of a set of vulnerability attributes belonging to

high values assets. We therefore employ a greedy defense strategy that minimizes

the set of vulnerability attributes. Our implementation of the strategy is discussed,

and the results of the strategy executed in each of the 7 scenarios are presented.

Finally, we summarize our results, and provide suggestions for improvements and

future research directions.
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Chapter 3

Scenario Generation Module

3.1 Motivation and Goals

In this thesis, we utilize the Unity-based naval simulator named NavySim presented

in [7]. One drawback of NavySim is that scenarios must be hard-coded into the

simulator logic. This means that testing a new scenario requires modi�cation of the

code base, which is ine�cient and error prone. In general, hard-coding is not a suitable

methodology for dynamic requirements. Therefore, we extended NavySim with a

scenario generation module. The module makes the generation process accessible

to front-end users and enhances NavySim's utility for research and data generation,

making it more adaptable to a wider range of use cases, and even qualifying it for

distribution to the public or private sectors.
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3.2 Implementation

3.2.1 Front-End

Our scenario generation module is composed of a front-end and a back-end. The

front-end adds a main menu to the simulator that guides users through the process of

providing the necessary scenario information (Figures 3.1, 3.2, and 3.3). In NavySim,

a scenario is de�ned to include a list of vessels and a list of stages in which each

vessel is assigned a navigation behavior (which is called acommand in the code

base). NavySim provides the navigation behaviors forFollow, Move, and Intercept,

and these behaviors can be applied to groups of vessels as well. Assigning di�erent

behaviors to vessels through multiple stages can be used to simulate complex naval

scenarios with multiple autonomous vessels.

Given NavySim's scenario description, the main menu requests the user to provide

scenario information on ships, scenario conditions, and the various stages. For ship

information (Figure 3.4), the user chooses the desired number of ships and assigns

their associated attributes such as type (e.g., Pilot Vessel), alignment (blue or red

team), and initialization coordinates. Ship IDs are assigned automatically as the user

populates additional ships, and the IDs are used to identify the ships in other scenario

information, such as the assignment of navigation behaviors.

The user may then toggle the various scenario conditions (Figure 3.5), which include

the conditions for transitioning to the next stage and whether to have the simulator's
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defense strategy active (chapter 4). The stage transition conditions are checked at

each simulator time-step, and if any of them are true, the back-end logic will initialize

the next stage in the scenario. Of special note, if theship command emptycondition

(ce) is toggled on, then the user is required to provide ship IDs. This is because the

ce condition indicates that the command list of each associated ship must be checked

for \empty" status at each time step, and, if the command list is empty (i.e., a ship

has completed all its commands), then the condition is true, and the next stage will

be initialized (see the example in Figure 3.6).

Finally, in regards to scenario stages (Figure 3.7), the user chooses the desired number

of stages, assigns their initialization frame (only required if frames are used for stage

transitions), toggles the type of navigation behaviors that will be used in the given

stage, and assigns the desired navigation behaviors to the ships. Note that the nav-

igation behaviors are referred to asAI Handlers in the menu, because the back-end

uses anAI Handler class to pass navigation commands to a speci�ed vessel. Toggling

a speci�c navigation behavior opens a respective list where one or more commands

of that behavior can be assigned to ships. There are 4 available navigation behav-

iors: Handle Move Single(HMS), Handle Move(HM ), Set Maintain Station Single

(SMSS), and Intercept Group (IG ). HMS moves a single ship to a given coordinate,

HM moves a group of ships to a given coordinate,SMSS assigns one ship to follow

another ship, andIG assigns a group of ships to intercept a single ship. See Figure 3.8

for an example stage assignment. After �lling out all required scenario information,

the user can save their scenario (Figure 3.3).
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Figure 3.1: Main Menu (Page 1). Options

Figure 3.2: Main Menu (Page 2). Scenario Generation
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