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Abstract

Through the work presented in this dissertation, I explore how deep neural networks (DNNs)

can be used to simulate, modulate, and characterize BOLD fMRI responses. In my �rst set of

experiments, I developed a set of techniques that transform pretrained DNNs into predictive models

capable of simulating BOLD responses to diverse visual stimuli. Comparisons of these simulated

responses to real BOLD data show that this method accurately predicts responses in many visual

cortical areas. I tested the validity of simulated responses on both naturalistic and highly controlled

stimulus sets, showing that simulated data can be used to characterize real selectivity in the brain.

In my second set of experiments, I explored how a DNN-based visualization technique called

activation maximization can be applied to these simulation models to produce images optimized for

speci�c cortical regions. Analysis of real BOLD responses to these images shows robust modulation

of BOLD responses in targeted regions, both within and across participants. I then attempted to

push these techniques to their limits, revealing both strengths and challenges of this approach.

Finally, in a third set of experiments, I applied my DNN-based simulation techniques to inves-

tigate selectivity to naturalistic egomotion in scene-selective cortical areas. Analyses of simulated

responses to naturalistic and hand-crafted video stimuli highlight key di�erences in selectivity be-

tween these regions, contributing to our understanding of their distinct functional roles.

Taken together, these experiments demonstrate both the utility|and limitations|of DNN-based

simulations of BOLD responses. This work serves as an important advancement of the intersection

between computational neuroscience and arti�cial intelligence.
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Chapter 1:

Introduction

Functional Magnetic Resonance Imaging (fMRI) has become an indispensable tool in neuro-

science, providing non-invasive measurements of brain activity with high spatial resolution (Sharma

et al., 2024). By capturing blood-oxygen-level-dependent (BOLD) signals, fMRI enables researchers

to map cortical responses to a wide array of stimuli, advancing our understanding of brain function

across various cognitive domains. However, the complexities and high costs associated with fMRI

data collection pose signi�cant challenges (Yousem, 2014). Access to MRI scanners is limited due

to their expense and the need for specialized facilities and trained personnel. Even with access to

scanning facilities, there are additional start-up costs, including purchasing fMRI head-coils and

projection systems, and ongoing hourly costs of scanner use. Even for labs that can a�ord these

costs, these and other constraints limit the scope and depth of studies that can be undertaken,

impeding the exploration of preliminary hypotheses and the piloting of new experiments.

An alternative to collecting actual BOLD data is simulation (Naselaris et al., 2011). To accurately

simulate brain responses, a predictive computational model is required|one that can take new

inputs, such as images or movies, and generate reliable predictions of the corresponding BOLD

responses. This requires a set of stimulus features that correlate with cortical activity and a means

of mapping those features to measured responses.

Encoding models serve as a predictive mapping from stimulus features to BOLD responses (Nase-

laris et al., 2011). In cases where the feature selectivity of a brain region is well understood, encoding

models allow researchers to predict BOLD responses based on a carefully selected set of features.

For example, encoding models based on motion energy features have been used to simulate retino-

topic selectivity in early visual cortex (Nishimoto et al., 2011). However, general simulation of

BOLD responses across the brain necessitates a feature set that captures a broad range of stimulus
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representations without relying on region-speci�c assumptions.

Deep neural networks (DNNs) have emerged as powerful computational models capable of per-

forming many of the same complex operations as the human visual system. Inspired by the hier-

archical structure and experience-based learning of biological neural networks, DNNs have achieved

remarkable success in diverse computer vision tasks, including object recognition, scene understand-

ing, and semantic segmentation (Kriegeskorte, 2015; LeCun et al., 2015). Their ability to transform

raw sensory input into structured feature representations suggests that they may provide a rich, gen-

eralizable set of stimulus-driven features suitable for simulating cortical responses to novel stimuli.

Several studies have explored this possibility by mapping DNN activations onto cortical responses.

For example, Guclu and Van Gerven (2015) trained encoding models using thousands of DNN fea-

tures to predict fMRI responses in the ventral visual stream, demonstrating that these models could

account for signi�cant variance in cortical responses. Similarly, Cichy et al. (2016) and Eickenberg

et al. (2017) have shown that simulated BOLD responses derived from DNN-based models can re-

capitulate known patterns of cortical selectivity, including retinotopic mapping in early visual areas

and category selectivity in face- and scene-selective regions (Cichy et al., 2016; Eickenberg et al.,

2017).

Despite these successes, prior DNN-based encoding models have faced several challenges. First,

many implementations rely on speci�c neural network architectures or prede�ned layers, restricting

their generalizability across di�erent networks and stimulus types (Cichy et al., 2016; Eickenberg

et al., 2017). More 
exible simulation techniques are needed to extend beyond preselected layers

and incorporate representations across entire networks. A second major challenge is the high dimen-

sionality of DNN activations; modern deep networks contain millions of parameters across multiple

layers, making direct mapping from activations to BOLD responses computationally expensive and

prone to over�tting (Akumu et al., 2023; Xu & Vaziri-Pashkam, 2021). To mitigate this, researchers

have frequently constrained their models to a small subset of layers or applied subsampling, reducing

dimensionality at the cost of discarding potentially informative representations (Eickenberg et al.,

2017; Guclu & Van Gerven, 2015). Other approaches have applied dimensionality reduction tech-

niques such as principal component analysis (PCA), but these methods introduce additional training

steps and are often dataset-dependent, requiring recalibration for di�erent networks and stimulus

sets (Storrs et al., 2021).

In this dissertation, I present a set of techniques that address these limitations. I leverage

the learned representations of pretrained deep neural networks, in combination with a voxelwise
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encoding model, to simulate BOLD fMRI responses across the visual system. By extracting and

applying adaptive dimensionality reduction to activations from all layers in response to naturalistic

stimuli, I produce a general set of stimulus features. I then �t a voxelwise encoding model to actual

BOLD responses to the same stimuli to establish a linear mapping from these reduced activations.

This allows me to predict simulated BOLD responses to a large volume and diverse range of novel

stimuli.

As discussed in the following chapters, I systematically develop and validate deep neural network-

based simulations of BOLD responses. In Chapter 2, I demonstrate that simulated responses derived

from DNN representations closely correspond to real brain responses, validating their accuracy and

suitability for characterizing cortical selectivity. I introduce techniques for dimensionality reduction

and voxelwise encoding models, enabling accurate predictions of BOLD responses across the visual

system.

In Chapter 3, I apply activation maximization to generate and modify images optimized to drive

cortical responses, allowing for direct exploration of cortical selectivity at the level of individual

voxels. I empirically test whether these stimuli modulate cortical activity in the intended directions

by recording BOLD responses to these optimized images. I �nd that while images optimized for

speci�c regions often succeed in driving responses, there are also cases where they fail, highlighting

the need for empirical validation.

In Chapter 4, I extend this framework to investigate an open question in visual neuroscience:

the selectivity for egomotion-compatible visual motion in scene-selective cortical areas. Using a

spatiotemporal neural network model and a large dataset of �rst-person motion data, I examine

how four regions|Occipital Place Area (OPA), Parahippocampal Place Area (PPA), Retrosplenial

Complex (RSC), and the Posterior Intraparietal Gyrus Scene-Selective Site (PIGS)|respond to

di�erent types of egomotion. I show that simulated responses can be used to characterize motion

selectivity in these regions and to di�erentiate between functionally related areas.

Taken together, my results demonstrate that deep neural network-based simulations can serve

as a powerful tool for predicting, controlling, and characterizing brain responses.

Overview of Approach

In the following chapters, I present a framework for simulating BOLD fMRI responses using

deep neural networks. At the core of this approach is the use of deep neural network activations
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as a general set of stimulus-driven features. I extract internal activations from layers of DNN

model pretrained on a vision task, and establish a predictive mapping between these activations

and recorded BOLD responses. By applying this mapping to DNN activations in response to novel

stimuli, I can simulate BOLD responses throughout visual cortex.

A central challenge when using DNN activations to predict brain responses is managing their

high dimensionality; DNNs can contain millions of units across multiple layers, making prediction

using these activations prone to over�tting, if not computationally intractable. To address this issue,

I developed a set of e�cient dimensionality reduction techniques which 
exibly adapt to di�erent

DNN layers. For convolutional layers, which contain explicitly spatial representations, I use a simple

formula and adaptive pooling to reduce spatial dimensions while preserving useful information. For

fully connected layers which lack explicit spatial structure, I introduce a novel technique for deriving

reduced feature dimensions. In both cases, this results in a set of activations drawn from each

layer which are reduced in size and balanced across layers, while being computationally e�cient and

dataset-independent.

After dimensionality reduction, I use ridge regression to learn a predictive mapping between these

reduced DNN activations and voxelwise BOLD responses. I incorporate techniques to handle both

image and video datasets, including aggregation of DNN activations across frames and accounting

for the delayed hemodynamic response. The end result of this process is a complete predictive model

which can take in image or video stimuli, extract DNN activations, and generate simulated voxelwise

BOLD responses across visual cortex.

My approach addresses challenges of prior techniques in multiple critical ways. First, it provides

a means to draw from learned representations of a DNN model, including across layers, and avoids

issues arising from high dimensionality via e�cient dimensionality reduction. It extends response

simulations to video stimuli, and to diverse DNN architectures, including spatiotemporal models. Fi-

nally, it enables visualization of cortical selectivity and modulation of BOLD responses with minimal

prior assumptions. As detailed in the following sections, this work builds on a historical foundation

of collaboration between the �elds of neuroscience and deep learning.

Deep Neural Networks in Neuroscience

Deep neural networks (DNNs) have transformed the �eld of arti�cial intelligence, achieving re-

markable success in various tasks, including object recognition, scene understanding, and natural
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language processing (LeCun et al., 2015). Inspired by the structure and function of biological neu-

ral networks, DNNs consist of interconnected layers of arti�cial neurons (henceforth referred to as

'units') that learn to extract useful representations from raw input data. In the context of visual neu-

roscience, convolutional neural networks (CNNs), a speci�c type of DNN, have emerged as powerful

models for understanding the processing of visual information in the human brain (Kriegeskorte,

2015; Yamins et al., 2014).

The relationship between DNNs and visual neuroscience is bidirectional. On one hand, insights

from neuroscience have guided the development of DNN architectures and learning algorithms. For

example, the hierarchical organization of the primate visual cortex, with increasing receptive �eld

sizes and representational complexity along the ventral stream, has directly inspired the design of

CNNs (Fukushima, 1980). On the other hand, DNNs have become valuable tools for modeling and

predicting cortical responses in the visual system, providing a computational framework for under-

standing the underlying mechanisms of visual information processing (Kriegeskorte, 2015; Yamins

& DiCarlo, 2016).

Understanding the similarities and di�erences between DNNs and the human brain is crucial

for several reasons. First, it allows us to assess the biological plausibility of DNN models and

identify the computational principles that are shared between arti�cial and biological vision systems.

This knowledge can guide the development of more biologically-inspired DNNs, which may lead

to improved performance and generalization capabilities (Hassabis et al., 2017). Second, DNNs

provide a powerful tool for investigating the neural mechanisms underlying perception, cognition,

and behavior. By comparing the representations learned by DNNs with brain activity measured using

techniques such as functional magnetic resonance imaging (fMRI) and electrophysiology, researchers

can gain insights into the functional organization of the brain and the computations performed at

di�erent stages of processing (Guclu & Van Gerven, 2015; Khaligh-Razavi & Kriegeskorte, 2014).

Finally, understanding the limitations and di�erences between DNNs and the human brain can

highlight the unique aspects of biological vision that are not yet captured by current arti�cial

systems. This knowledge can drive future research e�orts aimed at closing the gap between arti�cial

and biological intelligence, potentially leading to the development of more human-like AI systems

(Zador, 2019).
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The Development of Arti�cial Neural Networks Inspired by Neuroscience

The development of arti�cial neural networks has been heavily in
uenced by our understanding

of the structure and function of biological neural networks, particularly in the context of the visual

system. Groundbreaking research in the 1950s and 1960s on the visual cortex of cats and monkeys

revealed a hierarchical organization of visual processing in the brain (Hubel & Wiesel, 1959, 1968).

These �ndings directly inspired the development of the Neocognitron, a hierarchical neural network

model proposed by Fukushima (1980). The Neocognitron consisted of alternating layers of 'simple'

and 'complex' cells, mimicking the increasing complexity and invariance of visual representations

along the ventral stream. The Neocognitron laid the foundation for the development of more so-

phisticated neural network architectures which followed, including convolutional neural networks

(CNNs).

CNNs have become a dominant approach for visual object recognition and other computer vi-

sion tasks, achieving breakthrough performance on benchmark datasets (Krizhevsky et al., 2017).

CNNs are designed to process grid-like data, such as images, by learning hierarchical representations

through the application of convolutional �lters and pooling operations. The architecture of CNNs

is loosely inspired by the organization of the primate visual cortex, particularly the ventral stream,

which is involved in object recognition (Fukushima, 1980; LeCun et al., 2015; Riesenhuber & Poggio,

1999). Like the visual cortex, CNNs consist of multiple layers of processing units that learn increas-

ingly complex and invariant representations of visual input. The convolutional layers in CNNs apply

learned �lters to the input, capturing local features similar to the receptive �elds of neurons in V1.

Pooling layers improve spatial invariance by reducing the resolution of the feature maps, analogous

to the increasing receptive �eld sizes along the ventral stream. However, while CNNs are inspired by

biological vision, they are not exact replicas of the visual cortex. There are signi�cant di�erences in

terms of the learning algorithms, connectivity patterns, and computational mechanisms employed

by CNNs and the brain (Kriegeskorte, 2015). Nevertheless, the success of CNNs in computer vision

tasks has prompted researchers to investigate the similarities and di�erences between these arti�cial

networks and the primate visual system.

In recent years, there has been a growing interest in incorporating more biologically plausible

principles into the design and training of arti�cial neural networks (Apparaju & Arandjelovi�c, 2022;

Lillicrap et al., 2016; Nakajima et al., 2022; Rao & Ballard, 1999). These e�orts aim to improve the

performance and generalization capabilities of DNNs while also providing insights into the computa-
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tional mechanisms underlying brain function. Three key areas of research include the incorporation

of feedback connections and recurrent processing, the development of attention mechanisms, and

the exploration of unsupervised learning algorithms.

For example, while traditional CNNs rely on feed-forward processing, the primate visual system

is characterized by abundant feedback connections and recurrent processing (Felleman & Van Es-

sen, 1991). Feedback connections are thought to play a crucial role in tasks such as �gure-ground

segmentation, object recognition in the context of occlusion, and the integration of contextual infor-

mation (Angelucci et al., 2002; Gilbert & Li, 2013; Lamme & Roelfsema, 2000; Scholte et al., 2008;

Wyatte et al., 2014). Recent studies have explored the incorporation of feedback connections and

recurrent processing in DNNs to capture these properties of biological vision. For example, Spoerer

et al. (2020) showed that recurrent convolutional neural networks (RCNNs) with both bottom-up

and top-down connections outperformed feed-forward CNNs in object recognition tasks, particularly

in the presence of occlusion. The recurrent connections in these networks allowed for the iterative

re�nement of object representations, leading to improved performance and robustness. Similarly, Ki-

etzmann et al. (2019) demonstrated that recurrent processing is necessary to capture some dynamics

of neural representations in the human ventral stream. By comparing DNNs with di�erent architec-

tures, they found that only models with recurrent connections could accurately predict the temporal

evolution of fMRI responses to natural images, suggesting that recurrence is a key computational

principle for modeling of biological vision.

Attention plays a critical role in human vision, allowing us to selectively process relevant infor-

mation while suppressing irrelevant details (Petersen & Posner, 2012). The deployment of attention

is thought to be controlled by a network of frontal and parietal regions, which modulate the activity

of sensory areas through feedback connections (Corbetta & Shulman, 2002). Inspired by these �nd-

ings, researchers have developed attention-inspired mechanisms for DNNs. One prominent example

is the transformer architecture, which uses self-attention mechanisms to model complex interactions

between features in a task-dependent manner (Vaswani et al., 2017). Lindsay and Miller (2018)

demonstrated that DNNs with attention mechanisms could replicate the e�ects of neural modula-

tions observed experimentally, leading to improved performance on object recognition tasks. These

�ndings suggest that such mechanisms align with patterns of attentional modulation described in

the primate visual system.

Finally, while most DNNs are trained using supervised learning algorithms, the development

of the human visual system relies heavily on unsupervised learning. Infants and children learn
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to perceive and understand the world through exposure to natural scenes and objects, without

explicit labels or feedback (W. Singer, 1995). Recent work has explored the use of unsupervised

learning algorithms in DNNs to model the development of visual representations in the brain. For

example, Zhuang et al. (2021) showed that unsupervised contrastive learning, which aims to learn

representations that are invariant to irrelevant transformations, could explain the emergence of

object selectivity in the primate inferior temporal cortex (IT). The authors trained DNNs using

unsupervised contrastive learning on natural images and found that the resulting representations

closely matched the selectivity and tolerance properties of IT neurons, suggesting that unsupervised

learning plays a key role in shaping the organization of primate visual processing.

These recent advancements demonstrate the potential of incorporating neuroscience principles

into the design of DNNs, not only to improve their performance but also to gain insights into the

computational mechanisms underlying brain function and development. However, these innovations

also raise new questions about how di�erent architectural features, training processes, and training

data shape brain{model correspondence. By bridging the gap between arti�cial and biological vision,

these e�orts pave the way for more human-like AI systems and a deeper understanding of the neural

bases of perception and cognition.

Factors In
uencing the Similarity Between DNNs and the Brain

Several factors of DNN models and their training can in
uence the degree of similarity between

the representations learned by DNNs and those observed in the brain's visual system. These include

the network architecture, the training objective and task, and the nature of the training data.

The architectural design of DNNs, such as the number of layers, the connectivity patterns, and

the presence of recurrent or feedback connections, can impact their ability to model brain represen-

tations (Nonaka et al., 2020; Schrimpf et al., 2020). For example, Schrimpf et al. (2020) introduced

Brain-Score, a framework for evaluating how well di�erent DNN architectures capture the neural

and behavioral signatures of the primate ventral stream. They found that while some DNNs, such

as DenseNet-169 and ResNet-101, were more brain-like than others, no single network could fully

account for all aspects of primate vision, suggesting that further architectural improvements are

needed. Elmoznino and Bonner (2024) demonstrated that models with higher latent dimensionality

tend to yield stronger regression-based �ts to primate and human visual cortex. However, Scha-

e�er et al. (2024) cautioned that such improvements in neural predictivity may re
ect over�tting
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to high-dimensional feature spaces rather than true correspondence with brain representations. In

another study, Nonaka et al. (2020) proposed the Brain Hierarchy (BH) score as a metric for quanti-

fying the hierarchical correspondence between DNNs and the human visual system. They found that

the BH scores of various DNNs were negatively correlated with image recognition performance, indi-

cating that high-performing models may not necessarily be more brain-like in terms of hierarchical

processing.

The training objective and task used for optimizing DNNs can also in
uence their correspondence

with brain representations (Dwivedi et al., 2021; Zhuang et al., 2021). As mentioned previously,

while many DNNs are trained on object recognition tasks using supervised learning, the brain's vi-

sual system develops through exposure to natural scenes and unsupervised learning. Dwivedi et al.

(2021) compared the ability of DNNs trained on di�erent scene perception tasks to predict brain

responses in the human visual cortex. They found a structured mapping between the DNN tasks and

brain regions, with low-level visual tasks corresponding to early visual areas, 3D scene perception

tasks mapping onto the dorsal stream, and semantic tasks mapping onto the ventral stream. Simi-

larly, Zhuang et al. (2021) demonstrated that DNNs trained with unsupervised contrastive learning

methods could achieve neural prediction accuracy in the primate ventral stream that matched or

exceeded that of supervised models. These �ndings suggest that unsupervised learning may better

capture the developmental processes underlying the brain's visual representations.

The nature of the training data and visual experience used to optimize DNNs can also impact their

similarity to brain representations (Jang & Tong, 2021; Mehrer et al., 2021). Many DNNs are trained

on datasets like ImageNet, which may not fully re
ect the diversity of visual experiences encountered

during human development. Mehrer et al. (2021) introduced EcoSet, a collection of images from

565 basic-level categories chosen to better capture the distribution of objects relevant to humans.

They argue that DNNs trained on EcoSet yielded better models of human higher-level visual cortex

and behavioral data compared to networks trained on ImageNet. These �ndings highlight how the

ecological validity of training data in
uences representational alignment, suggesting that both the

content and structure of learned features may a�ect how well DNNs generalize to cortical responses.

Findings from across these studies suggest that various factors, including network architecture,

training objectives, and training data, shape the extent to which DNNs learn brain-like representa-

tions. Furthermore, the �nding that internal responses of DNNs exhibit high similarity to responses

in the brain raises the question of whether DNN responses could be used tosimulate brain responses.
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DNN-Based Simulations of Brain Responses

Encoding models aim to predict brain responses to stimuli based on the stimulus and/or task

features (Naselaris et al., 2011). In cases where the general feature selectivity of portions of cortex

to be simulated is already known, encoding models can be used to simulate responses. For example,

Nishimoto et al. (2011) �t an encoding model on motion energy and BOLD responses to naturalistic

movies, and then used this model to characterize retinotopic selectivity based on simulated responses,

�nding a strong correspondence between simulated and real retinotopic selectivity across early visual

cortex. This supports the use of simulated responses derived from encoding models for characterizing

cortical selectivity.

However, unlike encoding models �t on hypothesis-driven features, a general simulation model

would not require careful feature selection, and would be able to simulate responses across the visual

system. Several studies have examined the suitability of DNN activations as a set of general features

(Cadena et al., 2019; Guclu & Van Gerven, 2015; St-Yves & Naselaris, 2018). For example, Guclu

and Van Gerven (2015) used a regression approach to map thousands of DNN features onto fMRI

responses in the human ventral stream. They found that DNNs could explain a signi�cant portion

of the variance in cortical responses, and that examination of which DNN layers best predicted each

voxel revealed a gradient of increasing feature complexity along the ventral pathway.

Eickenberg et al. (2017) used a similar approach, mapping DNN layer representations to fMRI

activity across the human visual cortex. Similar to Guclu and Van Gerven (2015), they found a

hierarchical �ngerprint, where early visual areas were better predicted by lower network layers, while

later areas corresponded to higher layers, suggesting a shared representational hierarchy between

DNNs and the brain. Furthermore, they extended this a step further; similar to Nishimoto et al.

(2011), they examined whether analyses of DNN-derived simulated responses would yield similar

results to analyses of real BOLD data. This included retinotopic selectivity across early visual

cortex, but also category selectivity through the use of functional category contrast of faces and

places. These results support the suitability of DNN activations as a general set of stimulus features,

suitable for predicting BOLD responses across the visual stream.

However, prior attempts to generate encoding models based on DNN activations have faced a

common challenge|the very high dimensionality of these activations. Even relatively small DNNs

can contain millions of units and millions of generated activations. A number of approaches have

been used to address this issue. Most frequently, activations from individual DNN layers are used to
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�t individual encoding models, one for each layer (Cichy et al., 2016; Eickenberg et al., 2017; Guclu

& Van Gerven, 2015). This succeeds at reducing the total number of features used in each encoding

model, but precludes the combination of information from across layers into a single simulation

model.

Another approach, frequently used in conjunction with this, is to apply some form of dimension-

ality reduction to these activations. Approaches to this vary, including subsampling (Eickenberg et

al., 2017) and principal component analysis (PCA) (Cichy et al., 2016). However, these approaches

have clear limitations as well. Techniques such as pooling and subsampling require speci�cation of

parameters dictating the type and amount of pooling, which may vary across layers, and do not have

clear optimal values. PCA enables the automatic selection of optimal reduced dimensions, but this

requires 'learning' these dimensions from a large set of activations. Consequently, 'optimal' dimen-

sions require an additional training step, and are likely to vary between datasets. These limitations

call for the development and evaluation of 
exible and model-derived downsampling techniques.

These �ndings support the use of DNN activations as a general feature space for simulating

responses across visual cortex. However, while such simulations can approximate voxelwise response

patterns, they often provide limited insights into what speci�c features or stimulus properties are

driving those responses. This limitation has motivated the development of complementary ap-

proaches that aim to leverage DNN-based generative approaches in order to produce interpretable

visualizations of cortical selectivity.

Extensions of DNN Visualization Techniques

Works in recent years have demonstrated remarkable progress in using arti�cial neural networks

not just to predict, but actively to manipulate cortical responses. The most common type of genera-

tive model used to visualize and decode cortical responses has been generative adversarial networks

(GANs) (Goodfellow et al., 2014). GANs are explicitly generative models|trained from scratch to

generate accurate naturalistic images based on input information. Building on this, Ponce et al.

(2019) combined generative adversarial networks with genetic algorithms to generate images that

maximized neural �ring in the macaque inferotemporal cortex, revealing more nuanced feature en-

coding than previously understood.

Similar approaches have been applied to human brain data. For example, Gu et al. (2022) de-

veloped NeuroGen, combining fMRI-trained encoding models with generative networks to produce
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images targeting regional brain responses. This work was extended by A. F. Luo et al. (2023),

who introduced BrainDiVE, leveraging di�usion models for precise functional exploration of the

visual cortex. They show that these models can be used to produce interpretable visualizations of

cortical selectivity, and potentially draw distinctions between functionally similar areas. Most re-

cently, Pierzchlewicz et al. (2023) demonstrated that energy-guided di�usion models could e�ciently

generate \most exciting inputs" for neurons while maintaining natural image statistics.

An alternative technique is feature visualization through activation maximization, also known as

DeepDream (Mordvintsev et al., 2015). This method involves generating input images that maximize

the activation of speci�c units or layers within a network, enabling insights into the features the

network has learned to recognize. Bashivan et al. (2019) empirically validated the e�cacy of this

approach for driving single-neuron responses, �nding that DNN-generated synthetic images could

reliably control neural population activity in macaque V4, achieving precise modulation of �ring

rates and successfully inducing target �ring patterns in 68-76% of neural sites. However, subsequent

research has largely focused on generative models, leaving the potential of activation maximization-

based approaches relatively underexplored (A. Luo et al., 2024; A. F. Luo et al., 2023).

While explicitly generative models, such as GANs and di�usion models, can produce high-�delity

visualizations of cortical selectivity, they are not without limitations. Trained to generate realistic

images, these models rely on strong generative priors that tightly constrain the space of possible

outputs. While this promotes realism, it may limit their ability to isolate features that actually

drive cortical responses from those that are added just to promote realism. These priors may also

obscure distinctions between meaningful cortical signals and noise, as strong naturalistic priors mean

both could yield naturalistic generations. One way to address this would be to empirically validate

generated images by presenting them to participants and recording fMRI responses. However, to

my knowledge, this has not been performed.

In contrast, activation maximization techniques|despite early promise|have been largely aban-

doned. Given that architecture, training data, and objective all shape DNN-brain similarity, it is

unlikely that explicitly generative models capture the full range of visual representations in the

brain. Moreover, simulation studies have typically relied on non-generative models. Activation

maximization supports image generation across a broader class of models, including those with

fewer naturalistic constraints, and bridges between simulation and visualization. As such, there

is a clear need to assess the utility of activation maximization for interpreting|and potentially

modulating|cortical responses.
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Scene Processing in Visual Cortex

Thus far I have focused on the background of DNN-based simulations of BOLD responses. This

is important to contextualize my work in Chapters 2 and 3, where I extend and evaluate these

techniques. In Chapter 4, I apply these techniques to an open question in vision neuroscience: how

do scene-selective cortical regions di�er in their responses to complex video stimuli with naturalistic

egomotion? In the following sections, I review what is known about these scene-selective regions,

focusing on their selectivity to scene properties, visual motion, and involvement in navigation.

Overview

Processing of information in complex visual scenes is a fundamental process of human visual

perception (R. A. Epstein, 2005). In recent decades, researchers have made signi�cant progress in

uncovering the cortical mechanisms underlying scene perception, including the discovery of scene-

selective regions in the human brain. The �rst of these scene-selective regions to be identi�ed was

the Parahippocampal Place Area (PPA), located in the posterior parahippocampal gyrus (R. A.

Epstein & Kanwisher, 1998). Subsequent research revealed two additional scene-selective regions:

the Retrosplenial Complex (RSC), situated in the medial parietal cortex (R. A. Epstein et al., 2003;

Nasr et al., 2011), and the Transverse Occipital Sulcus (TOS) (Nasr et al., 2011), also referred to as

the Occipital Place Area (OPA) (Dilks et al., 2013). More recently, a fourth scene-selective region

has been identi�ed in the posterior intraparietal sulcus, termed the Posterior Intraparietal Gyrus

Scene-Selective Site (PIGS) (Kennedy et al., 2024).

Following the initial discovery of these scene-selective regions, research has aimed to understand

their unique functional properties and contributions to scene perception. While all four regions

exhibit preferential responses to scenes, accumulating evidence shows that they di�er in the speci�c

aspects of scene processing they subserve (Mitchell et al., 2017; Ranganath & Ritchey, 2012). Further

clarifying these functional di�erences is crucial for advancing theoretical models of scene perception

and deepening our understanding of how the human brain processes and represents complex visual

environments.
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The Parahippocampal Place Area (PPA)

The Parahippocampal Place Area (PPA), located in the posterior parahippocampal gyrus, was

the �rst scene-selective region identi�ed in the human brain (R. A. Epstein & Kanwisher, 1998).

Scene Properties and Context

PPA responds preferentially to scenes that convey information about the local visual environ-

ment and the observer's immediate surroundings (R. A. Epstein, 2005; Mullally & Maguire, 2011),

particularly in the contralateral upper visual quadrant (J. Park & Park, 2020). This selectivity

extends beyond the mere presence of spatial layout information, as PPA also exhibits viewpoint-

speci�c responses to scenes (R. A. Epstein et al., 2003). These �ndings suggest that PPA represents

the relationship between the observer and the de�ning surfaces within a scene, rather than simply

encoding the presence of spatial layout.

Furthermore, PPA's response is modulated by the spatial boundaries of a scene, accurately clas-

sifying scenes based on their spatial boundaries while confusing scenes with similar content but

di�erent boundaries (S. Park et al., 2011) and responding more strongly to convex boundaries than

concave ones (Cheng et al., 2021). PPA has also been shown to perform boundary extension, ex-

trapolating scene layout information beyond the physical view of a scene (S. Park et al., 2007).

Additionally, PPA encodes both the size and clutter of scenes, suggesting its involvement in repre-

senting the overall spatial properties of the local environment (S. Park et al., 2015).

Low-Level Visual Information

One of the notable properties of PPA is its selective response to high spatial frequencies in visual

stimuli. Using stimuli �ltered for di�erent spatial frequency bands, Rajimehr et al. (2011) found that

PPA in both humans and non-human primates responded preferentially to high spatial frequencies,

compared to low and mid-range spatial frequencies. This high spatial frequency sensitivity suggests

that PPA may play a role in detecting spatial discontinuities and analyzing detailed scene structure,

which are crucial aspects of scene perception and navigation.

In addition to its selectivity for spatial layout, PPA has been implicated in processing contex-

tual associations and memory-related aspects of scene perception. Studies have shown that PPA

responds more strongly to scenes with rich contextual associations than to those with fewer of these

associations (Bar et al., 2008). Furthermore, PPA exhibits di�erential temporal responses to scenes
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and buildings, with an early response to scenes suggesting bottom-up encoding of speci�c visual

or geometric features, and a later response to buildings indicating delayed processing of spatial or

semantic features (Bastin et al., 2013).

However, the extent to which PPA encodes contextual associations remains a point of debate.

While some studies have reported contextual e�ects in PPA at slower presentation rates (R. A.

Epstein & Ward, 2010), others have found that PPA treats identical scenes as more similar when

preceded by the same stimuli, suggesting an integration of temporal context in scene representations

(Turk-Browne et al., 2012).

Navigation

While PPA's selective response to scenes has been well-established, its direct involvement in

navigation remains unclear. Several studies have suggested that PPA represents general scene cate-

gory rather than speci�c landmarks or locations (Persichetti & Dilks, 2019), and is not sensitive to

egocentric distance information, which is crucial for navigation (Persichetti & Dilks, 2016). These

�ndings challenge the notion that PPA directly supports navigational processes and suggest that

its primary role may be in representing the local visual environment and spatial layout, rather than

guiding active navigation.

Landmark Processing

PPA has been identi�ed as a key region involved in learning and representing di�erent percep-

tual instantiations of landmarks (Marchette et al., 2015). However, compared to the Retrosplenial

Complex (RSC), PPA appears to be less selective for the permanence of landmarks. While PPA

responds to various landmark attributes, it does not show signi�cant di�erences in its response to

permanent versus transient landmarks, unlike RSC (Auger & Maguire, 2013; Auger et al., 2012).

Motion Selectivity

Some previous research has found that PPA exhibits some degree of motion selectivity, al-

though the evidence is mixed. Sulpizio et al. (2020) found that PPA responded more to egomotion-

compatible optic 
ow compared to random motion, suggesting a role in processing visual motion

cues related to self-motion. Hacialiha�z and Bartels (2015) reported that PPA showed a signi�cant

interaction between scene content and motion, with a higher motion response in the context of scenes

compared to scrambled images.
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Hacialiha�z and Bartels (2017) demonstrated that PPA responds to objective motion in world-

centered coordinates, indicating its sensitivity to real-world motion cues. However, PPA did not

respond to radial motion rings compared to stationary rings in Sulpizio et al. (2020), suggesting

that it is not sensitive to more basic, low-level motion cues.

In summary, the Parahippocampal Place Area (PPA) exhibits a highly selective response to

scenes, particularly those that convey information about the geometric structure and spatial layout

of the local visual environment. PPA's sensitivity to high spatial frequencies, contextual associations,

and landmark processing suggests its involvement in various aspects of scene perception. However,

evidence for a direct role in navigation is mixed, with some evidence indicating that PPA may

primarily represent the observer's immediate surroundings, and other evidence suggesting that PPA

responds to egomotion-compatible visual motion.

The Occipital Place Area (OPA)

The Occipital Place Area (OPA), also referred to as the Transverse Occipital Sulcus (TOS), is

a scene-selective region located in the human occipital lobe, typically centered on the transverse

occipital sulcus (Dilks et al., 2013). Anatomically, OPA is situated in the occipital lobe, spanning

the transverse occipital sulcus and extending into the lateral occipital cortex (Silson et al., 2015).

Scene Properties and Context

OPA is proposed to respond to local elements of scenes, both in terms of spatial boundaries and

content, distinguishing it from other scene-selective regions like PPA and RSC, which represent more

global scene properties (Kamps et al., 2016). OPA has been found to respond more strongly to images

depicting concavity, a diagnostic feature of scenes, suggesting its sensitivity to this spatial property

indicative of a navigable environment (Cheng et al., 2021). Additionally, early electrophysiological

markers (P2 component) estimated to originate in OPA are modulated by the number of doors in a

scene, indicating its role in encoding navigational a�ordances (Harel et al., 2022). Unlike PPA, which

accurately classi�es scenes based on their spatial boundaries, OPA accurately classi�es scenes based

on their content, complementing PPA's role by focusing on scene content rather than spatial layout

(S. Park et al., 2011). However, OPA has also been shown to respond to scene layout invariant to

changes in surface texture, suggesting a rapid computational mechanism for encoding environmental

geometry (Henriksson et al., 2019).
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Low-Level Visual Information

OPA demonstrates sensitivity to low-level visual features of scenes, such as spatial frequency,

suggesting its involvement in early stages of scene processing (Watson et al., 2016, 2017).

OPA's sensitivity to low-level visual features has been proposed to re
ect its involvement in

early stages of scene processing, potentially encoding spatial boundary and content information

before these representations are integrated in other scene-selective regions (Dilks et al., 2022).

Navigation

Unlike PPA, OPA exhibits a strong bias for scene features in the contralateral lower quadrant

of the visual �eld (J. Park & Park, 2020). Furthermore, while PPA does not exhibit sensitivity to

egocentric distance information, OPA has been shown to be sensitive to egocentric distance cues,

suggesting direct involvement in navigation (Persichetti & Dilks, 2016).

OPA is part of a network that is not strongly coupled to the hippocampus at rest, suggesting its

role in processing visual features from the current scene view, rather than integrating memory-related

information (Baldassano et al., 2016). This network is proposed to support automatic navigation

through the local visual environment, consistently active across active and passive navigation con-

ditions (Suzuki et al., 2021).

Furthermore, OPA has been causally linked to representing environmental boundaries during

navigation. Transcranial magnetic stimulation (TMS) applied to OPA impairs spatial memory

for boundary-tethered objects, highlighting its role in processing boundary information crucial for

navigation (Julian et al., 2016). OPA also exhibits sensitivity to speci�c navigational properties,

such as the navigational distance restricted by non-crossable boundaries, further underscoring its

role in processing environmental features relevant for navigation (J. Park & Park, 2020).

Landmark Processing

In addition to its scene-selective properties, OPA has been implicated in several other functional

roles. For instance, OPA has been found to exhibit generalization across di�erent views of the

same landmarks, suggesting its involvement in visual processing related to landmark recognition

(Marchette et al., 2015).

Furthermore, OPA has been shown to be modulated by object properties, but only in the context

of isolated objects, suggesting di�erent functional dynamics from PPA and RSC when processing
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objects within scenes (Troiani et al., 2014).

Motion Selectivity

The Occipital Place Area (OPA) appears to have a more general motion sensitivity compared

to PPA. Sulpizio et al. (2020) found that OPA not only responded to egomotion-compatible 
ow

�elds but also exhibited a signi�cant response to moving radial rings compared to stationary rings,

indicating sensitivity to more basic, low-level motion cues. This is consistent with prior work showing

that OPA represents motion information not only in scenes but also during horizontal linear motion

in non-scene images (Hacialiha�z & Bartels, 2015). Hacialiha�z and Bartels (2017) found that OPA

responded signi�cantly to both objective motion and retinal motion, without a preference for either.

The general motion sensitivity of OPA may re
ect its anatomical location in the dorsal visual stream

and proximity to other motion-selective regions such as V3A and V6 (K•u�c•uk et al., 2022; Pitzalis

et al., 2020).

Furthermore, OPA has been implicated in encoding �rst-person perspective motion (Kamps et

al., 2016), which is critical for visually-guided navigation in the immediate environment. Kamps

et al. (2016) demonstrated that OPA exhibits stronger responses to dynamic scenes, suggesting a

speci�c role in processing �rst-person perspective motion information crucial for navigation.

In summary, the Occipital Place Area (OPA) plays a crucial role in processing navigational prop-

erties, spatial layout, and low-level visual features of scenes. Its sensitivity to egocentric distance,

�rst-person perspective motion, and environmental boundaries suggests its direct involvement in

supporting navigation through the local visual environment. Additionally, OPA exhibits motion se-

lectivity beyond egomotion-compatible 
ow �elds, responding to basic low-level motion cues such as

moving radial rings and horizontal linear motion in non-scene images. Furthermore, OPA's sensitiv-

ity to speci�c scene properties, such as concavity and contour junctions, underscores its importance

in representing the spatial and geometric structure of scenes.

The Retrosplenial Complex (RSC)

The Retrosplenial Complex (RSC) is a scene-selective region located in the medial parietal cortex,

centered on the Retrosplenial Complex and extending into the parieto-occipital sulcus (R. A. Epstein

et al., 2003).
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Scene Properties and Context

Unlike PPA, which exhibits viewpoint-speci�city by discriminating di�erent views of the same

scene, RSC demonstrates integration of di�erent viewpoints (S. Park & Chun, 2009). RSC has also

been found to demonstrate boundary extension, extrapolating scene layout information beyond the

physical view of a scene (S. Park et al., 2007). Furthermore, RSC exhibits a predominant sensitivity

to the size of a space, with its responses less in
uenced by the degree of clutter within the scene

(S. Park et al., 2015). This size sensitivity suggests that RSC may play a role in representing the

broader spatial context of scenes, rather than focusing solely on local visual details.

RSC is considered a key member of a core network involved in various cognitive processes,

including episodic memory, imagination, and planning for the future (Vann et al., 2009). RSC's

involvement in episodic memory is supported by �ndings that its activation patterns re
ect the

amount of new information incorporated during memory formation, with strong early activation

decreasing as performance reaches ceiling levels (Wolbers & B•uchel, 2005). This suggests that RSC

plays a crucial role in forming new memory representations, particularly those related to spatial and

contextual information.

Navigation

One of the primary functions attributed to RSC is its role in integrating spatial information from

di�erent reference frames to support navigation and spatial cognition. RSC has been shown to rep-

resent speci�c spatial relationships and landmarks within scenes, in contrast to PPA's representation

of general category information (Persichetti & Dilks, 2019). Furthermore, RSC exhibits sensitivity

to egocentric distance information, implicating its direct involvement in navigation (Persichetti &

Dilks, 2016).

Landmark Processing

RSC is proposed to play a crucial role in learning landmark locations, integrating spatial refer-

ence frames, and consolidating spatial knowledge for successful navigation (Mitchell et al., 2017). It

is particularly important for encoding heading and facing direction based on local landmarks, facil-

itating orientation and navigation in both familiar and novel environments (Marchette et al., 2014).

Studies have also shown that RSC supports deliberate navigation through broader environments,

with signi�cant activity di�erences observed during active navigation in complex versus simple mazes
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(Suzuki et al., 2021). Additionally, RSC exhibits di�erential activity related to navigational decision

points and the direction of routes, highlighting its role in integrating landmark and path information

for navigation (Schinazi & Epstein, 2010).

RSC plays a specialized role in processing permanent landmarks, which are crucial stable environ-

mental features for successful navigation. Several studies have found that RSC selectively responds

to highly permanent landmarks, while showing reduced activity for transient or unstable landmarks

(Auger & Maguire, 2013; Auger et al., 2012). This selective engagement of RSC by permanent

landmarks suggests a speci�c role in processing stable environmental cues for spatial orientation and

navigation. Furthermore, RSC's activity has been shown to increase during the learning of new per-

manent landmarks in an environment, indicating its involvement in forming new spatial memories

related to stable environmental features (Auger et al., 2015).

Motion Selectivity

The Retrosplenial Complex (RSC) appears to be the least motion-sensitive of the scene-selective

regions. Sulpizio et al. (2020) found that RSC responded to egomotion-compatible 
ow �elds com-

pared to random motion but did not respond to radial motion rings, suggesting a lack of sensitivity

to low-level motion cues. This is consistent with the proposed role of RSC in spatial memory and

navigation, which may rely more on stable environmental cues than dynamic visual motion (R. A.

Epstein, 2008).

Hacialiha�z and Bartels (2017) found that RSC did not respond to objective motion or retinal

motion, consistent with its proposed role in spatial memory and navigation based on stable envi-

ronmental cues. However, RSC did show a strong response to smooth pursuit eye movements in

both Hacialiha�z and Bartels (2017) and Sulpizio et al. (2020), which could re
ect its hypothesized

involvement in integrating visual information across eye movements to support spatial stability and

scene understanding. Additionally, Hacialiha�z and Bartels (2015) reported that while RSC did not

respond to motion directly, it showed an interaction between motion and scene content, suggesting

a potential role in integrating these aspects within the context of scene perception.

In summary, the Retrosplenial Complex (RSC) exhibits a diverse range of functions related

to scene perception, spatial cognition, and memory processes. Its key roles include integrating

spatial reference frames for navigation, processing permanent landmarks and stable environmental

features, forming new spatial memories, and representing the broader spatial context of scenes.

RSC's sensitivity to various scene properties and its involvement in spatial comparisons further
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highlight its versatile contributions to scene understanding and navigation.

The Posterior Intraparietal Gyrus Scene-Selective Site (PIGS)

The Posterior Intraparietal Gyrus Scene-Selective Site (PIGS) is a recently identi�ed scene-

selective region located in the posterior intraparietal sulcus (pIPS) (Kennedy et al., 2024).

Motion Selectivity

The de�ning characteristic of PIGS is its selectivity for egomotion-compatible visual motion in

natural scenes. In their study, Kennedy et al. (2024) found that PIGS, but not PPA, RSC, or OPA,

showed strong selectivity for egomotion-compatible visual motion in natural scenes compared to

incoherently moving scenes. This selective response to egomotion distinguishes PIGS from other

traditional scene-selective areas and suggests its specialized role in encoding self-motion information

during dynamic scene viewing.

Interestingly, PIGS is located adjacent to area V6, which is involved in encoding optic 
ow.

However, PIGS shows a stronger impact of egomotion on scene processing compared to V6, while

V6 exhibits a stronger response to optic 
ow induced by random dot arrays (Kennedy et al., 2024).

This suggests that PIGS contributes to scene encoding and egomotion within scenes, while V6 is

more involved in detecting general optic 
ow.

Scene Properties and Context

Despite its egomotion selectivity, PIGS also responds to a wide variety of static scene stimuli,

including both indoor and outdoor scenes, as well as natural and man-made environments (Kennedy

et al., 2024). This scene selectivity was demonstrated using multiple scene stimulus sets, suggesting

that PIGS's response is not limited to a speci�c subset of scenes.

Navigation

While PIGS's functional properties are still being explored, its localization in the posterior intra-

parietal sulcus and the broader parietal cortex aligns with prior evidence implicating these regions

in various aspects of spatial cognition, navigation, and egomotion processing (Peer et al., 2015;

Schindler & Bartels, 2013; Sherrill et al., 2013; Spiers & Maguire, 2007). Studies have also shown

that the posterior parietal cortex (PPC) exhibits functional speci�city during scene integration and
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viewpoint changes, with distinct activations related to familiar and unfamiliar places (van Assche

et al., 2014). Furthermore, bilateral posterior parietal cortex has been correlated with egocentric

direction to goals, implicating these areas in a navigational guidance system (Spiers & Maguire,

2007).

The parietal cortex has also been found to be recruited for goal-directed navigation, supporting

navigation from di�erent perspectives and tracking proximity to the goal (Sherrill et al., 2013).

Additionally, these areas have been implicated in processing relations of the self to space, time, and

person, suggesting a specialized system for mental orientation (Peer et al., 2015). Broader medial

and posterior parietal cortex have also been shown to engage variably based on the spatial processing

demands of di�erent navigation tasks (Rosenbaum et al., 2004).

In summary, the Posterior Intraparietal Gyrus Scene-Selective Site (PIGS) is a recently identi�ed

scene-selective region located in the posterior intraparietal sulcus. Its de�ning characteristic is its

selectivity for egomotion-compatible visual motion in natural scenes, distinguishing it from other

traditional scene-selective areas. While PIGS's functional properties are still being explored, its

localization in the parietal cortex aligns with prior evidence implicating this region in navigation,

spatial processing, and visuospatial awareness. The discovery of PIGS highlights the need to expand

our understanding of scene perception beyond the well-established PPA, RSC, and OPA, as smaller

but functionally speci�c regions may play crucial roles in processing navigationally relevant dynamic

scene information.

Di�erent Regions, Di�erent Roles?

Taken together, prior evidence suggests that the scene-selective regions PPA, RSC, and OPA

exhibit both specialized and overlapping functions in scene perception and spatial cognition. While

PPA primarily represents the local visual environment and spatial layout, OPA appears to be more

directly involved in processing dynamic visual information and navigational a�ordances. RSC plays

a critical role in integrating spatial reference frames and encoding stable environmental features for

navigation and spatial memory. The recently discovered PIGS, while less studied, may contribute to

integrating egomotion cues with scene perception and navigation based on its anatomical location

and proximity to motion-sensitive areas.

As discussed in Dilks et al. (2023), these regions develop along di�erent timelines, with both

the visually-guided navigation system (involving OPA) and the map-based navigation system (in-
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volving RSC) being slower to develop than the scene categorization system (involving PPA). This

functional di�erentiation suggests that these regions collectively support the processing of complex

visual environments by encoding complementary aspects of scenes, such as spatial layout, contextual

associations, navigational a�ordances, and dynamic visual cues. Their collaboration and integration

within a broader network may enable the successful perception, understanding, and navigation of

real-world scenes.

Gaps and Limitations in Previous Works

Several gaps and limitations remain in our current understanding of how scene-selective regions

di�erentially process dynamic, egocentric visual motion. Here, I speci�cally focus on two such

limitations.

Types of Egomotion Stimuli

Many studies investigating motion selectivity in scene-selective regions have relied on synthetic

visual stimuli, such as moving dot patterns or random dot kinematograms, rather than naturalistic

stimuli depicting real-world navigation (Pitzalis et al., 2020; Sulpizio et al., 2020). While these

synthetic stimuli allow for precise control over motion parameters, they may not fully capture the

complexity and richness of egomotion experiences encountered during active navigation through

real-world environments.

Some studies have used more complex and naturalistic stimuli (C�elik et al., 2021; Jones et al.,

2023; Kamps et al., 2020; Kennedy et al., 2024). However, these stimuli still often lack the complexity

and contextual information present during real-world navigation, potentially limiting their ecological

validity. To fully understand how scene-selective regions process egomotion information, it is crucial

to investigate their responses to highly naturalistic stimuli that accurately simulate the visual motion

properties present during real-world navigation.

Range of Heading Directions and Movements Investigated

The majority of studies examining motion selectivity in scene-selective regions have focused

primarily on forward translation, with either straight-ahead or slightly varied headings relative to

the scene or visual �eld (Pitzalis et al., 2020; Sulpizio et al., 2020). While some studies have included

lateral (side-to-side) headings, backward self-motion has been less commonly investigated.
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Notably, only a couple of studies have systematically varied the heading direction across the full

360-degree range, limiting our understanding of how these regions represent egomotion information

across di�erent heading directions relative to the scene layout (Pitzalis et al., 2020; Sulpizio et al.,

2020). Given the potential importance of heading direction in spatial navigation and the processing

of optic 
ow patterns, a comprehensive investigation of how scene-selective regions respond to a

wider range of heading directions is warranted. Based on the existing �ndings, one might expect

certain scene-selective regions, particularly those implicated in navigation and spatial processing,

to be modulated by heading direction relative to the scene layout. For instance, the Retrosplenial

Complex (RSC), given its proposed role in integrating spatial reference frames for navigation, may

exhibit di�erential responses depending on the alignment between heading direction and the spatial

layout or landmark con�gurations within a scene.

Until recently, there has been a lack of large-scale, naturalistic datasets that include �rst-person

video with detailed motion parameters. This scarcity has impeded the ability to study cortical

selectivity under conditions that closely mimic everyday visual experiences. The absence of compre-

hensive datasets capturing egocentric motion has limited our understanding of how scene-selective

regions process dynamic visual information during natural navigation.

Conclusions

In the following chapters, I develop, validate, and extend deep neural network-based simulation of

fMRI responses. By leveraging learned representations from vision-based DNNs, I create a predictive

model capable of simulating voxelwise responses to diverse naturalistic stimuli while addressing

key limitations of prior approaches (Chapter 2). Speci�cally, I overcome the challenges of high-

dimensional DNN activations by developing adaptive dimensionality reduction techniques, allowing

for scalable, dataset-independent feature extraction. This enables integration of representations from

across multiple DNN layers into a single model, increasing the range and complexity of relationships

this model can capture.

As discussed, one promising potential use of DNN-based models is to explore and characterize

selectivity through generative visualizations. However, prior generative approaches are limited by

their reliance on the use of explicitly generative models and minimal empirical validation with actual

BOLD data. In Chapter 3, I address these issues by showing that activation maximization can be

applied to standard DNN-based simulations and by empirically validating whether these optimized
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images successfully modulate cortical responses in intended directions.

Finally, in Chapter 4, I apply my simulation framework to characterize di�erences in selectivity

between scene-selective areas. Unlike prior studies which primarily use static images or simpli�ed

moving stimuli, I simulate BOLD responses to a large-scale dataset of �rst-person naturalistic video

recordings with matched motion sensor data. I then analyze these simulated responses to characterize

di�erences among these regions as a function of scene context, optic 
ow, and self-motion parameters.

Together, these analyses demonstrate that DNN-based simulations provide a powerful, 
exible, and

scalable tool for investigating visual selectivity in the brain.
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Chapter 2:

Simulation of Brain Responses Us-

ing Whole-Network Features from

Deep Neural Networks

Introduction

Deep neural networks (DNNs) have proven to be powerful tools for modeling cortical responses to

visual stimuli, but signi�cant challenges remain in making these models both computationally feasi-

ble and generalizable. Two primary limitations hinder our understanding of the broader applicability

of DNN-based fMRI simulations.

First, the high dimensionality of DNN activations presents a major computational bottleneck.

Even relatively compact architectures generate millions of activations per stimulus, making it infeasi-

ble to directly map full-network features onto voxelwise BOLD responses. Prior work has attempted

to address this issue through selective feature extraction|either by using only a subset of layers

(Eickenberg et al., 2017; Guclu & Van Gerven, 2015) or by applying dataset-speci�c dimensional-

ity reduction techniques such as principal component analysis (PCA) on learned activations (Cichy

et al., 2016). However, these approaches introduce trade-o�s: restricting analyses to a single layer

limits the range of cortical selectivity that can be modeled, while data-driven reductions can be com-

putationally expensive and speci�c to the training dataset. A more scalable, model-derived feature

reduction strategy is needed to retain information contained across network layers while ensuring

computational feasibility.
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Second, it has not been extensively validated how well DNN-based simulations generalize across

experimental contexts. Prior studies have demonstrated that encoding models trained on naturalistic

stimuli can predict responses to novel stimuli from the same distribution (Naselaris et al., 2011;

Yamins & DiCarlo, 2016), but it is comparatively under-explored whether models accurately simulate

responses to more controlled stimuli, such as those commonly used in conventional hypothesis-driven

fMRI experiments. One exception is Eickenberg et al. (2017), who showed that encoding models

trained on natural movies could generate plausible simulations of retinotopic mapping and category-

selective responses. However, this study was limited to single-layer models and only a small set of

localizers. Furthermore, prior work has primarily focused on static image processing, despite the

fact that motion is known to play a signi�cant role in cortical processing and perception.

To address the challenge of feature dimensionality, I develop and evaluate dimensionality reduc-

tion techniques that reduce the number of features while preserving information needed for accurate

voxelwise predictions. Rather than relying on dataset-speci�c reductions, I introduce an adaptive

method that scales e�ciently across di�erent layers and network architectures. This enables simu-

lations which draw from features across all network layers.

To address the generalization of DNN-based simulations, I simulate BOLD responses to functional

localizers for retinotopy, category selectivity, and motion selectivity, comparing the results to empir-

ical fMRI data. Additionally, I assess the extent to which di�erent DNN architectures|particularly

static vs. spatiotemporal models|capture motion-selective responses. I also investigate issues that

arise when �tting encoding models directly on simulated responses and propose a solution to miti-

gate them, introducing Compositional Feature Mapping (CFM) as a method to disentangle genuine

cortical selectivity from model-driven biases.

The techniques and results I describe in this chapter show that DNN-based simulations can be

both computationally e�cient and generalizable, validating the value of these models for data-driven

investigations of cortical function. This provides a 
exible framework for studying visual processing

in the brain, and establishes a foundation for my subsequent investigations in Chapters 3 and 4.

Methods

To establish a 
exible and accurate predictive model of BOLD responses, I employed an encoding

model approach using multivariate linear regression. My method involves several key steps: extract-

ing features from all layers of a selected DNN to capture a broad range of visual representations,
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applying e�cient dimensionality reduction techniques to manage feature complexity while preserving

predictive information, �tting a voxelwise encoding model using regularized linear regression to map

these downsampled features to BOLD responses, and using this trained model to simulate responses

to new stimuli. This approach ensures that both low- and high-level visual features contribute to

the model while maintaining computational feasibility. Once trained, the model enables simulation

of cortical responses to novel stimuli, enabling analyses of these simulated responses.

DNN Model Selection

In selecting a DNN model, I aimed to balance several considerations. The model should contain

a full set of computations mapping from image inputs into high-level outputs. In doing so, it should

provide a rich, hierarchical representation of visual features. It should also be a standard, well-

established model, not one speci�cally designed to yield brain-like representations. Finally, while

most of my analyses focus on static image-based representations, motion is an important factor in

visual processing, so I also sought to evaluate how incorporating a model that explicitly processes

temporal information a�ects simulation performance.

To meet these considerations, I selected Inception V3 as the primary model for feature extraction

(Szegedy et al., 2015). Inception V3 is a widely used convolutional neural network that became well-

known for achieving high classi�cation performance on the ImageNet dataset (Deng et al., 2009).

Its architecture is designed to e�ciently capture both local and global features across multiple

processing layers, making it well-suited for mapping onto the hierarchical organization of visual

cortex. Additionally, because it was developed as a high-performing but general-purpose vision

model, it provides a strong test case for whether standard vision-based DNNs can serve as e�ective

bases for BOLD response simulations. By extracting activations from multiple layers, I ensure that

a broad range of visual information|including features relevant to early, mid-level, and high-level

visual processing|is available for modeling voxelwise BOLD responses.

While my analyses primarily focus on the Inception V3 model, it is inherently limited in its

ability to capture temporal dynamics, as it processes each frame independently. To assess whether

explicitly modeling motion improves response simulations in motion-sensitive regions, I also include

VideoMAE, a transformer-based video model designed for spatiotemporal representation learning

(Tong et al., 2022). VideoMAE encodes and reconstructs video sequences by compressing both

spatial and temporal information into a compact representational space, ensuring that key dynamic
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features are retained. By simulating BOLD responses based on these latent features, I should be

able to model both low-level and high-level feature selectivity to temporal information, including

motion. In addition, by comparing results from the framewise Inception V3 model to those from

VideoMAE, I evaluate the impact of explicitly modeling motion information on simulated BOLD

responses.

Dataset and Preprocessing

For training the encoding models, I used stimuli and fMRI responses from Huth et al. (2012).

The stimuli consisted of 7,200 seconds of color video clips selected from commercial DVDs, depicting

a wide variety of dynamic scenes, including people, animals, objects, and natural environments. I

used fMRI data from �ve healthy adult participants (aged 22-30 years; 3 females, 2 males), recorded

while they viewed these stimuli. All participants had normal or corrected-to-normal vision and

provided informed consent in accordance with the Institutional Review Board of the University of

California, Berkeley. The movies were presented at 15 Hz with a resolution of 512� 512 pixels,

spanning 20� � 20� of visual angle. High-resolution whole-brain 3 Tesla fMRI data were collected

with a TR of 2 seconds and were z-scored prior to regression �tting. For more information about

fMRI parameters during BOLD response collection, see Huth et al. (2012).

For DNN feature extraction, each movie frame was preprocessed using standard transformations

for Inception V3 (Szegedy et al., 2015). Speci�cally, the images were resized to a minimum dimen-

sion of 299 pixels while retaining the original aspect ratio, then center-cropped to 299� 299 pixels,

converted to tensors, and normalized using the ImageNet dataset's mean and standard deviation val-

ues for each color channel. Extracted layers DNN activations were then downsampled, as described

in the following sections.

DNN Activation Downsampling

Mapping deep neural network (DNN) activations to cortical responses involves handling high-

dimensional feature spaces, as DNNs contain millions of units across multiple layers. To manage

computational complexity and prevent over�tting, it is essential to reduce the dimensionality of

these activations while retaining the most informative features relevant to BOLD responses. I

implemented a downsampling strategy comprising three distinct approaches: one tailored for spatial

(convolutional) layers, another for linear (fully connected) layers, and a temporal downsampling step
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to align with the temporal resolution of the BOLD data.

Downsampling of Spatial Layers

For convolutional layers with n spatial dimensions andC feature maps, I aimed to limit the total

number of features to a maximum ofFmax = 5 ;000 per layer. The target output size Si for each

spatial dimension i was determined using the following equation:

Si =

$�
Fmax

C

� 1
n

%

for each spatial dimensioni = 1 ; : : : ; n

where:

ˆ C is the number of feature maps (channels) in the layer,

ˆ n is the number of spatial dimensions (e.g., 2 for 2D convolutional layers),

ˆ b�c denotes the 
oor function to ensure integer output sizes.

This equation ensures an equitable reduction across all spatial dimensions, maintaining a bal-

anced representation of spatial information while adhering to the feature count constraint.

With the target spatial dimensions Si established, I used PyTorch's (Paszke et al., 2019) adaptive

pooling functions to perform the actual downsampling. Adaptive pooling dynamically adjusts the

pooling window sizes and strides based on the input dimensions and the desired output size, ensuring

comprehensive coverage of the input feature maps without overlaps or gaps.

Speci�cally, I used the following PyTorch functions based on the spatial dimensionality of each

layer:

ˆ torch.nn.AdaptiveMaxPool1d for 1D convolutional layers,

ˆ torch.nn.AdaptiveMaxPool2d for 2D convolutional layers,

ˆ torch.nn.AdaptiveMaxPool3d for 3D convolutional layers.

These functions automatically compute the appropriate kernel sizes and strides to achieve the

target output dimensions Si . By applying adaptive max pooling, I ensured that the most salient

features within each pooling window were preserved, e�ectively reducing redundancy and focusing

on the most informative features relevant to predicting BOLD responses.

As demonstrated in subsequent sections, this downsampling method not only reduces computa-

tional complexity but also improves prediction accuracy compared to using full-resolution activations.
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It achieves this while maintaining high prediction accuracy for BOLD responses, even after drastic

reductions in feature count. Based on these results, I used a maximum feature count of 5,000 for

each layer.

Downsampling of Linear Layers

Fully connected layers, which lack spatial dimensions, present a unique challenge for dimension-

ality reduction. A common approach is to apply Principal Component Analysis (PCA) across layer

activations in response to a set of stimuli (Lahner et al., 2024; J. J. Singer et al., 2025; Storrs et al.,

2021). However, this method can be computationally expensive and dataset-dependent.

As an alternative, I apply PCA directly to the model layer weights. This approach is based on

the premise that the weights themselves encode the variation in features extracted by the layer.

By performing PCA on the weights, I capture the primary axes of variation that the model deems

important, thereby obtaining a reduced set of components that are both model-derived and dataset-

invariant.

Concretely, for a linear layer with a weight matrix of shape units � features, I performed PCA

to obtain a principal components (PCs) matrix of shape PCs� features. Each PC represents an

axis capturing variation between units based on the weights they apply to the layer inputs. I then

selected the topn PCs and projected the temporal activations onto these axes by multiplying the

activations matrix (shape TRs � features) with the selected PCs, resulting in a reduced feature set.

This method yields a model-derived, lower-dimensional representation of the activations that

preserves informative axes of variation crucial for predicting BOLD responses. As demonstrated

later on in this text, this approach e�ectively captures the relevant information, even surpassing the

performance of PCA applied directly to the activations.

Temporal Downsampling

While spatial and linear downsampling techniques focus on reducing feature dimensionality,

temporal downsampling serves a di�erent purpose: aligning the high temporal resolution of DNN

activations with the slower temporal resolution of the BOLD signal (TR = 2 seconds). The goal

is to aggregate activations across frames to match the TR of the fMRI data rather than to reduce

feature dimensionality.

DNN activations were extracted for each frame of the natural movie stimuli presented at 15

Hz. To align these high-frequency activations with the BOLD signal's slower temporal resolution,
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I averaged the downsampled features within each 2-second window, corresponding to 30 frames.

This temporal averaging ensures that the feature representations are appropriately synchronized

with the temporal dynamics of the fMRI data, facilitating accurate regression mapping between

DNN features and voxelwise BOLD responses. This is consistent with common practice in encoding

models of BOLD fMRI data based on video stimuli (Huth et al., 2012; Lescroart & Gallant, 2019;

Nishimoto et al., 2011)

Encoding Model Fitting

I employed ridge regression to �t encoding models that map the downsampled DNN activations

to voxelwise BOLD responses 2.1. The BOLD data were z-scored prior to regression �tting, while

the DNN features remained in their original scales.

Figure 2.1: Overview of DNN-Based BOLD Encoding Models. A) Process of extracting DNN acti-
vations from visual stimuli and collecting BOLD responses from subjects viewing those same stimuli.
Ridge regression with cross-validation is used to learn a mapping between these DNN activations and
BOLD responses. B) Once trained, this mapping can be applied to DNN activations from new stim-
uli to simulate BOLD responses. C) To validate simulation accuracy, real and simulated responses
to withheld testing stimuli are compared using correlation as a measure of prediction accuracy.

To account for the hemodynamic response delay, I included temporally lagged versions of the
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DNN features by 2, 4, and 6 seconds (corresponding to one, two, and three TRs). This temporal

embedding allows the model to learn the hemodynamic response function in each voxel separately

for each DNN feature.

The ridge regression model for each voxeli can be expressed as:

yi = Xw i + � i ; (2.1)

whereyi is the z-scored BOLD response vector for voxeli , X is the design matrix containing the

concatenated DNN features across the temporal lags,w i is the weight vector for voxel i , and � i is

the error term.

I used 5-fold cross-validation to determine the optimal regularization parameter (� ) for each

voxel, selecting the� that maximized the cross-validated coe�cient of determination ( R2). The set

of � values tested ranged logarithmically from 100 to 1010 in 15 steps.

All regression �tting was performed using the Himalaya package (Dupr�e La Tour et al., 2022)

Simulating BOLD Responses

After �tting a model from downsampled DNN activations to BOLD responses, I used this model

to simulate BOLD responses to novel stimuli. This process was highly similar to the steps involved in

�tting this model in the �rst place. First, I selected stimuli for which I wanted to simulate responses.

Stimuli consisted of images and movies used in standard localizer paradigms:

1. Retinotopic Mapping: Moving bars, rotating angular wedges, and expanding/contracting

rings to map polar angle and eccentricity (Benson et al., 2018).

2. Category Selectivity: Static images of faces, body parts, objects, and scenes.

3. Motion Selectivity: Moving versus stationary dot �elds.

I divided all stimuli into individual frames and applied standard transformations (center cropping,

resizing, normalization) expected by the Inception V3 model. Then, I passed these transformed

frames through the Inception V3 model and collected internal activations from the same layers

used in training our simulation model. Then I downsampled them using the same downsampling

parameters as before, 
attened them, and concatenated them. Finally, I averaged the activations

across all frames falling within each 2-second window.
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The result of this was a set of downsampled features for each 2-second window of each stimulus.

By multiplying these features by previously �t regression weights, I produced a set of simulated

BOLD responses in each voxel. I then analyzed these simulated responses as if they were real BOLD

responses, using analysis pipelines designed for real BOLD responses.

Results

My results are organized into three main sections: evaluation of prediction accuracy, compari-

son of simulated and actual brain responses, and the application of encoding models to simulated

responses.

Evaluation of Prediction Accuracy

A fundamental quality of e�ective BOLD simulations is accurate prediction of responses to new

stimuli. To evaluate this, I evaluate the prediction accuracy of my simulation models on a withheld

set of naturalistic movie clips. I break these results into two subsections. First, I examine voxelwise

and regional average prediction accuracy across visual cortex. In the second subsection, I take a

closer look at the e�cacy of the downsampling techniques I've developed compared to previous

alternatives.

Voxelwise Prediction Performance of Encoding Models

Using my encoding models I predicted BOLD responses to a withheld set of naturalistic videos for

testing. As shown in Figure 2.2A, both Inception V3 and VideoMAE models achieve high prediction

accuracy across diverse regions of the visual system. The 
atmaps in Figure 2.2B illustrate the spatial

distribution of prediction accuracy for the Inception V3 model across visual cortex.

Portions of cortex which this model predicts with high accuracy include early visual areas involved

in low-level visual processing such as V1, V2, and V3, suggesting that this model e�ectively captures

low-level visual variation related to early visual processing in the brain. This is not surprising, given

that the hierarchical organization of Inception V3 results in early DNN layers dedicated to extracting

features like contrast and edges for use in later layers, but validates that the inclusion of activations

from later layers does not prevent the model from modeling responses in low-level cortex.

Outside of early visual cortex, prediction accuracy is comparably high in many established re-

gions. This includes face-selective regions such as the Occipital Face Area (OFA) and the Fusiform
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Figure 2.2: Prediction Accuracy of DNN-Based Encoding Models. A) Bar plot showing ROI-wise
prediction accuracy of BOLD responses to naturalistic movies. Prediction accuracy is noise-ceiling
corrected and averaged across ROI voxels and subjects. Results are shown for simulations based
on two DNN models, Inception V3 and VideoMAE, across diverse ROIs including early (V1, V2,
V3) and higher visual areas. Error bars show SEM across subjects. B) Flatmaps showing voxelwise
prediction accuracy of the Inception V3 model for subjects 1 and 2.
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Face Area (FFA), as well as the body-selective Extrastriate Body Area (EBA). Prediction accuracy

is relatively lower, though still high, in scene-selective regions including the Occipital Place Area

(OPA), Parahippocampal Place Area (PPA), and the Retrosplenial Complex (RSC). Taken together,

these results demonstrate that this model is able to accurately predict responses across a wide range

of visual cortical areas.

Linear Downsampling Performance

I evaluated the e�ectiveness of my dimensionality reduction techniques for reducing the dimen-

sionality DNN layer activations while preserving brain-related information. Concretely, I �rst divided

the training set of naturalistic movie clips into training and validation subsets using an 80/20 split.

Then, I applied di�erent downsampling variants to DNN layer activations, and evaluated the degree

to which brain-related information was preserved while reducing activation dimensionality.

First, I evaluated �ve di�erent variants of downsampling applied to linear layer activations.

These included PCA applied to layer weights (the new approach proposed here) and two control ap-

proaches: no downsampling, PCA applied to layer activations (the conventional approach), applying

1D windowed average pooling along layer activations, and projection of layer activations onto 100

randomly-generated vectors. In all cases except the no-downsampling condition, this reduced layer

activations from 1000 values to 100 values, a 10X reduction in feature count.

I applied these linear downsampling techniques to the pre-softmax logits (last layer activations)

of the same Inception V3 model as before. I then evaluated the downsampled activations using two

metrics. Reconstruction accuracy was computed by �tting a linear regression model, mapping from

the downsampled activations from the training subset to predict the full-size activations. Recon-

struction accuracy was then determined by predicting full-size activations on the validation subset,

and computing the correlation coe�cient between the full-size and reconstructed full-size activations.

This metric (Reconstruction Acc. in Table 2.1) quanti�es the amount of overall information present

in the original activations which has been preserved in the downsampled activations.

I also �t regression models on the training subset of downsampled activations to predict voxelwise

BOLD responses, and evaluated the accuracy of these predictions by computing the correlation

between the predictions and the actual BOLD responses to the validation subset. This metric

(Table 2.1) quanti�es the degree to which information speci�cally related to BOLD responses was

preserved by each downsampling technique. Reported values for both metrics are computed as

average values across all �ve experiment participants.
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Table 2.1: Comparison of Downsampling Techniques

Method Reconstruction Acc. Brain Pred. Acc. Feature Count

No Downsampling 1.0000 0.3191 1000

Activations PCA 0.8746 0.2931 100

Weights PCA 0.8585 0.3008 100

1D Pooling 0.7849 0.2796 100

Random Projection 0.7642 0.2825 100

Table 2.1 shows the comparison of linear downsampling techniques. Method speci�es which

approach was used to reduce the 1,000 pre-softmax activations to 100 features. Reconstruction

Acc. is the Pearson correlation between original activations and those reconstructed via a regression

model mapping from compressed representations back to full activations (without involving brain

data). Brain Pred. Acc. is the mean voxelwise prediction accuracy on the validation set, computed

by �rst averaging across all voxels per subject and then across subjects. Feature Count indicates

the number of features retained after downsampling.

I �nd that both PCA variants outperform 1D pooling and random projection at preserving

information from the full-resolution activations. PCA applied to the layer activations results in the

highest amount of total variation preserved, resulting in an average reconstruction accuracy of r

= 0.8746. This makes sense, given that PCA is designed speci�cally to maximize the amount of

variation preserved in a smaller set of components.

However, in the case of the average accuracy of brain responses predicted using the activations,

the highest performance is found by applying PCA to the layer weights. This �nding suggests

that the underlying assumption of this technique is correct, that layer weights encode the relative

importance of di�erent features for downstream tasks, which also re
ects the degree to which these

features are useful for predicting BOLD responses. This technique not only yields higher prediction

accuracy than tested alternatives, but does so in a way which is model-derived, dataset-independent,

and e�cient to compute.

Spatial Downsampling Performance

The primary objective of spatial downsampling is to reduce the computational burden asso-

ciated with high-dimensional feature maps while maintaining, or even enhancing, the predictive

performance of the encoding models. This is particularly critical for large convolutional neural

networks, which can contain feature maps with many millions of activations each.
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Table 2.2: Impact of Spatial Downsampling on Prediction Accuracy

Downsampling Pred. Acc. (Max) Pred. Acc. (Avg.) Compression

No Downsampling 0.3167 0.3167 1.0x

50k Limit 0.3713 0.3681 1.8x

25k Limit 0.3744 0.3719 4.0x

10k Limit 0.3738 0.3585 16.0x

2.5k Limit 0.3597 0.3519 64.0x

Table 2.2 shows the impact of spatial downsampling limits on encoding performance. Downsam-

pling denotes the �xed upper limit on the number of spatial features per layer used by adaptive

pooling. Pred. Acc. (Max) and Pred. Acc. (Avg.) report the encoding model's average predic-

tion accuracy on the validation stimuli when features are downsampled via max pooling or average

pooling, respectively (averaged across noise-ceiling{selected voxels and subjects). Compression is

the fold-reduction in total feature count relative to the original uncompressed feature maps.

I �nd that spatial downsampling e�ectively preserves most of the prediction performance, even

when applied aggressively. Notably, all downsampling levels (up to a 64-fold reduction) maintain

prediction accuracies that surpass the original, full-resolution activations. This demonstrates a

minimal loss of predictive capability despite a substantial reduction in feature size, which signi�cantly

improves the computational e�ciency of both model �tting and simulation processes.

Interestingly, the highest prediction performance is achieved not with the full-resolution feature

maps but with those downsampled to approximately 25,000 features. Speci�cally, the 25k Limit

condition yields the highest maximum and average prediction accuracies (R2 = 0 :3744 and 0:3719,

respectively). This improvement is likely attributable to the reduction of over�tting, where excessive

feature dimensionality in the full-resolution maps may capture noise or irrelevant variations in the

data. By downsampling to 25k features, the model retains the most salient and informative spatial

features while mitigating the risk of over�tting, thereby enhancing generalization to unseen data.

Across all levels of spatial downsampling, max pooling consistently outperforms average pooling

in preserving prediction accuracy. Max pooling e�ectively captures the most prominent activations

within each pooling window, which likely correspond to the most relevant features driving cortical

responses. In contrast, average pooling, which computes the mean activation, may dilute these

salient features, leading to a loss of critical information necessary for accurate predictions. This

consistent superiority of max pooling suggests that it is generally a more e�ective strategy for

spatial downsampling in the context of modeling BOLD responses.
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Overall, the evaluation of spatial downsampling methods demonstrates that aggressive down-

sampling can enhance model e�ciency without compromising predictive performance. The optimal

performance observed at the 25k feature level highlights the importance of balancing feature richness

with dimensionality reduction to prevent over�tting. Additionally, the advantage of max pooling

over average pooling underscores the need to preserve the most informative features within the down-

sampling process. These �ndings support that the proposed downsampling algorithm substantially

improves both computational e�ciency and prediction accuracy of BOLD simulations.

Comparison of Results from Simulated and Actual Brain Responses

In the previous section, I showed that my techniques enable accurate prediction of responses

to naturalistic video stimuli. However, these video clips, while distinct from those used to train

the model, were drawn from the same larger pool of clips and thus were still qualitatively similar.

This raises the question of whether this model can accurately simulate responses to qualitatively

di�erent stimuli, such as those used in functional localizers, and whether analyses of these simulated

responses would yield similar results to analyses of real data. Consequently, I compared analy-

ses of simulated responses to those of actual fMRI data across three di�erent localizer paradigms:

retinotopic mapping, category selectivity, and motion selectivity.

Retinotopic Mapping

Retinotopic tuning, in which a part of cortex responds to speci�c portions of the visual �eld,

serves as a common organizational principle in visual cortex, particularly in early visual areas.

Consequently, dedicated functional localizers are often used to map this tuning and delineate visual

areas such as V1, V2, and V3. To determine whether retinotopic mapping analyses reveal retinotopic

tuning when applied simulated responses, I simulate BOLD responses to retinotopic mapping stimuli

(Benson et al., 2018). These stimuli consist of a combination of moving bars, rotating angular wedges,

and expanding and contracting rings. I passed these stimuli through the same pipeline as before,

extracting DNN activations and using these to predict voxelwise responses. Once responses to all

the mapping stimuli were generated, I applied a population receptive �eld (pRF) modeling package

called Popeye (DeSimone et al., 2016) to the simulated responses. Here, I compare the results of

this analysis to the exact same analysis applied to actual BOLD responses to the same stimuli.

As shown in Figure 2.3, maps of polar angle selectivity derived from analysis of simulated BOLD
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