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Abstracts

Chapter 1: Using Randomization Methods to Analyze Treatment Significance on
Behavioral Finance Experiments.

Using R.A. Fisher's (1935) randomization methods for statistical inference, this paper
examines how stock market crashes affect future return beliefs using Safford et al. (2018)
experimental data. Safford et al. (2018), find that experiencing a crash causes a significant
difference in the overall belief distributions between individuals who experienced a market
crash at the beginning of an investmenet task, and individuals who never experienced a
crash. The randomization results show that market crashes do not significantly alter future
return expectations, as the post-crash belief distribution—evaluated at the mean, standard
deviation, skewness, and kurtosis—is not statistically different from those that did and did
not experience a market crash. This indicates that the correlation between market crashes
and changes in risk aversion passes mainly through a preference channel rather than a
belief channle just as Bucciol and Zarri (2015); Voors et al. (2012); Callen et al. (2014);

Kim and Lee (2014) have found.

Chapter 2: The Effects of Intergenerational Investment Advice.

Building on Thomas (2023), this study investigates the compounded intergenerational
transmission of investment advice and its impact on financial decision-making across three
generations. By examining the effects of both positive and negative advice from parents
and grandparents, our research investigates the influence of familial guidance on the
investment behaviors and risk perceptions of the younger generation. Our findings confirm

that advice from previous generations significantly affects the investment choices of



il
current generations, with double positive advice from both parents and grandparents
boosting endowment allocations to risky assets, whereas double negative advice increases
investment in safer assets. Interestingly, while the first experiment's impact of advice was
mediated through beliefs, our study suggests that risk aversion plays a crucial role. This
research underscores the profound influence of intergenerational advice on financial
decision-making, offering new insights into the psychological and behavioral facets of
investing.

Chapter 3: Revisiting the Utility of Gambling: Insights from a Machine Learning Analysis.
This study examines the predictive capabilities of machine learning models in identifying
distinct gambling behaviors among slot machine players. By utilizing an extensive dataset
of 38,299 unique slot machine players with over 24 million gambles, our research
investigates the reasons behind prolonged gambling sessions versus shorter engagements.
By integrating insights from Conlisk’s (1993) theoretical framework on the utility of
gambling, modern psychology theory, and advanced machine learning techniques, we
developed two predictive models that can classify gamblers based mainly on their
interaction with the slot machine within the first 15 minutes of play and at the end of their
initial gambling session. These models, one based on a Random Forest and the other on a
Logistic Regression classifier, demonstrate robust predictive power, with the Random
Forest model achieving an accuracy score of up to 0.912 and an area under the receiver
operating characteristics curve (AUC) score of 0.903, and the Logistic Regression model
reaching accuracy scores of 0.814 and AUC values of up to 0.842. Our analysis reveals
that initial betting amount, gambling pace, players’ age, number of changes in the

machines played, number of unique machines utilized, the account depletion rate, and the



il
utility generated by each bet are significant predictors of a player's likelihood to engage in
prolonged gambling sessions. Our findings underscore the potential of machine learning

in developing early intervention strategies that could lead to responsible gambling

practices and the creation of predictive tools for gambling disorder prevention.
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Chapter 1 - Using Randomization Methods to Analyze Treatment Significance in
Behavioral Finance Experiments.

Abstract

Using R.A. Fisher's (1935) randomization methods for statistical inference, this paper
examines how stock market crashes affect future return beliefs using Safford et al. (2018)
experimental data. Safford et al. (2018), find that experiencing a crash causes a significant
difference in the overall belief distributions between individuals who experienced a market
crash at the beginning of an investment task and individuals who did not experience a
crash . The randomization results show that market crashes do not significantly alter future
return expectations, as the post-crash belief distribution—evaluated at the mean, standard
deviation, skewness, and kurtosis—is not statistically different from those that did not
experience a market crash. This indicates that the correlation between market crashes and
changes in risk aversion passes mainly through a preference channel rather than a belief
channel just as Bucciol and Zarri (2015); Voors et al. (2012); Callen et al. (2014); Kim and

Lee (2014) have found.

1.1 Introduction

There have been numerous research studies examining the immediate and long-lasting
effects of major financial events on household’s future investment decisions and
participation rates in different financial markets. Malmendier and Nagel (2011), as the
pioneers of this movement, in their analysis on the U.S. Survey of Consumer Finances data
from 1960 to 2007, found that individuals who have experienced a stock market crash in

their lives report lower willingness to take financial risks, lower stock market participation



rates, invest a small fraction of their liquid assets in stocks, and report a more pessimistic
attitude towards future stock returns. They showed that the opposite is also true, individuals
who experienced high market returns report higher risk tolerance, are more willing to
participate in the stock market, and allocate higher portions of their liquid assets to stocks.
Multiple studies that followed Malmendier and Nagel (2011) research found similar results
(Guiso et al., 2013; Bassett et al., 2014; Bekaert and Hoerova, 2013). Weber et al. (2013)
and Ampudia and Ehrmann (2017) expanded the studies to European households and found
that the effects of experiencing a crash or a boom are consistent across demographics with
the exception that European households discount the past faster than their counterparts in
the U.S.

Experiments have also been conducted to test the ‘Depression Babies’ hypothesis of
Malmendier and Nagel (2011). One of the first experiments to test how macroeconomic
shocks influence risk aversion was conducted by Guerrero et al. (2012), which found that
participants whose first allocation decisions started right at the beginning of the Great
Crash of 1929 allocated 8% less of their total endowment into stocks compared to subjects
whose first allocation periods began prior to the crash. Lejarraga et al. (2016) built on
Guerrero et al. (2012) to test whether investors who learn about financial crisis and booms
from descriptions experience the same effects than those who learn from experience. The
results indicated that investors who learn about crashes and booms from personal
experience took less, in the case of the crash, or more, in the case of the boom, financial
risks than those who learned from descriptions. Papadovasilaki et al. (2015) conducted an
experiment to test the importance of the timing of a crash or boom in subsequent

investment decisions, and confirmed that investor’s early risky asset return experience



significantly influenced subsequent investment decisions. A follow up experiment by
Papadovasilaki et al. (2018), found that the magnitudes of the crash and boom matter more
than the timing at which these events occur.

The amount of evidence that links extreme financial events with future financial risk
taking is voluminous, and most importantly, coherent. However, only a few studies and
experiments have tried to understand the mechanisms that drive changes in financial risk
aversion after experiencing a market crash or a boom. Does the effect of an extreme
financial event pass through a beliefs channel or a preferences channel? Bucciol and Zarri
(2015) in their study of the US Health and Retirement Study(HRS) data from 2004-2010,
found that the effect of traumatic life events pass directly through a preference channel,
implying that traumatic events mainly shape risk preferences rather than beliefs in the
financial domain. This result goes against prior conclusions from Malmendier and Nagel
(2011), Weber et al. (2013), and Cameron and Shah (2015) that the effect of a traumatic
financial events passes through a belief channel. On the other hand, other studies, such a
Voors et al. (2012), Callen et al. (2014), and Kim and Lee (2014) agree with the preference
channel hypothesis.

To contribute to this ongoing debate, this paper expands upon the analysis of belief
distributions started by Safford et al. (2018). In order to fully understand the effects of a
crash in the belief channel, it is necessary to analyze the mean, standard deviation,
skewness, and kurtosis of the belief distribution to observe how these four moments
change and interact with each other during and after the crash. To assess the validity of the
observed statistical results presented by Safford et al. (2018), this paper would be

implementing Fisher’s (1935) randomization methods to test the sharp null hypothesis of



no treatment effects using Monte Carlo simulations. This methodology has not been used
in previous behavioral finance experiments, and differs vastly from the traditional
econometric procedures of hypothesis testing. The main advantages of Fisher’s
randomization method is that the hypothesis test does not make any assumptions about the
underlying population distribution of the outcome variable (Craig and Fisher, 2019), the
error distribution does not need to be known and homoscedasticity is not essential for the
analysis (Imbens and Rubin, 2015), and the method is applicable and flexible when data
violate many of the specific assumptions of other statistical techniques (Edgington and

Onghena, 2007). Additional details are provided below in the methodology section.

1.2 Data

The data used in this paper comes from Safford et al. (2018) behavioral finance
experiment. Safford’s experimental procedure had different intervals of investment
periods for the two groups of subjects; the ‘Crash’ group was given a 40-period investment
horizon and were subjected to historical DJIA returns from 1925 to 1964, while the ‘No
crash’ group was given an investment window of 20 periods and were subjected to
historical DJIA returns from 1945 to 1964. In addition, each group received an additional
treatment on how each subject within each group received historical market returns
information. A short-term frame (ST) table was given that only included a statistical
summary of the mean, standard deviation, maximum, and minimum of the DJIA from
1898-2011, while a long-term frame (LT) included a histogram of the distribution of the

DJIA (1898-2011) annual percentage returns ordered from lowest to highest. This



histogram was specifically designed to show subjects that the DJIA is a good investment
in the long run.

Subjects in each group made allocation decisions of their initial $3 endowment
between two assets, cash and stocks, using a spreadsheet interface. Prior to their allocation
decisions, subjects were asked to predict the percentage return on the stock asset in the
next period. To incentivize the subjects to give an accurate prediction of their expected
return of stocks, each subject was compensated with $0.25 if the estimate was within plus
or minus 10% of the actual return. In addition, subjects were given performance feedback
from the previous period, including their guess, the actual return of the stock, whether or
not they got the $0.25 incentive, and how much money they earned from their return
estimates. An initial inspection of the data revealed how the 78 subjects who participated
in the experiment were distributed between each treatment. Table 1.1 presents the initial
distribution of subjects based on their gender, their status as faculty or student, average

age, average investment experience, and average stock expectation.

1.3 Methodology

The methodology used in this paper is based on Fisher’s (1935) work. In the conventional
econometric approach (e.g., Athey and Imbens (2017)), treatment assignments are
considered fixed, while the outcomes are purely random. In contrast, a Fisher (1935)
randomized-based approach takes potential outcomes that each subject would have had in
each possible treatment scenario as fixed, and considers the assignment of subjects to
treatments as random. The main advantage of Fisher’s (1935) test on experimental data is

that the testing procedure becomes distribution-free, which means that it is not necessary



to know the reference set of data for the chosen test statistic to be tested. This has three

important implications according to Kennedy (1995):

1. Researchers are no longer restricted to using traditional test statistics that have a
known distribution under the null hypothesis. The choice of test statistic can be
made on grounds of likely power without having to worry about whether or not a

critical value can be found.

2. There is no need for assumptions regarding the distribution of errors beyond their
exchangeability. It is not necessary to assume normally distributed errors for small

sample properties.

3. The use of Fisher’s randomization test does not require a sample size that is large

enough to rely on the statistic’s asymptotic chi-squared distribution.

Many inferential statistical techniques require residuals of an outcome variable to be
normally distributed in a researcher’s sample (Lumley et al., 2002). Statistics such as t-
and F-test assume normality of residuals because this helps to ensure that the sampling
distribution of the means is likely to be normally distributed. However, it is difficult to
visually or statistically assess the extent to which this assumption is met with a relatively
small-n sample size (Ghasemi and Zahediasl, 2012). As a consequence, researchers could
be misled to believe their data are normally distributed when they are not, which might
lead to unreliable statistical outcomes (Craig and Fisher, 2019). When testing for normality
on the belief data obtained by Safford et al. (2018) using the Shapiro—Wilk W and the
Skewness and Kurtosis tests, we can reject the null hypothesis that the variable belief is

normally distributed in all groups (Table 1.3). Therefore, a t- or a F-test would not be



suitable for the analysis of treatment significance with a variable that is not normally
distributed.

It is important to remember that randomization tests are not the only non-parametric
statistical test that is applicable to data for which residuals are not normally distributed.
Among the most common tests are the Mann-Whitney U-test which is used to analyze
differences between two independent groups (Hart, 2001), and the Wilcoxon’s sign-rank
test which is a common method for analyzing differences between two paired groups
(Elise and Ball, 2002). However, these two tests have a tendency to be less powerful than
their parametric counterparts (Harris and Hardin, 2013). A few simulation studies have
shown that randomization tests are considerably more powerful than other non-parametric
tests and, in some instances more powerful than parametric tests (Nuzzo, 2017).

Another notable advantage of randomization statistics is that they do not necessitate
random sampling from a specific population (Craig and Fisher, 2019). Random sampling
is a cornerstone of many contemporary statistical methods, as it ensures that results
obtained from sample statistics can be utilized to make unbiased inferences about
population parameters (Shadish et al., 2002). Pitman (1937) demonstrated that
randomization tests can be employed to draw inferences about a sample without prior
knowledge of the population, thereby rendering random sampling unnecessary for
statistical analysis. This is particularly relevant in research where random sampling of
subjects from the population of interest may not produce a representative sample due to
the nature, location, and purpose of the research, as well as the characteristics of the
subjects of interest (Cleophas et al., 2009). In cases where random sampling is limited,

some sub-populations of participants may have a higher probability of being included in



a study than others. In the case of Safford et al. (2018), for instance, due to the in-person
nature and the geographic location of the experiment, 75.6% of the subjects tested were
college students (71.1% in the ‘Crash’ group, 80% in the ‘No Crash’ group, see Table 1.1).
Clearly this sample of participants is not representative of the population of investors, and
for the purpose of conducting the randomization analysis in this paper, it is assumed that
the sample is not random and as such randomization methods are particularly suitable for
this analysis.

In addition, when analyzing the effect of single-case research experiments, statistical
options are even more limited since only a single subject is observed. Methods that require
samples of independent observations, such as #- and F-fests, are inappropriate for this type
of research (Weaver and Lloyd, 2018). The hypotheses tested through randomization
techniques are more aligned with the research questions that experimenters in single-case
research, such as behavioral analysts or clinical researchers, tend to ask themselves. These
questions differ from the ones tested by population-based statistics (Craig and Fisher,
2019). In this case, the questions being asked are more focused on the data collected from
a specific individual or group of people, rather than on estimating population parameters
(Kazdin, 2011). For example, questions like, “Did the subject respond more or less in this
condition than in the other?” or, “Was the treatment effective for this group of
participants?” are more appropriate for single-case research.

The research questions that this paper aims to address through the implementation of

Fisher’s randomization method (Fisher, 1935) are:



1. Did the market crash result in a change in the mean, standard deviation, skewness,

and kurtosis of the subject’s and cohort’s return expectations for the risky asset?

2. Is the post-crash distribution of beliefs generated by subjects who experienced the
market crash statistically significantly different from the distribution of beliefs

generated by subjects who did not experience the market crash?

Fisher was interested in testing sharp nulls which assume that there is no treatment
effect:

Ho: Y (0)=Y(1)
Ha: Y(0)% Y (1)

The binary treatment is denoted by W € {0,1} which corresponds to receiving
treatment or not (e.g., taking a drug or a placebo). For each group, the observed outcome
is Y °» =Y (W) which is itself a function of the observed results for each subject i in the
cohort, Xjj= x1j,...,xnj Where j € {Treatment, Control}. The test statistic is thus defined as

the comparison of the two outcomes which could be a great variety of mathematical

relationships such as a simple difference, Y °*(1) — Y 2%(0), or their ratio, Y°?(1)/Y °>5(0).

For this paper, the test statistics to be analyzed are the difference in the mean, standard

deviation, skewness, and kurtosis of each treatment status:

T(WObs, Yobs,X) = Yob3(1) — Y°b(0) = Zxﬁ lec (1)

1 _— 1 -
T(WOP, Yo, X) = \/E i=1(Xir — Xr)? = \/E i=1(Xic = Xc)? (2)
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Under the Ho that the treatments are not related to patient outcomes, the way to analyze
the results is to fix the observed outcomes and compute all possible ways the patients can
be randomized. For each possible allocation of patients, a new test statistic is computed,
T(W,Y,X). The p-value is the probability, over the randomization distribution, of the new

test statistic taking on an absolute value as large as the actual observed value :

r

. )

p=P(TW,Y,X)| = [T(W,Y°%,X) =

Since there are more than a million ways subjects could have been assigned to each
group, a Monte Carlo simulation* was used to estimate the p-values of each simulation.
Then, the number of observations that were greater or equal to the initial observed value, r
= |T(+)| > |T°"(*)| , were counted and divided by the total number of permutations in each
simulation, k, to obtain the p-value. A correction factor provided by Davison and Hinkley

(1997) was used.

r+1

p+1 ®)

Using a confidence interval of 95%, the rejection rule becomes p < 0.05. Due to

computational limitations, only 5 simulations were conducted with 1,000, 2,500, 5,000,

1 Visit https://github.com/mauricios20/Randomized-Methods to inspect the Monte Carlo simulation code.
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7,500, and 10,000 permutations accordingly. Each permutation generates a random shuffle
of the subjects and randomly assigns them to a control and treatment group, always
maintaining the initial distributions of participants as an assigning rule.

In order to conduct Fisher’s method appropriately at the cohort level, the 40-period
cohort was divided into two equal groups of 20 periods, labeled as “During Crash” and
“Post Crash.” This division was made to ensure homogeneity in the number of
observations, x, across the groups. Furthermore, dividing the 40-period cohort into these
two groups provides a more comprehensive understanding of the spread and variation of
the subjects’ beliefs during two different time frames, and enables comparison with the
beliefs of subjects who never experienced a severe market crash. The “During Crash”
period starts in the year 1925 and ends in 1944, while the “Post Crash” period extends
from 1945 to 1964. As displayed in Table 1.1, there were 38 subjects in each of the “During
Crash” and “Post Crash” groups, and 40 subjects in the “No Crash” group.

The methodology for the individual analysis in the crash cohort was modified to align
with Fisher’s test requirements. In this part, the observations x within X of each subject
were randomized instead of randomly reassigning the subjects between treatments. The
null hypothesis to be tested is:

Ho: Yi(0)=Y«(1) vi=1,2,..,38
Hu: Yi(0) # Yi(1) vi=1,2,..38

Each vector X contains 40 observations for each subject in the crash cohort, with Xi=
X1,X2,...,x40. The time periods were divided into two distinct groups, During Crash’ and
Post Crash,” to create two new vectors of X for all subjects, each containing 20

observations. The During
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Crash’ group has Xipc= x1,x2,...,x20, and the Post Crash’ group has Xipc= x21,x22,...,x40. The
original observations for each vector were used to calculate the T statistic for each
individual: 7°%5i(Y °%, X) = Y i°’(Xipc) — Y:°*(Xirc). Randomizing the observations x among
the two vectors of X generates new values of T, which are used to calculate the p-value
using the same method as in the cohort analysis. Due to the large number of possible
combinations of observations given by each subject (millions), and computational
limitations, Monte Carlo simulations with 10,000 permutations were conducted for each

subject. These modifications met the following important requirements:

1. Randomization: By randomizing the observations x within X of each subject, instead
of randomly reassigning the subjects between treatments, the requirement of

randomization was met.

2. Independence: The permutations of the observations within each subject’s vector X

would ensure independence between the treatments.

3. Identically distributed: The T-statistic calculated for each individual subject would
be based on the same original observations for each vector, satisfying the

requirement of identically distributed data between treatments.

To quantify the fixed effects of the market crash during the 40-period cohort, a vector was
created for each subject containing only the responses given from 1929 to 1940, Xire =
Xs,...,X16. The remaining 24 periods from 1941 to 1964 were divided into two blocks, each
containing 12 observations, Xiz1 = x17,...,x28 and Xiz2 = x29,...,x40. Comparing Xire with Xiz1

provides an understanding of the immediate effect of the recession in the short run, while
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comparing Xire with Xiz2 gives insight into the long-term effects of the recession. The
analysis of the observed results yields two test statistics for each individual,
Ti%lis(YObs,X) = YiObS(XiFE) - YiObS(Xim) and Ti%bzs(YObS, X) = YiObS(XiFE) -
Y;°%5 (X;5,). To generate new values of Tiz1 and Tiz2, the observations x in vectors Xiz1 and
Xiz2 were randomized amongst themselves, while the observations in Xire remained fixed.
The newly generated test statistics were then used to calculate two distinct p-values, psi
and ps2, using the same procedures as before. Monte Carlo simulations with 10,000
permutations were conducted for each subject, following the same approach as in the
individual analysis with no fixed effects. It is important to note that each of the three
vectors contains 12 observations, which ensures a homogeneous distribution of weights
when computing and comparing the mean, standard deviation, skewness, and kurtosis of

the groups.

1.3.1 Important Considerations

Before conducting a randomization test, it is important to ensure that certain key
assumptions are met. The main assumption is that data must be exchangeable between the
groups being compared. This means that the variance between the two sets of data is
independent and homogeneously distributed (Good, 2002). Exchangeability is a crucial
condition for the validity of randomization tests, as non-exchangeable data can lead to
inaccurate results and inflated Type I errors (Huang et al., 2006). To meet this assumption,
it is necessary to randomly assign subjects to groups, or to present treatment conditions in
a random order to control for extraneous factors that might influence the dependent

variable (Craig and Fisher, 2019).
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Tests such as Levene’s test (Levene, 1960) and Bartlett’s test (Snedecor and Cochran,
1989) can be used to check for equal variances, but they are sensitive to non-normal data
(Kutner et al., 2005). An alternative proposed by Dean et al. (2017) is to use the usual
analysis of variance (F-test), as long as the ratio of the largest variance to the smallest
variance does not exceed three, or s2max/s2min < 3.

The second and final assumption that must be validated is the Stable Unit Treatment
Value Assumption (STUVA) proposed by Rubin (1978). This assumption requires that each
subject or group has only one potential outcome under each condition exposure. This
stability of the causal effect for each subject or group helps to ensure that the conditioning
exposure has the same effect on an individual or group, regardless of how the individual
or group came to be exposed. It also ensures that the effect of the exposure on an individual
or group is independent of the exposure of others (Schwartz et al., 2012).

If the STUVA assumption is satisfied, then Yi{(W:) = Y°**, meaning that the outcomes
depend only on the treatment given, and not on other possible interaction effects (Athey
and Imbens, 2016). This further supports the validity of the randomization test by ensuring
that the effects of the treatments are isolated and not influenced by other factors.

Finally, it is important to note that randomization tests focus on the sample rather than
the overall population. As a result, their significance is determined within each sample,
and any generalization to the broader population requires multiple replications across
different samples (Kazdin, 2011). Additionally, randomization tests and parametric tests
are sensitive to outliers, which can result in an increased Type II error rate, substantial
distortion of parameter and statistic estimates, and decreased power (Zimmerman, 1994).

The decrease in power is directly related to the magnitude of the outliers and inversely



15

related to the sample size, and this phenomenon is even greater when outliers are present
in both groups being randomized (Branco et al., 2011).

However, before removing any outliers, it is important to test the assumption of
homogeneity of variance with and without them, as there may be instances where this
assumption is satisfied with outliers of almost equal magnitudes in both groups. In such
cases, the randomization procedure must be carried out with the outliers. There are also
instances where removing outliers would cause the previously invalidated assumption of

homogeneity of variance to become valid, as will be demonstrated in Section 4.5.

1.4 Per Cohort Analysis

The results of the per cohort analysis are presented in Table 1.2 and Figure 1.1 and 1.2.
The table provides a comparison of the observed summary statistics of the three created
cohorts, which are classified as DC (During Crash), NC (No Crash), and PC (Post Crash).
Figure 1.1 and 1.2 provide a visual representation of the distribution of beliefs per cohort.
At first glance, it appears that the three groups are different in some aspects, yet similar in

others.

1.4.1 Central Tendency

The median value for all cohorts is 10.0%, while the mean values are slightly different, at
10.4%, 11.4%, and 11.7% for the DC, NC, and PC cohorts, respectively. The DC group
has a lower mean than the NC and PC groups, which have approximately similar means.
The mean values could be a result of the returns experienced by subjects in each group.

However, when comparing the objective distribution of returns each cohort was subjected
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to, it can be seen that the three mean predictions are greater than their objective means.
The DC mean is 4.8% greater than its objective mean of 5.6%, whereas the NC and PC
means are 1.2% and 1.5% greater than their actual experienced return of 10.2%. To
understand the precision of the sample means of the marginal distributions, the standard

error of the mean should be taken into account. The standard error for the NC cohort is

approximately 1.3 and 1.5 times smaller than that of the PC and DC cohorts (% ~

0.006

1.3,m ~ 1.5). This suggests that the sample mean for the NC cohort is a slightly more

precise estimate of its population mean than the sample PC and DC cohort means.

1.4.2 Variability

Table 1.2 reveals that there is more variation in the DC cohort compared to the other two
cohorts, with a standard deviation of 15.6% and variance of 2.4%. On the other hand, the
standard deviation and variance of the NC and PC cohorts are 12.7% and 1.6%, and 13.4%
and 1.8% respectively. This greater variation in the DC cohort can be attributed to its more
volatile return stream compared to the NC and PC cohorts. The variance of DJIA returns
from 1925 to 1944 is higher than the variance from 1945 to 1964, with standard deviations
of 30.3% and 15.4%, and variances of 9.2% and 2.4% respectively. As a result, less
variation in the NC and PC groups was expected. The interquartile range shown by the
box plots in Figure 1.2a reveals greater variability in the predictions of future returns in
the DC and PC cohorts, compared to the NC cohort which appears to have more uniform

predictions around the median.



17

1.4.3 Skewness

The skewness coefficients in Table 1.2 reveal that the belief distributions of the NC and
PC cohorts are positively skewed, meaning that the right-handed tail is longer than the left
one. This implies that many of the predictions made by subjects in these groups were lower
than the average prediction and they didn’t fully grasp the potential for negative returns in
the objective distribution. On the other hand, the skewness coefficient of 0.302 for the DC
cohort suggests a more symmetrical distribution, with both tails being of roughly equal
proportions. This could be due to the fact that subjects during the crash periods had a better
understanding of the extremes of the objective distribution as they experienced the
extreme highs and lows of the market.

Figure 1.2a provides a visual representation of the skewness in the distributions. The
box plots of the NC and PC cohorts reveal significantly more outliers on the right-hand
side of both distributions, making the right tails more dense. In contrast, the box plot of
the DC cohort shows well-balanced outliers with slightly more density on the left-hand
side of the distribution. Figure 1.2b illustrates the density and length of the tails of each
distribution. The violin plots show that the left tail of the DC group is longer and denser
than the NC and PC groups, while the left tail of the PC group is the shortest of all and the
NC group has the thinnest left tail due to a single negative outlier that stretches the
distribution. If this outlier of -50% expected return is removed from the NC data, its left
tail would be significantly shorter. On the other hand, if the outlier of 92% expected return
in the DC cohort is removed, the right tails of the three distributions would be

approximately the same length and density.
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1.4.4 Kurtosis

The kurtosis statistics indicate that the belief distributions of the three cohorts are severely
leptokurtic, meaning that they are more peaked and heavy-tailed compared to the objective
distributions. Figure 1.1a illustrates the kurtosis of each distribution, with the NC cohort
having the highest and thinnest peak, as confirmed by its kurtosis statistic of 9.41, which
is the highest of the three (DC=4.252, PC=5.224). This high kurtosis of the NC cohort
indicates that a significant proportion of the variance in beliefs is due to infrequent extreme
deviations, rather than frequent deviations. As shown in Figure 1.2a, the NC group has
fewer large outliers, particularly the single -50% prediction, which contributes to its high
kurtosis when compared to the other two distributions that have more frequent deviations

on their tails and thus lower kurtosis.

1.4.5 Fisher Test of Null Hypothesis

As previously mentioned in Section 3.1, before conducting any randomization test, it is
necessary to verify the assumptions of homogeneity of variance and Stable Unit Treatment
Value (STUVA). The STUVA assumption can be confirmed as the experiment was
designed in such a way that each subject was asked to provide a single estimate of the
expected return after being exposed to a given market return. Each treatment (the market
return shown to the subject) generated a single output (a belief expectation), and subjects
were not allowed to interact with each other during the experiment, ensuring that the effect
of exposure on each subject was independent of the exposure of others. Thus, the STUVA

assumption is not violated.
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The procedure outlined in Dean et al. (2017) was used to test for the homogeneity of
variance. As the ratio of variances between the three groups is less than three, i.e.,
S max/s>min < 3, a two-tailed Fisher’s F-test can be conducted to test the null hypothesis that

the variances for two groups being compared are equal:

Ho: 012 = O3y

Hu: (V) * 039
The rejection rule for the null hypothesis is defined as follows: Hois rejected if either F >

F.(1- %,dfn, dfd)or F > FC(%, dfn,dfd). Table 1.4a indicates that at a significance

level of 0.05, the results of the F-test do not provide sufficient evidence to reject the null
hypothesis that the variances of the PC and NC groups are equal, whereas there is sufficient
statistical evidence to reject the null hypothesis between the ‘DC’ and NC and the DC and
PC groups. However, after removing the outliers from each group and recalculating the F-
test, as shown in Table 1.4b, there is not enough evidence to reject the null hypothesis that
the variances of the DC and PC groups are equal, while there is sufficient evidence to reject
the null between the ‘DC’ and ‘NC’ and PC and NC groups. The bounds for removing
outliers were computed as Q1 - 1.5 * IQR and Q3 + 1.5 * IQR, and any observation outside
these bounds was deleted in each group, as shown in Table 1.5. The results of the F-test
with and without outliers demonstrate that the randomization procedure can only be
conducted for the PC and NC groups with outliers, and for the DC and PC groups without
outliers. However, the DC and NC groups cannot be compared using randomization
methods as they violate the assumption of homogeneous variance with and without

outliers.
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When comparing and the PC against the NC group with outliers, the observed mean,
standard  deviation, skewness, and kurtosis of the NC group, Y2bS =
[0.114,0.127,2.092,9.141], are different, as expected, from its counterpart, , ¥;°S =
[0.117,0.134,1.561,5.224]. The observed T statistic is simple the difference between
these two Y vectors, 7°» = [0.003, 0.007, -0.531, -3.917]. Rerandomizing the subjects
between these two groups and recalculating the Y values of each newly generated group,
Ye & Y:, anew test statistic would be generated in every single permutation, 7(W, ¥, X) = Y:
— Y. Table 1.6 provides an example of the three first results for different random
permutations for the four moments of the belief distribution in the 5,000 Monte-Carlo
simulations, the first two columns show the Ycand Y; values that were generated in each
permutation, and the last column shows the difference 7" between them. After performing
all the permutations in each of the 1,000, 2,500, 5,000, 7,500, and 10,000 simulations, the
algorithm counted how many times the absolute value of the test statistic in each
permutation was greater or equal to the absolute value of the initially observed test
statistic, r = |T(W,Y.X)| > |T(W°",Y °*$ X)|. This number, r, was then divided by the total
amount of permutations, k, to calculate the p-value along with its corrected value.

Table 1.7 and Figure 1.3 shows the results for the five Monte-Carlo simulations
between these two groups which suggest that the four centrality measures, i.e., the mean,
standard deviation, skewness, and kurtosis, are not significantly different between the
‘NC’ and ‘PC’ distributions for all values of k considered in the simulations. Therefore,
based on the results of the Monte-Carlo simulations, the ‘NC’ and ‘PC’ distributions can
be considered equivalent in terms of their centrality measures for the values of

permutations tested.
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To compare the DC and PC cohorts, it is necessary to remove the outliers from the two
groups in order to validate the assumption of homogeneity of variance. Table 1.8 presents
the summary statistics of the two cohorts without outliers. Based on the information in the
table, one can observe that there are differences in the statistical measures across the three
cohorts. For instance, the mean, median, and standard deviation of the “During Crash”
cohort are higher compared to those of the “No Crash” and “Post Crash” cohorts,
indicating that the “During Crash” cohort may have a higher level of variability. The
skewness and kurtosis measures also indicate that the distribution of the “During Crash”
cohort is less symmetric and less peaked compared to the “No Crash” and “Post Crash”
cohorts.

Additionally, since the subjects in each group are the same individuals, it has been
established that the subjects in the 40-period cohort are different during the crash and post-
crash periods. For example, subject 41 during the crash period was designated as 41DC
and 41PC during the post-crash period. Their vectors of responses were fixed accordingly,
Xaipc = xi,...,x20 and Xaipc = x21,...,x40. Thus, when the algorithm re-randomizes the
subject’s DC and PC, it is reallocating the vectors of responses of each individual between
the groups, Xipc and Xipc. With this understanding, the observed values of each cohort,
Y2b$ =[0.100,0.093,0.017,0.239],and  Y,°?S = [0.110,0.089,0.123,0.448] , were
used to calculate the observed T statistic, 7°% = [0.01,—0.004,0.106,0.209]. After re-
randomizing the subjects, new values of Y;and Y.are calculated, along with new values of
the T statistic.

Table 1.10 and Figure 1.4 present the results of Monte-Carlo simulations comparing

the distribution of the statistics (mean, standard deviation, skewness, and kurtosis) of the
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DC and PC cohorts. The results are reported as the values of the statistics, the
corresponding p-values, the correction applied to the p-values, and the final conclusion
based on the null hypothesis (Ho). The null hypothesis is that the two distributions are the
same. The table show that for each of the four statistics, the p-values are relatively large
and the correction applied to the p-values did not result in a significant difference between
the two distributions. Hence, for all four statistics, the null hypothesis failed to be rejected,
implying that the DC and PC distributions are not significantly different in terms of mean,

standard deviation, skewness, and kurtosis.

1.5 Per Subject Analysis

Table 1.11 presents the 24 subjects selected for the analysis of within-subject effects of a
market crash in the 40-period cohort.? The selection was based on the compliance of the
subjects with the homogeneity of variance assumption, which is necessary for the
implementation of the randomization technique. The summary statistics presented in Table
1.12 are calculated for each individual and provide insight into the differences between
the observations of the crash periods (Y°*) and the post-crash periods (Y°%)). The test
statistic for each statistic is calculated as the difference between the two Y values, allowing
us to gain a better understanding of how the observations vary between these two-time
frames.

Similarly, Table 1.13 provides the summary statistics of each individual, while taking

into consideration the fixed effect that the crash had. The table contains four variables,

Z Complete F-test results of all subjects are included in Appendix A1.1 Table 26.
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denoted as Yz, Y5, Y, and Yx. The table contains two sets of results, one for “Fixed Effects”
and one for two blocks of subjects, denoted as “Block 1" and “Block 2.” For each of the
four variables, the table provides the mean values for each subject, both for the fixed
effects and for the two blocks. Additionally, the table includes two sets of observed
difference values: Observed Difference FE-B1, and Observed Difference FE-B2. These
are calculated by subtracting the mean values for each subject from the corresponding
values for the fixed effects and for Block 1 and Block 2, respectively. The T-test statistics
for each of the four variables are also presented in the table, which can be used to assess
the statistical significance of the observed differences. The magnitude of the 7-test

statistics is given by |7].

1.5.1 Mean & Standard Deviation

The results summarized in Table 1.14 indicate that the differences in mean and standard
deviation between the crash and post-crash periods were not statistically significant for the
majority of subjects. Only two individuals, subjects 51 and 120, exhibited a statistically
significant change in mean. As shown in Table 1.12, the change in mean for these subjects
was mostly negative, with their belief decreasing in the post-crash period. The standard
deviation results indicated that only subject 115 had a statistically significant increase.
The results suggest that for the majority of the subjects, their mean beliefs did not
change significantly between the crash and post-crash periods. However, for two
individuals (subjects 51 and 120), a statistically significant change in mean was observed,

with their beliefs decreasing in the post-crash period suggesting that these two subjects
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became more pessimistic about future returns. The results also show that only subject 115
had a statistically significant increase in standard deviation, indicating that their beliefs
may have become more uncertain.

The results from the Monte Carlo simulation, as shown in Table 1.16, suggest that the
differences in mean between the crash and post-crash periods were only statistically
significant in two subjects (44 and 113) in the first block (12 periods immediately after the
crash). Subject 44 showed a decrease in belief in the post-crash period, while subject 113
showed an increase in belief. In the second block (12 years after the crash), there were
four subjects (51, 56, 116, 120) whose mean differences were statistically significant, with
subjects 51 and 56 showing a decrease in belief and subjects 116 and 120 showing an
increase in belief.

Table 1.17 shows that the differences in standard deviation between the crash and post-
crash periods were only statistically significant in a few subjects in both blocks. In the first
block, subjects 48 and 116 showed a decrease in standard deviation, while in the second
block subjects 56 and 115 showed a decrease in standard deviation indicating that the

variability of beliefs for these subjects decreased after the crash.

1.5.2 Skewness & Kurtosis

The results shown in Table 1.15 suggest that the variation in skewness and kurtosis among
the subjects is not statistically significant for the majority of the subjects. Only three
subjects (46, 51, 120) displayed a statistically significant change in the skewness
coefficient, and only one subject (46) showed a statistically significant change in kurtosis.

As indicated by the change in skewness, the beliefs of subjects 51 and 120 became
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positively skewed in the post-crash periods, while the beliefs of subject 46 became
negatively skewed. The kurtosis coefficient of subject 46 suggests that the distribution of
their beliefs became more likely to experience extreme deviations from their own
predictions.

The results presented in Table 1.18 and 1.19 indicate that the differences in skewness
and kurtosis were not statistically significant for any of the subjects in the subsequent 12
periods after the crash. However, there was a statistically significant change in skewness
and kurtosis in the 12 periods after the crash, but this change was only observed in subjects
44,107, and 103. By analyzing the change in skewness for subjects 44 and 107 in Table
1.13, it can be observed that their distributions of beliefs underwent a positive shift.
Subject 44’s beliefs went from being somewhat symmetric to positively skewed, while
subject 107’s beliefs went from being negatively skewed to more symmetric. The change
in kurtosis observed in subjects 44 and 103 in Table 1.12 indicates that their distributions
of beliefs became more susceptible to large, infrequent variations of their beliefs. For
subject 44, this means their beliefs became more prone to extreme deviations, while for
subject 113, their beliefs became less susceptible to extreme deviations.

From the results obtained, it can be noted that the pattern of change in skewness and
kurtosis was not homogenous across subjects. In the majority of subjects, there was no
statistically significant change in the skewness and kurtosis coefficients. Only a few
subjects (46, 51, 120, 107, 103, and 44) displayed a statistically significant change in these
coefficients. The direction and magnitude of change varied among these subjects, as the
beliefs of subjects 51 and 120 became positively skewed, while subject 46 became

negatively skewed. The kurtosis coefficients of subject 46 indicated that their beliefs
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became more susceptible to extreme deviations, while for subject 113, the opposite
occurred.

Moreover, the change in skewness observed for subjects 44 and 107 showed a positive
shift in their beliefs from either being symmetric or negatively skewed to either positively
skewed or more symmetric, respectively. The change in kurtosis observed in subjects 44
and 103 indicated a shift in their beliefs from either being more susceptible or less
susceptible to large infrequent variations of their beliefs, respectively. These results suggest
that the change in skewness and kurtosis among the subjects was not uniform, and the

direction and magnitude of change varied depending on the individual subject.

1.6 Further Validation of Results

In this section, we present a traditional analysis of repeated measures designs, and conduct
a two-sample Kolmogorov-Smirnov test to corroborate and further examine the findings
from the randomization method, using only the 40-period cohort. The first approach
employs a hybrid model that combines a traditional repeated measures analysis of variance
(ANOVA) and a linear mixed-effect model. This model utilizes a fixed intercept, as in a
repeated measures ANOVA, rather than the random intercept commonly employed in
mixed-effect models. Moreover, this hybrid model offers the advantages of a repeated
measures ANOVA, with the additional benefit of accommodating subjects with missing
time points by estimating missing observations and the capability of estimating additional
residual covariance structures (Mitchell, 2015). The two-sample Kolmogorov-Smirnov
test is employed to determine any differences in the distribution of beliefs across time

periods.
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For both analyses, the 40 periods of belief elicitation were divided into ten blocks of
four observations, with the aim of incorporating the years of the Great Depression (1929-
1932) into a single block (Block 2), providing a point of comparison for pre- and post-
market crash beliefs. Table 1.20 outlines the experimental time frames of each block, the
corresponding years they represent, and the historical average stock returns of the DJIA

provided to subjects in each time frame.

1.6.1 Hybrid Mixed-effect Linear Model

The measurements in block 1 serve as the baseline, as no specific treatment was applied.
Participants were exposed to a market crash in block 2 with the aim of reducing their
expectations of future returns. The measurements in the remaining blocks (3-10) are used
to determine the lasting effects of the market crash and how they compare to the baseline
predictions. The first goal of the methodology is to evaluate the immediate impact of the
market crash on belief formation. There is a concern that even if the crash is effective in
block 2, its effect may dissipate in the subsequent blocks. Therefore, the second goal is to
assess the sustained effectiveness of the treatment by comparing the average expected
returns in blocks 3-10 to those in the baseline Block 1.

The results of the mixed-effects maximum likelihood (ML) regression, shown in Table
1.21, show the relationship between the belief scores and the number of blocks. There are
38 subjects (N Groups) who were each measured 10 times for a total of 380 observations.
The log-likelihood of the model is 547.367, with a Wald j test statistic of 28.27 (9 degrees
of freedom) and a P > y? value of 0.0009, suggesting that the model provides a good fit to

the data.
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Before testing the hypothesis regarding the differences in beliefs across blocks, it is
necessary to compute the predicted mean of belief for each block, as shown in Table 1.22.
In block 1, the predicted mean of belief is 12.2% (95% CI=[9.3, 15.1]); in block 2, the
predicted mean is 7.04% (95% CI = [4.6, 9.5]); and in blocks 3 to 10, the predicted mean
ranges from 9.6% to 13.2% (95% CI=[6.8, 16.9]). Figure 1.5 is a visual representation of
the mean and 95% Cls for belief across the entire 10 blocks. By inspecting Table 1.22 and
Figure 1.5, it seems as if beliefs indeed decreased from baseline (Block 1) to Block 2, and
it appears that beliefs in blocks 3 to 10 go back up to baseline levels. The results in Table
1.23 represent a marginal contrast of linear predictions of belief scores between each of the
blocks (2 to 10) and Block 1. Based on the results, it can be observed that for Block 2, there
is a significant difference in beliefs compared to Block 1, with a contrast estimate of -
0.051, a p-value of 0.001 (95% CI=[-0.082, -0.021]). This suggests that Block 2 beliefs are
significantly lower than Block 1 beliefs. However, for blocks 3 to 10, there is not a
significant difference in beliefs compared to Block 1, as the p-values are all above 0.05.
For example, for Block 3, the p-value is 0.998, indicating no significant difference in
beliefs compared to block 1. The results suggest that Block 2 beliefs are significantly lower
compared to Block 1 beliefs, while the beliefs of blocks 3 to 10 do not differ significantly

from those of Block 1.

1.6.2 Kolmogorov—Smirnov

The two-sample Kolmogorov-Smirnov (KS) method is used to test for significant

differences in the distributions of beliefs between pre-market crash and during-market
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crash (Block 1 vs. Block 2) and pre-market crash and post-market crash (Block 1 vs. Blocks
3-10). The latter comparison would examine whether the market crash had a significant
impact on lowering the initially high expectations of subjects in the 40-period cohort. The
results of each comparison are shown in Table 1.24. The first line of each pairing tests the
hypothesis that Block 1 contains smaller values of beliefs than the block being compared
against, while the second line tests the hypothesis that Block 1 contains larger values than
its counterpart. N-unique is the number of observations that are different between the
blocks, and N is the total number of observations being tested.

The results of Block 1 vs. Block 2 (first line) indicate that there are no smaller values
in Block 1 (D = 0,p = 1). However, the second line reveals that Block 1 indeed contains
larger values of beliefs than Block 2, with a distribution difference between the distribution
functions of 0.23 and a p-value of 0.041, indicating a significant difference. The rest of the
KS results presented in Table 1.24 suggest that every other block is not statistically
different from Block 1, implying that the crash did not have a significant effect on lowering
the initial high expectations of subjects. The overall beliefs returned to pre-market crash
levels after Block 2 and remained within the 95% confidence level of the first average

linear prediction, as depicted in Figure 1.5.

1.7 Discussion

Upon analyzing the subdivision of the 40-period cohort into “During Crash” and “Post
Crash”, it was observed that the average predicted return in both scenarios remained above
the objective distribution (Xpc,rc=[10.4%,11.7%] and SEbpc.rc = [0.6%,0.5%], while Xob;

=[5.6%,10.2%] and SEo» = [6.8%,3.4%]). When comparing these averages with those of
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the 20-period cohort, referred to as “No Crash” ( xnvc= [11.4%] and SEnc= [0.4%]), the
“During Crash” average is lower than the “No Crash”, while the “Post Crash” average is
nearly identical to the “No Crash”. The symmetry of these three divisions (u 3pc.pcye=
[0.3,1.7,2.1]) reveals that all distributions are positively skewed, with the “During Crash”
distribution being more symmetric around the center. The variations of the three groups
(o%pcpene = [15.6%,13.4%,12.7%)], and a?pcpene = [2.4%,1.8%,1.6%]) show that the
“During Crash” period had a higher degree of variation, but it also demonstrates
similarities in variation between the “Post” and “No” crash periods. The kurtosis
coefficients of the three subdivisions (Kurtpcrcne=[4.3,5.2,9.1]) indicate that the return
beliefs were better spread around the mean and the tails of the “During Crash” distribution,
while the other two groups had more peaked and heavy-tailed distributions.

The corrected Monte Carlo p-values obtained when comparing “Post” and “No” crash
cohorts with 10,000 simulations are px = [0.912], ps = [0.784], psk = [0.311], and px =
[0.120]. At a 95% confidence level, we failed to reject the null hypothesis of no treatment
effect in every simulation, indicating that there is sufficient statistical evidence to conclude
that the two distributions are similar to a given extent in their mean, standard deviation,
skewness, and kurtosis. This suggests that the crash experienced in the previous 20 periods
had no real effect in helping subjects understand the rate of variation and the tails of the
distribution in the post-crash periods. Furthermore, the corrected Monte Carlo p-values
for the “During” and “Post” crash cohort without outliers with 10,000 simulations are px~
=[0.385], po=[0.701], psk=[0.652], and px= [0.659], indicating no real treatment effect

in any of the four moments of the distribution.



31

The individual-level analysis of the 40-period cohort, both without and with fixed
effects, indicated an insignificant treatment effect within individuals. The effects that were
observed were not consistent across individuals, with some subjects experiencing a
decrease in the mean while others observed an increase. This pattern was similarly
observed for the standard deviation, skewness, and kurtosis. The lack of coherence in the
treatment effects highlights the importance of conducting further experiments aimed at
testing changes in the distribution of beliefs. Such replication would enable researchers to
assess the persistence of the behaviors observed in previous studies, as well as to
generalize about the overall young investor population, and to examine the evolution of
beliefs before, during, and after significant market events such as crashes or booms.

The validity of these results was further confirmed by conducting a two-sample
KolmogorovSmirnov test and fitting a hybrid mixed-effects linear model. Our hybrid
model showed a good fit to the data, with a log-likelihood of 547.367, a Wald y? test statistic
of 28.27 (9 degrees of freedom), and a P > y? value of 0.0009. The results indicated a
decrease in participants’ beliefs in Block 2 compared to Block 1, with a contrast estimate
of -0.051 and a p-value of 0.001 (95% CI = [-0.082, -0.021]). However, beliefs in Blocks
3 to 10 did not differ significantly from those in Block 1, with p-values all above 0.05.

In addition, the results of the two-sample Kolmogorov-Smirnov test confirmed our
findings from the mixed-effects linear model. The test indicated a significant difference in
the distributions of beliefs between pre-market crash (Block 1) and during-market crash
(Block 2), with a D-statistic of 0.24 and a p-value of 0.001. However, the test did not find
any significant differences in the distributions of beliefs between pre-market crash (Block

1) and post-market crash (Blocks 3-10), with a D-statistic of 0.08 and a p-value of 0.54.
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1.8 Conclusion

Based on the analysis of the four moments of the belief distribution across three distinct
periods in Safford et al. (2018), it can be concluded that experiencing a market crash did
not have a significant effect on altering subjects’ beliefs about future expected returns. The
results of the tests comparing the ‘DC’ vs. ‘PC’ groups and the within-subjects effect
showed that the crash did not have a statistically significant impact on altering the mean,
standard deviation, skewness, or kurtosis of the subsequent years, even when controlling
for fixed effects. This conclusion was further strengthened by the results of the comparison
of the ‘PC’ group to the ‘NC’ cohort’s beliefs, which showed, at a 95% confidence level,
that both the treatment and control belief distributions were not statistically different.

The individual analysis further supported the conclusion that the effect of a crash on
beliefs was minimal. The majority of the subjects’ belief distributions were unaffected by
the crash, even when controlling for fixed effects. The rate of change of beliefs for each
individual in the 40-period cohort (as shown in Figure 1.6-1.11) remained consistent
throughout the experiment, with a variation of no more than +2% for most subjects. This
explains the absence of statistically significant results in the analysis of the during and
post-crash belief distributions of each individual.

Furthermore, our randomization findings were validated through a two-sample
Kolmogorov Smirnov test and the implementation of a hybrid model, which supported the
hypothesis that the market crash had a short-term impact on lowering subjects’ initial high

expectations, but its effects dissipated in the long run.
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These results align with the conclusion reached in Bucciol and Zarri (2015) that there
is no correlation between negative past events and beliefs about future market returns. This
suggests that the possibility exists that the relationship between negative life events and
changes in risk aversion in the financial domain is primarily driven by a preference
channel rather than a belief channel. These experiments and analyses presented here
document three primary findings. First, all participants in the experiments held overly
optimistic beliefs regarding the future return on stocks. Second, participants in the crash
conditions held about 6% less in stocks compared to those in the no crash condition. Third,
the statistical analyses presented here show there is no difference in the beliefs of
participants in the two conditions. Rational financial theory proposes that differences in
investor allocations must be driven either by beliefs or risk preferences. Therefore, if the
overoptimistic average return expectation of the 40-period cohort was not altered during
the entire duration of the crash cohort, but their average allocation of their endowments
was 6% less in stocks than the subjects who did not experience the crash (as reported in
Safford et al. (2018)), it can be hypothesized that the subjects in this crash cohort were, on
average, expecting better than average returns on the stock asset in spite of experiencing
the the crash, while allocating less of their endowments to the risky asset. In other words,

they were hoping for the best, but preparing for the worst.

1.9 Further Research

While several future directions of this experimental research are warranted, I conclude

with an outline of one particularly necessary extension. This proposed experiment
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involves testing three market conditions: crash, boom, and neutral. Each condition will
consist of 30 investment periods, which is the average investment window for the average
investor as reported in the literature. These 30-year periods will be divided into three
blocks of 10 years each.

The first block, encompassing the first 10 investment periods of the experiment, will
have a market return distribution that is equal across the three conditions. The second block
for the crash condition will have significant negative returns either at the beginning or end
of the 10-year block, while the boom condition will experience significant high returns
either at the beginning or end of the block. The neutral condition, on the other hand, will
have a more consistent and less volatile return stream than the other two throughout the
entire second block.

The final 10-year block will be the same for all three conditions and will have the same
return stream as the first block. However, the order in which the returns are presented will
be re-randomized, so the order is not the same as in the first block.

The three-block layout provides a clear understanding of (i) the formation of the four
moments of the belief distribution before any major financial event, (ii) how these
moments are altered during a market crash or boom, and (iii) the magnitude and
persistency of these alterations in the belief expectations in the years following these
events. The analysis of the three blocks for the different conditions is presented in Table

1.25. These matrices of comparisons across blocks and conditions offer a deeper and more
comprehensive understanding of how belief expectations are formed and disrupted in

different investment scenarios and across time.
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Hypothesis A:

- If the correlation exists between future belief expectations and experienced past
returns, the four moments of the belief distribution should be equal for the first 10-
year blocks across the three conditions, as they all face the same return stream.

Hypothesis B:

- If experiencing a crash or boom enhances individuals’ understanding of the positive
and negative extremes of market returns, the belief distributions of the second block
for the crash and boom conditions should show a statistically significant change in
skewness and kurtosis, while the mean and standard deviation remain unchanged,
as demonstrated in the analysis of the “During” and “No” crash cohort in the

experiment of Safford et al. (2018).

Hypothesis C:

- If major financial events have future repercussions on belief expectations, the belief
distribution of the third block for the crash condition should be positively skewed,

while for the boom condition, it should be negatively skewed.

- If the impact of a major financial event goes through a preference channel rather
than a belief one, as described in Bucciol and Zarri (2015); Voors et al. (2012);
Callen et al. (2014); Kim and Lee (2014), the distribution of beliefs in the third block
should be the same for all three conditions, while the average asset allocations

should change significantly for the crash and boom conditions.
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Hypothesis D:

- Ifthere is no treatment effect in subsequent years after experiencing a crash or boom,
the four moments of the belief distribution should be equal in both blocks 1 and 3,
just as in the “Post” and “No” crash analysis.

Hypothesis E:

- If the timing of experiencing highly positive or negative returns matters, as stated in
Ampudia and Ehrmann (2017); Malmendier and Nagel (2011); Papadovasilaki et al.
(2015), the sub-condition that experiences the crash or boom at the end of the second
block should show a significant difference in the skewness coefficient of the third
block’s distribution when compared to the sub-condition that experiences the

crash/boom at the beginning of the second block.

Hypothesis F:

- If individual effects are insignificant, the majority of subjects in both crash and
boom conditions should not show a statistically significant difference in their

individual distributions in block 3 when compared to blocks 1 and 2.
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Control (No Crash)

40 year 20 year
Covariate Treatment(LT) Control(ST) | Treatment(LT) Control(ST)
Male G 12 10 T
Female 13 7 10 13
Faculty 7 4 2 6
Student 12 15 18 14
Ave. Experience 2.73 247 2,175 2.52
Ave. Age 33.57 23.53 24.4 28.35
Ave. Expectation 0.1148 0.1057 0.1236 0.1049
Number of Subjects 19 19 20 20

Safford et al. {2018)

Table 1.1 Initial Subject Distribution in Safford's Experiment
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During Crash | No Crash | Post Crash
Marginal Objective | Marginal Objective | Marginal Objective
mean 0.104 0.056 0.114 0.102 0.117 0.102
median 0.100 0.058 0.100 0.136 0.100 0.136
std 0.156 0.303 0.127 0.154 0.134 0.154
variance 0.024 0.092 0.016 0.024 0.018 0.024
SE 0.006 0.068 0.004 0.034 0.005 0.034
min -0.500 -0.527 -0.500 -0.128 -0.200 -0.128
max 0.920 0.667 0.800 0.440 0.800 0.440
skewness  0.302 0.039 2.092 0.313 1.561 0.313
kurtosis 4.252 -0.366 9.141 -0.296 5.224 -0.296
IQR 0.120 0.441 0.100 0.204 0.130 0.204
N 760 20 | 800 20 | 760 20
Table 1.2 Cohort's Summary Statistics
Variable ~ Obs Pr(skewness) Pr(kurtosis) Adj x%(2) Prob > x?
DC-Belief 760.0 0.001 0.0 71.675 0.0
PC-Beliet  760.0 0.000 0.0 201.409 0.0
NC-Belief 800.0 0.000 0.0 300.964 0.0

(a) Skewness and Kurtosis Test.

Variable Obs W \% z Prob = =z
DC-Belief 760.0 0909 44717 9.304 0.0
PC-Belief 760.0 0.881 56.818 9.891 0.0
NC-Belief 800.0 0.810 97.580 11.239 0.0

(b) Shapiro-Wilk W Test.
Table 1.3 Test for Normality Results
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52 g2 dfn dfd ¥ 13 Fa H,

TraE mran 3

DCvsNC 0.024 0.016 759 799 1509 1.151 0.869 Reject
DCvsPC  0.024 0.018 759 759 1.359 1.153 0.867 Reject
PCvsNC 0.018 0.016 759 799 1.111 1.151 0.869 Fail to Reject

wie

(a) Two Tail F-test with outliers.

Sgrm'.c Sieiu dfn  dfd F £ -E'1% H,

DCvsNC 0.008 0.005 675 725 1.714 1.160 0.862 Reject
DCvsPC  0.009 0.008 719 675 1.089 1.160 0.862 Fail to Reject
PCvsNC 0.009 0.005 719 725 1.866 1.157 0.864 Reject

iR

(b) Two Tail F-test witout outliers.
Table 1.4 F-test for Homogeneity of Variance.

Q1 Q3 IQR Upper Bound Lower Bound obs > Upper obs < Lower Total

During Crash  0.05 017 0.12 0.350 -0.130 32 52 34
Post Crash 0.05 018 0.13 0.375 -0.145 32 8 40
No Crash 0.05 015 0.10 0.300 -0.100 60 14 74

Table 1.5 Outliers in each group.

Y, Y, T Y, Y, T
0 0.103 0.128 -0.025 0 0.134 0127 0.007
1 0.120 0111 0.009 1 0136 0.125 0.011
2 0122 0109 0.013 2 0131 0129 0.002

(a) Mean (b) Standard Deviation

Y Yi T Ye Yy T
0 1574 1.875 -0.301 0 6.422 7.108 0.686
1 1.878 1.630 0.248 1 7.186 6.454 -0.732
2 1.832 1.828 0.004 2 7278 6.652 -0.626

{c) Skewness {d) Kurtosis

Table 1.6 Example of the first 3 permutations of a 5,000 Monte-Carlo Simulation, NC vs PC.
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ke r p-values Correction H, k r p_values Correction H,
1000 907 0.907 0.907 Fail to Reject w00 775 0.775 0.775 Fail to Reject
2500 2285 0.914 0.914 Fail to Reject 2500 1957 0.783 0.783 Fail to Reject
A000 4561 0.912 0.912 Fail to Reject a000 3877 0.775 0.775 Fail to Reject
To00 6759 0.901 0.901 Fail to Reject THO0 &30 0777 0.777 Fail to Reject
10000 9119 0.912 0.912 Fail to Reject 10000 T844 0.784 0.784 Fail to Reject
(a) Mean (b) Standard Deviation
k r p-values Correction H, k T p_values Correction H,
1000 301  0.301 0.302  Fail to Reject 1000 118  0.118 0.119  Fail to Reject
2500 T3l 0.292 0.293 Fail to Reject 2500 310 0.124 0.124 Fail to Reject
a000 1581 0.316 0.316 Fail to Reject a000 584 0.117 0.117 Fail to Reject
To00 2305 0.307 0.307 Fail to Reject THOD 918 0.122 (.123 Fail to Reject
Loooo 3112 0.311 0.311 Fail to Reject 10000 1204  0.120 0.120 Fail to Reject
(c) Skewness (d) Kurtosis
Table 1.7 Monte-Carlo Simulations Results, NC vs PC.
During Crash | No Crash | Post Crash
Marginal Objective | Marginal Objective | Marginal Objective

mean 0.110 0.056 0.092 0.102 0.100 0.102
median 0.100 0.058 0.095 0.136 0.100 0.136

std 0.089 0.303 0.068 0.154 0.093 0.154
variance 0.008 0.092 0.005 0.024 0.009 0.024

SE 0.003 0.068 0.003 0.034 0.003 0.034

min -0.120 -0.527 =-0.090 -0.128 -(.143 =0.12%

mMax 0.350 0.667 0.290 0.440 0.370 0.440
skewness 0.123 0.039 0.187 0.313 0.017 0.313
kurtosis 0.448 -().366 0.208 -0.296 0.239 -0.296

IQR 0.080 0.441 0.080 0.204 0.100 0.204

N 676 20 | 726 20 | 720 20

Table 1.8 Cohort'’s Summary Statistics without Outliers.



Y. Y, T

0 0.107 0.103 0.004

1 0100 0110 -0.010

2 0.109 0,101 0.008

(a) Mean

Y. Yi T

0 0.131 0.006 0.125

1 0248 -0.173 0.421

2 -0.019 0.135 -0.154
(c) Skewness
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Y. Y, T

0 0.090 0.092 -0.002
1 0.089 0.093 -0.004
2 0.097 0.085 0.012

(b) Standard Deviation

Yo Y T

0 027 0390 0.114
1 0360 0.290 -0.070
2 0.580 0.152 -0.428

(d) Kurtosis

Table 1.9 Example of the first 3 permutations of a 5,000 Monte-Carlo Simulation, DC vs PC.

k r p-values Correction H, k r p_values Correction H,
1000 370 0.370 0.371 Fail to Reject 00 717 0717 0.717 Fail to Reject
2500 976 0.390 0.391 Fail to Reject 25000 1783 0.713 0.713 Fail to Reject
5000 1911 0.382 0.382 Fail to Reject 5000 3457 0.691 0.691 Fail to Reject
7500 2950 0.393 0.393 Fail to Reject 7500 5213 0.695 0.695 Fail to Reject
10000 35349 0.385 0.385 Fail to Reject 10000 7005 0.700 0.701 Fail to Reject

(a) Mean (b) Standard Deviation

k T p-values Correction H, k r p-values Correction H,
1000 652 0.652 0.652 Fail to Reject 1000 662 0.662 0.662 Fail to Reject
2500 1719 0.688 0.688 Fail to Reject 2500 1621 0.648 0.649 Fail to Reject
5000 3372 0.674 0.674 Fail to Reject 5000 3272 0.654 0.654 Fail to Reject
Ta00 5045 0.673 0.673 Fail to Reject 7500 4860 0.648 0.648 Fail to Reject
10000 6688  0.669 0.669 Fail to Reject 10000 6392  0.659 0.659 Fail to Reject

{c) Skewness

(d) Kurtosis

Table 1.10 Monte-Carlo Simulations Results, DC vs PC.



Subject | s, st din dfd F Fl—g F% | H,
44 0.006 0.006 19 19 1.009 2.526 0.396 | Fail to Reject
46 0.026 0.014 19 19 1.740 2.526 0.396 | Fail to Reject
48 0.027 0013 19 19 2064 2526 0.396 | Fail to Reject
49 0.023 0013 19 19 1.800 2526 0.396 | Fail to Reject
50 0.001 0.000 19 19 2154 2526 0.396 | Fail to Reject
51 0.040 0.032 19 19 1.255 2.526 0.396 | Fail to Reject
52 0.003 0.002 19 19 1.380 2.526 0.396 | Fail to Reject
54 0.016 0.008 19 19 2100 2526 0.396 | Fail to Reject
56 0.004 0.002 19 19 2302 2526 0.396 | Fail to Reject
5T 0.031 0.019 19 19 1.635 2.526 0.396 | Fail to Reject
T} 0.001 0.000 19 19 1.918 2526 0.396 | Fail to Reject
60 0.000 0.000 19 19 2190 2.526 0.396 | Fail to Reject
102 0.055 0.053 19 19 1.046 2.526 0.396 | Fail to Reject
103 0.053 0.040 19 19 1.343 2.526 0.396 | Fail to Reject
105 0.020 0.012 19 19 1.661 2.526 0.396 | Fail to Reject
107 0.019 0.018 19 19 1.007 2.526 0.396 | Fail to Reject
109 0.052 0.026 19 19 2.004 2526 0.396 | Fail to Reject
111 0.032 0.019 19 19 1.731 2526 0.396 | Fail to Reject
112 0.004 0.002 19 19 2217 2526 0.396 | Fail to Reject
113 0.000 0.000 19 19 1.339 2526 0.396 | Fail to Reject
115 0.016 0.007 19 19 2494 2526 0.396 | Fail to Reject
116 0.057 0.051 19 19 1.116 2.526 0.396 | Fail to Reject
117 0.003 0.002 19 19 1770 2.526 0.396 | Fail to Reject
120 0.003 0.002 19 19 1.18) 2.526 0.396 | Fail to Reject

42

Table 1.11 F-Test results for subjects who complied with homogeneity of variance assumption.
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Mean | Standard Deviation | Skewness | Kurtosis

Subject | Yo Yy T | YR Y T | Y YR TN YS Y (T

44 0.094 0.084 -0.010 | 0.078 0.078 0.000 | 0.342 -0.396 0.054 | 2.168 0.030 2.138
46 0.060 0.108 0.048 | 0.158 0.120 -0.038 | -0.061 -2.235 2.174 | -2.049 6.708 4.659
48 0156 0.184 0.028 | 0.115 0.166 0.051 |-0.046 -0.151 0.105 | -0.289 1.201 0.912
49 0.036 0.041 0.005 | 0.113 0.151 0.038 | -0.078 -0.252 0.174 | -1.136 -1.125 0.011
50 0.068 0.077 0.009 | 0.016 0.023 0.007 |-1.414 0.066 1.348 | 4.975 1.678 3.297
51 0.384 0178 -0.206 | 0.179 0.201 0.022 | -0.019 0.842 0.823 | -0.715 0.853 0.138
52 0.071 0.048 -0.023 | 0.052 0.044 -0.008 | 2.408 -1.404 1.004 | 7.200 7.595 0.395
54 0.071 0.045 -0.026 | 0.088 0.127 0.039 |-0.454 -0.317 0137 | -0.775 0.136 0.639
il 0.071 0.088 0.017 | 0.043 0.066 0.023 | 0.397 0.457 0.060 | -0.778 -0.851 0.073
57 0.034 0.062 0.028 | 0.137 0.175 0.038 | 0.213 -0.184 0.029 | -1.217 -0.239 0.978
bt 0.096 0104 0.008 | 0.020 0.028 0.008 | 0.624 -0.706 0.082 | -0.659 1.199 0.540
60 0.002 0.001 -0.001|0.002 0001 -0.001| 0990 0861 0129 2.601 -0.198 2.403
102 0172 0.097 -0.075 | 0.230 0.235 0.005 | 0.740 -0.907 0.167 | -0272 1.707 1.435
103 0.07% 0144 0.065 | 0.199 0.231 0.032 | 0.582 -0.369 0.213 | -1.149 -1.390 0.241
105 0.062 0.062 0.000 | 0.111 0.143 0.032 | -0478 0.244 0234 | 0.037 0267 0.230
107 0.143 0.074 -0.069 | 0.136 0.136 0.000 |-0.245 -1.487 1.242 | -0.656 2.401 1.745
109 0.279% 0215 -0.064 | 0.228 0.161 -0.067 | 1.059 1.295 0.236 | -0.139 0.629 0490
111 0.085 0.084 -0.001 | 0.137 0.180 0.043 | 0.076 -0.209 0.133 | -1.028 1.217 0.189
112 0134 0168 0.034 | 0.043 0.063 0.020 | 0.862 -0.916 0.054 | -0.708 1.014 0.306
113 0.072 0.067 -0.005| 0.019 0.017 -0.002 | 0.143 -0.269 0.126 | -0.388 1.216 0.828
115 0.052 0.071 0.019 | 0.081 0.128 0.047 |-0.505 -0.143 0.362 | -1.051 -0.993 0.058
116 0.263 0125 -0.138 | 0.239 0.226 -0.013 | 1.355 0.883 0466 | 0.798 2415 1.617
117 0.071 0.065 -0.006 | 0.040 0.054 0.014 |-4.472 -3.834 0.638 | 20.000 15212 4.788
120 0170 0.111 -0.059 | 0.053 0.048 -0.005 |-0.216 0.841 0.625 | -0.596 -0.486 0.110

Table 1.12 Per Individual Statistics
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Table 1.13 Fixed Effects Statistics
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Mean Standard Deviation
Subject | r p-values  Correction Hy r pvalues  Correction Hy

44 7101 0.710 0.710 Fail to Reject | 10000 1.000 1.000 Fail to Reject
46 2881 0.288 0.288 Fail to Reject | 2231 0.223 0.223 Fail to Heject
48 5503 0.550 0.550 Fail to Reject | 2198 0.220 0.220 Fail to Reject
49 9170 0.917 0.917 Fail to Reject | 842 0.084 0.084 Fail to Reject
a0 1782 0.178 0.178 Fail to Reject | 3581 0.358 0.358 Fail to Heject
51 22 0.002 0.002 Reject 5872 0.587 0.587 Fail to Reject
52 1607 0.161 0.161 Fail to Reject | 6856 0.686 0.686 Fail to Heject
54 4667 0.467 0.467 Fail to Reject | 1589 0.159 0.159 Fail to Reject
56 3735 0.374 0.374 Fail to Reject | 563 0.056 0.056 Fail to Heject
57 5001 0.580 0.500 Fail to Reject | 2378 0.238 0.238 Fail to Reject
58 3509 0.351 0.351 Fail to Reject | 2465 0.246 0.247 Fail to Reject
60 8056  0.806 0.806 Fail to Reject | 4432 0.443 0.443 Fail to Reject
102 3203 0.320 0.320 Fail to Reject | 9524 0.952 0.952 Fail to Reject
103 3565 0.356 0.357 Fail to Reject | 2390 0.239 0.239 Fail to Heject
105 10000 1.000 1.000 Fail to Reject | 3249 0.325 0.325 Fail to Reject
107 1227 0.123 0.123 Fail to Reject | 10000 1.000 1.000 Fail to Reject
109 3205 0.320 0.321 Fail to Reject | 2024 0.202 0.202 Fail to Reject
111 9992 0.999 0.999 Fail to Reject | 3296 0.330 0.330 Fail to Reject
112 654 0.065 0.065 Fail to Reject | 987 0.099 0.099 Fail to Heject
113 4775 0.478 0.478 Fail to Reject | 7646 0.765 0.765 Fail to Reject
115 5743  0.574 0.574 Fail to Reject | 166 0.017 0.017 Reject

116 665 0.066 0.067 Fail to Reject | 8755 0.876 0.876 Fail to Reject
117 T484 0.748 0.748 Fail to Reject | 7484 0.748 0.748 Fail to Heject
120 10 0.001 0.001 Reject 6370 0.637 0.637 Fail to Reject

Table 1.14 Mean & Standard Deviation Results per Individual
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Skewness | Kurtosis
Subject | r p-values  Correction H, | r pvalues  Correction Hy

44 BER1 0.B88 0.888 Iail to Reject | 1477 0.148 0.148 Fail to Reject
46 9 0.001 0.001 Reject 10 0.001 0.001 Reject

48 7095 0.710 0.710 Fail to Reject | 4923 0.492 0.492 Fail to Reject
49 7370 0.737 0.737 Iail to Reject | 9860 0.986 0.986 Fail to Reject
a0 1957 0.196 0.196 Fail to Reject | 3028 0.303 0.303 Fail to Reject
5l G 0.001 0.001 Reject 2064 0,806 0.806 Fail to Reject
52 5011 0.501 0.501 Fail to Reject | 9053 0.905 0.905 Fail to Reject
54 B538 0.854 0.854 Fail to Reject | 4056 0.406 0.406 Fail to Reject
56 9123 0.912 0.912 Fail to Reject | 8793 0.879 0.879 Fail to Reject
57 7870 0T8T 0.787 Fail to Reject | 1764 0.176 0.176 Fail to Reject
58 6359 0.656 0.656 Fail to Reject | 3558 0.356 0.356 Fail to Reject
60 9818 0.982 0.982 Iail to Reject | 5938 0.594 0.594 Fail to Reject
102 7449 0.745 0.745 Fail to Reject | 3366 0.337 0.337 Fail to Reject
103 789 0.079 0.079 Fail to Reject | 4901 0.490 0.490 Fail to Reject
105 3249 0.325 0.325 Fail to Reject | 6383 0.638 0.638 Fail to Reject
107 606 0.061 0.061 Fail to Reject | 2035 0.294 0.294 Fail to Reject
109 7373 0.737 0.737 Iail to Reject | 7982 0.798 0.798 Fail to Reject
111 7908 0.791 0.791 Fail to Reject | 8745 0.874 0.875 Fail to Reject
112 6037 0.604 0.604 Iail to Reject | 8850 0.885 0.885 Fail to Reject
113 5774 0.577 0.577 Fail to Reject | 3532 0.353 0.353 Fail to Reject
115 1978 0.198 0.198 Irail to Reject | 9499 0.950 0.950 Fail to Reject
116 5617 0.562 0.562 Fail to Reject | 5242 0.524 0.524 Fail to Reject
117 10000 1.000 1.000 Fail to Reject | 10000 1.000 1.000 Fail to Reject
120 240 0.024 0.024 Reject B569 0.857 0.857 Fail to Reject

Table 1.15 Skewness & Kurtosis Results per Individual
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Block 1 Block 2
Subject | r pvalues Correction Hy r pvalues  Correetion Hy

44 236 0.02 0.024 Reject 5052 0.51 0.505 Fail to Reject
46 G042 0.60 0.604 Iail to Reject | G664 0.67 0.666 Fail to Reject
48 8244 0.82 0.824 Iail to Reject | 2053 0.21 0.205 Fail to Reject
49 G139 0.61 0.614 IMail to Reject | 4028 0.40 0.403 Fail to Reject
a0 3225 0.32 0.323 Irail to Reject | 10000 1.00 1.000 Fail to Reject
51 9751 0.98 0.975 Fail to Reject | 275 0.03 0.028 Reject

52 9476 0.95 0.948 Fail to Reject | 3127 0.31 0.313 Fail to Reject
54 TI65 0.80 0.797 Fail to Reject | 5327 0.53 0.533 Fail to Reject
56 9761 0.98 0.976 Fail to Reject | 275 0.03 0.028 Reject

a7 3607 0.36 0.361 Iail to Reject | 7586 0.76 0.759 Fail to Reject
58 BO54 0.90 0.895 Iail to Reject | 2704 0.27 0.270 Fail to Reject
60 6458 0.65 0.646 Fail to Reject | 10000  1.00 1.000 Fail to Reject
102 1560 0.16 0.156 Fail to Reject | 8903 0.89 0.890 Fail to Reject
103 3426 0.34 0.343 Fail to Reject | 4361 0.44 0.436 Fail to Reject
105 5060 0.51 0.506 Fail to Reject | 5856 0.59 0.586 Fail to Reject
107 815 0.08 0.082 Fail to Reject | 9360 0.94 0.936 Fail to Reject
109 4965 0.50 0.497 Fail to Reject | 5167 0.52 0.517 Fail to Reject
111 BH19 (.86 0.862 Iail to Reject | 4263 0.43 0.426 Fail to Reject
112 THo9 0.77 0.766 Iail to Reject | 3359 0.34 0.336 Fail to Reject
113 20 0.00 0.002 Reject 9990 1.00 0.999 Fail to Reject
115 4009 0.41 0.410 Fail to Reject | 5986 0.60 0.599 Fail to Reject
116 9801 0.99 0.989 Fail to Reject | 96 0.01 0.010 Reject

117 w000 1.00 1.000 Fail to Reject | 5023 0.50 0.502 Fail to Reject
120 9932 0.99 0.993 Iail to Reject 88 0.01 0.009 Reject

Table 1.16 Fixed Effects Mean Results per Individual
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Block 1 | Block 2
Subject | r pvalues Correction H, | r pvalues Correction H,

44 3829  0.3829 0.38 Fail to Reject | 9013  0.9013 0.90 Fail to Reject
46 2931 0.2931 0.29 Fail to Reject | 5923  0.5923 0.59 Fail to Heject
48 206 0.0206 0.02 Reject 9801  0.9801 0.98 Fail to Reject
49 8537  0.8537 0.85 Fail to Reject | 2649  0.2649 0.26 Fail to Reject
a0 9234  0.9234 0.92 Fail to Reject | 1141  0.1141 0.11 Fail to Reject
5l 6331 0.6331 0.63 Fail to Reject | 1114  0.1114 0.11 Fail to Reject
52 6119 0.6119 0.61 Fail to Reject | 3925  0.3925 0.39 Fail to Reject
54 8386  0.8386 0.84 Fail to Reject | 2920  0.2920 0.29 Fail to Reject
56 9228 0.9228 0.92 Fail to Reject | 171 0.0171 0.02 Heject

a7 2150 0.2150 0.22 Fail to Reject | 9030  0.9030 0.90 Fail to Reject
58 8116  0.8116 0.81 Fail to Reject | 2408  0.2408 0.24 Fail to Reject
60 4660  0.4660 0.47 Fail to Reject | 10000  1.0000 1.00 Fail to Heject
102 6477 0.6477 0.65 Fail to Reject | 3152  0.3152 0.32 Fail to Reject
103 9685 0.9685 0.97 Fail to Reject | 539 0.0539 0.05 Fail to Reject
105 2025 0.2025 0.20 Fail to Reject | 888G  0.3886 0.89 Fail to Reject
107 T768  0.7768 0.78 Fail to Reject | 4608  0.4608 0.46 Fail to Reject
109 1326 0.1326 0.13 Fail to Reject | 7734  0.7734 0.77 Fail to Reject
111 8344 0.8544 (.83 Fail to Reject | 2588  0.2588 0.26 Fail to Reject
112 7912 0.7912 0.79 Fail to Reject | 3788  0.3788 0.38 Fail to Reject
113 9742 0.9742 0.97 Fail to Reject | 9148  0.9148 0.91 Fail to Heject
115 9994  0.9994 1.00 Fail to Reject | 134 0.0134 0.01 Reject

116 133 0.0133 0.01 Reject 9459  0.9459 0.95 Fail to Reject
117 10000 1.0000 1.00 Fail to Reject | 5023  0.5023 0.50 Fail to Reject
120 8092 0.8092 0.81 Fail to Reject | 5727  0.5727 0.57 Fail to Reject

Table 1.17 Fixed Effects Standard Deviation Results per Individual
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Block 1 | Block 2
Subject | r povalues Correction H, | r p-values Correction H,

44 3940 0.3940 0.39 Fail to Reject | 142 0.0142 0.01 Reject

46 4292 0.4292 0.43 Fail to Reject | 5304  0.53304 0.53 Fail to Reject
48 6996  0.6996 0.70 Fail to Reject | 7543  0.7543 0.75 Fail to Reject
49 1850  0.1850 0.19 Fail to Reject | 5873  0.5873 0.59 Fail to Reject
50 7203 0.7203 0.72 Fail to Reject | 10000  1.0000 1.00 Fail to Reject
5l 7797 07797 0.78 Fail to Reject | 8058  0.8058 0.81 Fail to Reject
52 6068 0.6068 0.61 Fail to Reject | 7007  0.7007 0.70 Fail to Reject
5d 9093 09003 0.91 Fail to Reject | 3696  0.3696 0.37 Fail to Reject
56 5922 0.5922 0.59 Fail to Reject | 5885  0.5885 0.59 Fail to Reject
57 6043 0.6043 0.60 Fail to Reject | 5915  0.5915 0.59 Fail to Reject
58 2460  0.2460 0.25 Fail to Reject | 7730  0.7730 0.77 Fail to Reject
G0 7386  0.7386 0.74 Fail to Reject | 4777 04777 0.48 Fail to Reject
102 6623  0.6623 0.66 Fail to Reject | 5374  0.5374 0.54 Fail to Reject
103 3070 0.3070 0.31 Fail to Reject | 575  0.0575 0.06 Fail to Reject
105 2395 0.2395 0.24 Fail to Reject | 2481  0.2481 0.25 Fail to Reject
107 9807 0.9807 0.98 Fail to Reject | 221  0.0221 0.02 Reject

109 5487 0.5487 0.53 Fail to Reject | 5403  0.5403 0.54 Fail to Reject
111 5068 0.5068 0.60 Fail to Reject | 5397  0.5397 0.54 Fail to Reject
112 4089  0.4089 0.41 Fail to Reject | 7390  0.7390 0.74 Fail to Reject
113 6389  0.6380 0.64 Fail to Reject | 6300  0.6300 0.63 Fail to Reject
115 5649 0.5649 0.56 Fail to Reject | 3818  0.3818 0.38 Fail to Reject
116 9762 0.9762 0.98 Fail to Reject | 9866  0.9866 0.99 Fail to Reject
117 10000 1.0000 1.00 Fail to Reject | 5023  0.5023 0.50 Fail to Reject
120 1078  0.1078 0.11 Fail to Reject | 827  0.0827 0.08 Fail to Reject

Table 1.18 Fixed Effects Skewness Results per Individual
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Block 1 Block 2
Subject | r p-values Correction Hy T p-values Correction Hy

44 8232  0.8232 0.82 Fail to Reject | 281  0.0281 0.03 Reject

46 8119  0.8119 0.81 Fail to Reject | 3806  (.3896 0.39 Fail to Reject
48 1536 0.1536 0.15 Fail to Reject | 5874  0.5874 0.59 Fail to Reject
49 1304 0.1304 0.13 Fail to Reject | 7370  0.7370 0.74 Fail to Reject
50 8130  0.8130 0.81 Fail to Reject | 3374  0.3374 0.34 Fail to Reject
51 3233 0.3233 0.32 Fail to Reject | 6423  0.6423 0.64 Fail to Reject
52 G811 (0.6811 0.68 Fail to Reject | 9508  0.9508 0.95 Fail to Reject
54 2517 0.2517 0.25 Fail to Reject | 7180  0.7180 0.72 Fail to Reject
56 4803  0.4803 0.48 Fail to Reject | 5314  0.5314 0.53 Fail to Reject
57 6401  0.6401 0.64 Fail to Reject | 1077 0.1077 0.11 Fail to Reject
58 T332 0.7332 0.73 Fail to Reject | 771 0.0771 0.08 Fail to Reject
G0 3003 0.3003 0.30 Fail to Reject | 8479  0.8479 0.85 Fail to Reject
102 5390  0.5390 0.54 Fail to Reject | 5460  (.5469 0.55 Fail to Reject
103 1998  0.1998 0.20 Fail to Reject | 22 0.0022 0.00 Reject

105 8453 0.8453 0.85 Fail to Reject | 9663  0.9663 0.97 Fail to Reject
107 9733 09733 0.97 Fail to Reject | 4405  0.4405 0.44 Fail to Reject
109 2442 0.2442 0.24 Fail to Reject | 4177  0.4177 0.42 Fail to Reject
111 2878  0.2878 0.29 Fail to Reject | 5197  0.5197 0.52 Fail to Reject
112 5950 0.5950 0.60 Fail to Reject | 2840  0.2840 0.28 Fail to Reject
113 3253 0.3253 0.33 Fail to Reject | 620  0.0620 0.06 Fail to Reject
115 733 0.0733 0.07 Fail to Reject | 5734  0.5734 0.57 Fail to Reject
116 8206  0.8206 0.82 Fail to Reject | 7313  0.7313 0.73 Fail to Reject
117 10000 1.0000 1.00 Fail to Reject | 5023  0.5023 0.50 Fail to Reject
120 6971  0.6971 0.70 Fail to Reject | 1102 0.1102 0.11 Fail to Reject

Table 1.19 Fixed Effects Kurtosis Results per Individual



Blocks | Experiment Period  Actual Year

% return on DJIA
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Jto B

9to 12
13 to 16
17 to 20
21 to 24
25 to 28
29 to 32
33 to 36
37 to 40

1925 to 1928
1929 to 1932
1933 to 1936
1937 to 1940
1941 to 1944
1945 to 1948
1949 to 1952
1953 to 1956
1957 to 1960
1961 to 1964

26.8%
-3L7%
33.5%
-5.1%
4.5%
4.7%
13.3%
15.8%
7.1%
9.7%

Table 1.20 Actual returns on DJIA given to subjects aggregated in four-year blocks.

Mixed-effects ML regression
Group variable: Subject

Log likelihood: 547.367

N Obs. 380
N Groups 38
Obs per group:
min 10
avg 10
max 10
Wald x* (9) 28.27

P>y 0.0009

Belief | Coefficient Std. err.  z P> |z [95% conf. interval]
Blocks
2 -0.052 0.016 -3.31 0.001 -0.082 -0.021
3 -0.000 0.018 0] (0.998 -0.036 0.036
4 -0.013 0.017  -0.77 0.442 -0.047 0.021
5 -0.027 0.020 -1.31 0.189 -0.066 0.013
6 -0.020 0.016 -1.29 0.196 -0.051 0.011
T 0.005 0.018 0.26 0.798 -0.031 0.041
8 -0.011 0.015 -0.68 0.497 -0.041 0.020
9 -0.011 0.017  -0.61 0.54 -0.044 0.023
10 0.009 0.023 0.42 0.675 -0.035 0.054
Cons 0.122 0.015 8.2 0 0.093 0.151

Table 1.21 Mixed-effects ML regression.
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Delta-method

Margin  Std. err.

[95% conf. interval]

Blocks

W00 =] oo e WD

—
=

0.122
0.0704
0.121
0.109
0.096
0.102
0.127
0.112
0.112
0.132

0.015
0.013
0.010
0.015
0.014
0.011
0.014
0.014
0.014
0.019

0.093
0.046
0.102
0.080
0.068
0.081
0.100
0.085
0.084
0.094

0.151
0.095
0.142
0.138
0.123
0.123
0.154
0.139
0.139
0.169
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Table 1.22 Adjusted predictions of the mixed-effects maximum likelihood (ML) regression, fixed

portion.

| df x* P >x* Contrast Std. err. [95% conf. interval|

Blocks

(2vsl) |1 11 0.001 -0.051 0.016  -0.082 -0.021
(Bvsl) |1 0 0.998 -0.000 0.018  -0.036 0.036
(4vsl) | 1 06 0442 -0.013 0.017  -0.047 0.021
(5vsl) | 1 1.7 0.189 -0.027 0.02 -0.066 0.013
6Gwsl) |1 1.7 0.196 -0.02 0.016 -0.051 0.01

(Tvsl) | 1 007 0.798 0.005 0.018  -0.031 0.041
(Bvsl) | 1 046 0497 -0.011 0.015  -0.041 0.02

Qvsl) | 1 037 054 -0.011 0.017  -0.045 0.023
(I0ws1) | 1 0.18 0.675 0.009 0.023  -0.035 0.054

Table 1.23 Contrasts of marginal linear predictions.
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D p-value | N-Unique N
0 1
(2vs 1) | _pagos  0.041 56 76
01579 0.388
Bvs1) | gos226 0.9 57 76
01316 0.518
(4vs1) | _p18a2  0.275 59 76
00526 09
(Bvsl) | p236g  0.119 58 76
0.1053  0.656
(6vs1) | piga2 0275 59 76
01579 0.388
(Tvs1) | _po7go  0.789 53 76
01053 0.656
(8vs1) | p1316 0.528 60 76
00789 0.789
(9vs 1) | _p23es  0.119 58 76
01053 0.656
(10vs 1) | _p1579  0.388 55 76

Table 1.24 Two-sample Kolmogorov—Smirnov test for equality of distribution functions.

N1 N2 N3 | N1 N2 N3
BE | BBvsN1 DBBvsN2 BBwvsN3 BC | BCvsN1 BCwsN1 BCvsN1
DB | DBvsN1 DBwvsN2 DBvsN3 DC | DCvsN1 DCvsN2 DCvsN2
PB | PBvsN1 PBvsN2 PBvsN3 PC | PCvsN1 PCvsN3 PCvsN3
(a) Boom vs. Neutral (b) Crash ws. Neutral
| BB DB PB | BC DC  PC
BC | BCvsBB BCvsDB BCwvsPB BC 1 X x
DC | DCvsBB DCvsDB DCvsPB DC | DCvsBC 1 x
PC | PCvsBB PCvsDB PCvsPB PC | PCvsBC PCvsDC 1
{c) Crash vs. Boom (d) Crash vs. Crash
| BB bbb | SubD1B SubD2 B
BB 1 X X

SubD1 C | SD1CvsSD1IB  SD1CvsSD2B
SubD2 C | SD2CvsSD1B  SD2CvsSD2B

(f) Subdivision 1 vs. Subdivision 2

DB | DBvsBE 1 X
FB | PBvsBB PBwvsDB 1

{e) Boom vs. Boom

Table 1.25 Matrices of Condition Comparisons
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Appendix A
Subject | 87, Smi, dfn dfd F Fi_a Fy H,
41 0.000 0000 19 19 NaN 2526 0.396 Reject
42 0.046 0002 19 19 25463 2.526  0.396 Reject
43 0.001 0000 192 19 inf 2,526  0.396 Reject
44 0.006 0006 19 19 1.009 2526 0.396 | Fail to Reject
45 0.125 0.030 19 19 4162 2.526 0.396 Reject
46 0.025 0.014 19 19 1.740 2,526 0.396 | Fail to Reject
47 0.024 0.000 19 19 639507 2526 0.396 Reject
48 0.027 0.013 19 19 2064 2526 0.396 | Fail to Reject
49 0.023 0013 19 19 1.800  2.526 0.396 | Fail to Reject
al 0.001 0000 19 19 2154 2526 0.396 | Fail to Reject
5l 0.040 0032 19 19 1.255  2.526 0.396 | Fail to Reject
a2 0.003 0002 19 19 1.380  2.526 0.396 | Fail to Reject
a4 0.016 000 19 19 2,100 2526 0.396 | Fail to Reject
a5 0.042 0009 19 19 4.723 2526 0.396 Reject
o 0.004 0002 19 19 2302 2526 0.396 | Fail to Reject
a7 0.031 0.019 19 19 1.635 2526 0.396 | Fail to Reject
a8 0.001 0000 19 19 1.918 2,526 0.396 | Fail to Reject
a4 0.024 0.003 19 19 4377 2.526 0.396 Reject
60 0.000 0.000 19 19 2190 2526 0.396 | Fail to Reject
102 (0.055 0053 19 19 1.046  2.526 0.396 | Fail to Reject
103 0.053 0040 19 19 1.343 2526 0.396 | Fail to Reject
104 0.000 0000 19 19 NaN 2526 0.396 Reject
105 0.020 0012 19 19 1.661  2.526 0.396 | Fail to Reject
106 0.046 0009 19 19 5.241 2526 0.396 Reject
107 0.019 0018 19 19 1.007  2.526 0.396 | Fail to Reject
108 0.040 0.011 19 19 3547 2526 0.396 Reject
1049 0.052 0.026 19 19 2004 2526 0.396 | Fail to Reject
110 0.043 0.003 19 19 9406 2.526 0.396 Reject
111 0.032 0.019 19 19 1.731 2,526 0.396 | Fail to Reject
112 0.004 0002 19 19 2217 2526 0.396 | Fail to Reject
113 0.000 0000 19 19 1.339 2526 0.396 | Fail to Reject
114 0.040 0005 19 19 8573 2526 0.396 Reject
115 0.016 0007 19 19 2494 2526 0.396 | Fail to Reject
116 0.057 0051 19 19 1116 2.526 0.396 | Fail to Reject
117 0.003 0002 19 19 1.770  2.526 0.396 | Fail to Reject
118 0.000 0000 19 19 inf 2,526  0.396 Reject
119 0.002 0000 19 19 3594 2526 0.396 Reject
120 0.003 0002 19 19 1.189 2,526 0.396 | Fail to Reject

Table 1.26 F-Test per subject.
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Chapter 2 Chapter 2: The Effects of Intergenerational Investment Advice.

Abstract

Building on Thomas (2023), this study investigates the compounded intergenerational
transmission of investment advice and its impact on financial decision-making across three
generations. By examining the effects of both positive and negative advice from parents
and grandparents, our research investigates the influence of familial guidance on the
investment behaviors and risk perceptions of the younger generation. Our findings confirm
that advice from previous generations significantly affects the investment choices of
current generations, with double positive advice boosting endowment allocations to risky
assets, whereas double negative advice increases investment in safer assets. Interestingly,
while the first experiment's impact of advice was mediated through beliefs, our study
suggests that risk aversion plays a crucial role. This research underscores the profound
influence of intergenerational advice on financial decision-making, offering new insights

into the psychological and behavioral facets of investing.

2.1 Introduction

This paper extends the investigation into the intergenerational transmission of investment
advice and its impact on financial decision-making. Thomas' initial experiment laid the
groundwork by examining how parental advice influences the investment behaviors of
their offspring, revealing that the nature of advice—whether positive or negative—
significantly affects the allocation strategies and risk perceptions of the younger
generation. Our study advances this inquiry by introducing a follow-up experiment

designed to replicate and expand upon Thomas' findings by exploring the compounded
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effects of advice received from both parents and grandparents on the investment decisions
of subsequent generations.

In this experiment, we delve deeper into the dynamics of advice transmission across
generations, assessing how combined advice from two preceding generations—parents
(Generation 2) and grandparents (Generation 1)—influences the investment behavior and
beliefs of Generation 3. This approach allows for a more in-depth understanding of the
interplay between positive and negative advice and its cumulative impact on investment
choices. The results highlight the powerful role of intergenerational advice in shaping
financial outlooks and allocation decisions, underscoring the lasting influence of familial
guidance on investment strategies. Through this extended analysis, our paper contributes
to the broader discourse on the psychological and behavioral aspects of investing. This
research offers new insights into how inherited wisdom and warnings from past
generations inform the financial actions of the future.

This paper begins with a brief overview of the intergenerational literature (Section
2.2), followed by a description of the experimental task, its design, participants, and
hypothesis (Section 2.3). The results of the experiment are then presented (Section 2.4),
followed by appropriate discussion and concluding remarks (Section 2.5). Finally, the

limitations of this experiment and future research are discussed (Section 2.6).

2.2 Literature Review

The literature reveals that the intergenerational transmission of economic behaviors, such
as investment advice, is a complex process. Becker and Lewis (1973) and Becker and

Tomes (1976) laid the groundwork by showing how parents' choices about their children's
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upbringing affect value and behavior transmission, including economic decision-making
and, by extension, investment advice. These studies suggest that the environment a child
is raised in, shaped by both the number of siblings and the nature of parental upbringing,
can profoundly impact their future economic behaviors.

Building on this foundation, Bisin and Verdier (2000) explore how cultural traits,
including financial attitudes, are passed across generations through mechanisms like
marriage. They argue that cultural practices, deeply rooted in the family and community,
serve as crucial conduits for the transmission of a wide array of values and behaviors,
including those related to economic decisions and risk-taking. Their research suggests that
the preservation and transmission of economic behaviors are significantly influenced by
cultural identity and social norms. This reinforces the notion that financial decision-making
is rooted in a complex interplay of individual, familial, and cultural factors.

Loehlin (2005) highlights the influence of genetics and environment on personality
and attitudes, including financial decision-making traits, showing these can be traced back
to both heredity and family dynamics. Similarly, Doepke and Zilibotti (2008) explores how
parents pass on economic preferences, such as patience and risk-taking, to their children.
This inheritance influences the children's future economic decisions and their openness to
investment advice.

Further expanding on the influence of familial context, Fernandez and Fogli (2009)
explores how culture impacts economic outcomes and behaviors. They emphasize the role
of family and cultural contexts in shaping economic attitudes crucial for investment
decisions. Their analysis reveals that cultural heritage significantly influences economic

behaviors, such as labor force participation and fertility rates, demonstrating that
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investment behaviors and attitudes toward financial advice are deeply rooted in a broader
cultural framework. By showing how cultural proxies like past labor force participation
and fertility rates explain variations in economic behaviors among second-generation
American women. Their research highlights the importance of cultural identity in the
transmission of economic attitudes. Building upon these insights, Dohmen et al. (2012)
uncover a notable link between parents and children in terms of risk and trust attitudes.
This connection suggests that these traits are molded by both individual experiences and
familial lineage. Dohmen et al. (2012)'s comprehensive study reveals that attitudes
towards risk and trust are significantly correlated across generations. This body of research
underscores the importance of accounting for family background in the analysis of
investment behaviors.

In the experimental area, Schotter and Sopher (2006) explored the effects of
intergenerational advice in the trust game, revealing a nuanced dynamic where trust in
senders decreased while reciprocity in responders increased. This early investigation laid
the groundwork for subsequent studies examining the multifaceted role of advice in
decision-making processes. Building upon this foundation, Celen et al. (2010) conducted
an experiment on social learning, uncovering a robust influence of advice from prior
cohorts on individual behavior. Advancing the understanding of intergenerational advice,
Hillis and Lubell (2015) focused on its impact in intergenerational public good
experiments. Their findings suggested that cooperative advice could effectively enhance
cooperation among subsequent generations, particularly at the outset of the game.
Sherstyuk et al. (2016) delved into dynamic intergenerational public good games,

elucidating the dual nature of advice: while it could foster greater dynamic efficiency, it



74

could also steer groups towards noncooperative outcomes. Subsequently, Alevy and Price
(2017) examined the role of intergenerational advice in experimental asset markets,
revealing its capacity to act as a substitute for experience and guide prices towards
fundamental values. In alignment with these studies, our research, seeks to experimentally
investigate how explicit investment advice, both positive and negative, is transmitted
across generations. This paper aims to explore how intergenerational investment advice

influences the asset allocation decisions and belief formations of individuals.

2.3 Experiment 2: Task, Research Design, Participants, Hypotheses

2.3.1 Asset Allocation Experimental Task

This section serves as a continuation and extension of the experiment described in Thomas
(2023). Thomas' work laid the foundation for this study, and this experiment builds upon
its framework with exception that now advice is passed from both Generation 1 and 2 to
Generation 3. The asset allocation task is identical to the task describe in Thomas’ work,
comprising three primary tasks for participants. Initially, participants predict the future
return of the volatile asset known as Asset B. Subsequently, they distribute funds between
a secure asset (Asset A) with a 3% return and the unpredictable Asset B that mimics
historical S&P 500 returns. Lastly, participants regularly predict the percent return on Asset

B.3 Table 2.1 displays the base rate information for participants in Generation 3, which

% For a more concise overview of the tasks, the software interface used, and other details on the experimental
task, please see Section 3.3.1 of Thomas (2023).
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included the average historical returns on the S&P 500 from 1872-1980. The mean,
standard deviation, maximum return, and minimum return on the S&P 500 during this
period were 5%, 18%, 46%, and -46%, respectively. This base rate information is more
favorable compared to that given to Generation 1 and Generation 2, as the returns on the
S&P 500 were higher in later years. In Generation 3, participants experienced an actual
return stream with a mean of 9% and a standard deviation of 17%, surpassing the 6% and
8% means experienced by Generations 1 and 2, respectively. The actual per period returns

given to subjects in Generation 3 can be seen on Table 2.2.

2.3.2 Experimental Design

This experiment was designed to evaluate how Generation 3's investment decisions are
influenced when receiving advice from both Generations 1 and 2. This experiment
encompasses four conditions: 1) Positive Advice from Generation 1 and Generation 2; 2)
Positive Advice from Generation 1 and Negative Advice from Generation 2; 3) Negative
Advice from Generation 1 and Positive Advice from Generation 2; 4) Negative Advice
from Generation 1 and Generation 2 (see Table 2.3). The condition instructions presented
the generational advice as follows:
o At the end of the experiment, you will be asked to respond to the following:
“For the next cohort that participates in this experiment, we would like to know
what information you would like to pass along regarding investing in Assets A and

B.

The returns for Asset B for the next set of participants will be the Stock Index returns



76

in the period after the period you just experienced. Imagine that you're a parent

and are passing advice to your children about investing in Asset B...”

e Two prior cohorts (Generation 1 and Generation 2) have completed the
experiment before you. You can think of Generation 1 as your grandparents and
Generation 2 as your parents, and you are Generation 3. Each generation
experiences the actual returns on Asset B that occurred during their assigned time

period.

o Generation 1 passed information along to Generation 2 before they began the
experiment. Now Generation 1 and Generation 2 are passing information along

to you (Generation 3).

2.3.3 Participants

Subjects were enlisted through class announcements and a university subject pool. A total
of 153 subjects participated in the experiment, distributed as 35/39/38/41 across the
Positive/Positive,  Positive/Negative, Negative/Positive, and Negative/Negative
treatments, respectively. The mean age in each treatment group was 22.4/22.2/21.5/22.4,
and the percentage of females in the four treatments stood at 31%/47%/38%/45%,

respectively.

2.3.4 Hypotheses

Based on the results from Thomas’ (2023) experiment, we propose the following

hypotheses for this experiment:
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Hypothesis 1: With Positive/Positive advice from Generations 1 and 2 to Generation 3,
allocations to the risky asset will surpass those observed in Experiment 1. Specifically, the
average allocation to the risky asset in this scenario is expected to be significantly greater
than 48.9%.

Hypothesis 2: With Negative/Negative advice from Generations 1 and 2 to Generation 3,
allocations to the risky asset will be lower than those seen in Experiment 1. Precisely, the
average allocation to the risky asset in this situation is anticipated to be significantly less
than 30.2%.

Hypothesis 3: In the context of mixed advice, negative advice or information will have a
more pronounced impact on allocation decisions than positive advice. Given the mean
allocations in the Generation 2 treatments (Positive=48%, Negative=30%), the hypothesis

anticipates allocations in both Generation 3 conditions to be closer to 30% than 48%.

2.4 Results

2.4.1 Descriptive Statistics

Table 2.4 and Figure 2.1 display the average allocations to risky Asset B and participant
beliefs in the four treatments. Figure 2.1 highlights that the Positive/Positive treatment
resulted in the highest allocations, while the Negative/Negative treatment had the lowest
allocations across all periods. The Positive/Positive treatment had the highest average
allocation (59%), whereas the Negative/Negative treatment had the lowest average
allocations (34%). Mixed advice conditions had mean allocations falling between all-

positive and all-negative treatments. Figure 2.2 shows the allocation by period across all
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generations and treatments, with Positive/Positive treatment consistently having the
highest allocations. In Figure 2.3, the belief forecasts in the Negative/Negative and
Positive/Positive treatments vary across periods, unlike the consistent pattern observed in
Experiment 1.4 The mean belief in Negative/Negative is 13%, lower than the

Positive/Positive condition's 15%, but the difference is not statistically significant.

2.4.2 Regression Results

Table 2.5 reveals that participants receiving negative advice from both previous
generations held, on average, 17 to 23 percentage points less in stocks compared to those
in Generation 3 who received positive advice from both prior generations. This difference
remained consistent across various regression specifications, except for the fractional
response model (FRM), where subjects receiving negative advice reduced their stock share
by 449% relative to those receiving positive advice twice, indicating a significant contrast.
Investing experience correlated positively with stock holdings in all regression models.
While gender was generally statistically insignificant, males, when significant, tended to
hold more stocks than females, aligning with existing literature on sex and risk aversion in
finance. Education differences were mostly negligible, given the majority were college
students; however, noteworthy is that in two econometric specifications, higher education
in Generation 3 correlated with lower stock holdings (in Prais-Winsten and FRM

regressions). Additionally, it is noteworthy that wealth effects were statistically linked to

4 Thomas (2023) is Experiment 1, and that is how we will refer it as moving on.
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increased stock holdings; however, the effect size was quantitatively too small to be
economically significant.

Subsequently, similar to Experiment 1, we investigated whether the pathway from
advice to stock allocations involved beliefs and/or risk attitudes. The concise answer is
"NO." Regression analyses with "belief" as the dependent variable, mirroring Experiment
1, yielded statistically insignificant results in all specifications, except for the Prais-
Winsten regression. Thus, it appears that expectations regarding future stock market returns
do not play a significant role in explaining subjects' stock allocations in this instance.

Figure 2.3 illustrates the belief forecasts of participants in the Negative/Negative and
Positive/Positive treatments. Insights from Figure 2.3 and Table 2.7 clarify several aspects.
First, in years 1-3, subjects in the Negative/Negative treatment reported higher average
beliefs compared to those in the Positive/Positive treatment (18% > 16%). Interestingly,
participants in the Negative/Negative condition began the experiment with more optimistic
beliefs than those in the Positive/Positive condition. However, over the entire 30 periods
of the investment task, the average beliefs of the two groups are not significantly different
(Pos/Pos=15%, Neg/Neg=13%).

Table 2.7 also highlights notable differences in reported risk aversion between the two
sub-cohorts. Subjects in the Negative/Negative condition consistently report risk aversion
above the value of “3” across all subperiods, while those in the Positive/Positive condition
consistently report risk aversion below the value of “2” for all sub-periods. A t-statistic test
of the difference in means confirms the statistical significance of this contrast in reported
risk aversion. This suggests that risk aversion serves as a significant transmission channel

in the observed dynamics.
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To confirm risk aversion's role as a significant transmission channel, we conducted
regressions with risk aversion as the dependent variable, incorporating the same controls
used in previous regressions. Due to subjects reporting risk aversion only every 10 periods,
we employed proxy variables to capture year-by-year variations. Various methods were
explored, including assuming constant risk aversion between reported periods (ral), linear
interpolation for added variation (ra2), non-linear interpolation via a quadratic polynomial
(ra3), and a complex calculation involving portfolio standard deviation and account
balance (ra4). Despite inherent challenges, ral was chosen as the best option, even though,
in some cases, it may not offer the optimal regression fit.

Results in Table 2.6 reveal that the pertinent dummy variable (Gen 3 Negative-
Negative) remains statistically significant at least at a 5% level in all specifications, even
after controlling for age, sex, education, and financial experience. Notably, in the Prais-
Winsten regression, the significance level is maintained at 5%. Considering the time
variation in risk aversion occurring every 10 years, this result aligns with the findings
summarized in Table 2.7. Additionally, males exhibited significantly lower risk aversion
than females in Experiment 2. At the 5% level of statistical significance, subjects receiving

mixed advice were less risk-averse than those receiving positive advice consecutively.

2.4.3 Path Analysis Results

Through path analysis, we examined whether belief systems or risk attitudes act as
intermediaries for the impact of multi-generational advice on stock investment decisions.
The findings indicate that the belief systems of Generation 3, who received consistent

negative advice, were not markedly different from those who received positive advice, with
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no statistically significant indirect effects noted (Table 2.8, Columns 1-4). This implies that
variations in belief systems do not account for the differing allocation patterns among the
groups. However, a significant indirect effect on risk tolerance was observed, absent any
controls (Table 2.8, Columns 5-8). This effect diminishes and becomes statistically
insignificant upon adjusting for variables like age, gender, education, and investing
experience. Collectively, the data suggests that for Generation 3, risk preferences may

partially mediate the observed treatment effects.

2.5 Discussion and Concluding Remarks

The results of this experiment validates the primary findings of Experiment 1 concerning
asset allocations. Participants receiving positive/positive advice from prior cohorts, framed
as coming from grandparents/parents, allocate significantly more to a risky asset compared
to those receiving negative/negative advice (see Figure 2.2). Both experiments indicate a
direct impact of advice on allocations to the risky asset. Concerning the indirect impact of
advice through the channels of beliefs and risk aversion, both experiments yield differing
results. In Experiment 1, the indirect transmission seems to occur through beliefs, while in
this experiment, the indirect transmission appears to be through risk aversion. These
divergent outcomes underscore the need for additional research to delve into the potential
moderating/mediating effects of beliefs and risk aversion.

Several important facts suggest there should not be a treatment effect. First, both
groups received identical base rate information about historical returns on the risky asset.
Second, both groups were informed that the returns they would experience come from a

consecutive yearly period after the prior generations. Third, both groups experienced the
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same thirty-period return stream in the same order during the asset allocation task. Fourth,
both were told they were receiving advice from prior generations that had experienced the
return stream preceding their own. Finally, both groups received identical multipage
condition instructions, differing only in the positive or negative advice section.

The profound impact of the advice, resulting in significant variations in asset
allocations, can be understood through the lens of "narrative economics," a concept
emphasized by Nobel laureate Robert Shiller (2017). Shiller argues that the field of
economics has often overlooked the crucial role of narratives in shaping economic
behaviors. According to Shiller, the human brain is inherently attuned to narratives,
whether factual or not, serving to rationalize ongoing actions such as spending and
investing. In his words, stories have the power to motivate and establish connections
between activities and deeply ingrained values and needs (Shiller, 2017). This perspective
underscores the vital influence of narratives on decision-making, particularly in financial
contexts.

Narratives play a crucial role, particularly for those lacking experience. Shiller
underscores this point, noting that narratives have the capacity to shape social norms that
influence our activities, including economic decisions. He elaborates on the significance
of narratives in creating norms, citing the "prudent person rule" in finance as an example.
According to this norm, fiduciaries and experts are bound to follow a script, mimicking the
actions of a "prudent person" rather than acting solely on their own judgment (Shiller,
2017). This highlights the powerful impact of narratives in guiding behavior, especially in

financial contexts.
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In this experiment, subjects are likely adhering to narratives and social norms
influenced by the content of the advice received. Two probable scenarios emerge. First,
participants may have been influenced by the framing of the advice. For instance, positive
advice, such as "Investing in Asset B is how you make a lot of money," and negative advice,
like "Investing in Asset B is dangerous as you can lose almost everything," could have
triggered distinct psychological states. Positive framing may have induced a greed mode,
while negative framing might have prompted a fear mode, potentially resulting in higher
and lower asset allocations, respectively. This aligns with previous research indicating that
positive and negative framing can have disparate effects on economic behavior (Kahneman
& Tversky, 1979).

Most importantly, given the participants' limited experience with the investment task,
the default script and social norm likely revolved around seeking guidance from parents.
In situations of uncertainty, individuals commonly turn to parental advice. In this
experiment, participants received positive or negative advice framed as coming from their
parents and grandparents. This activation of social norms probably prompted a strong
inclination to follow such advice, especially in an environment where most participants
had little knowledge or experience. The profound impact of parental or grandparental
advice in shaping beliefs, risk aversion, and asset allocation choices provides a plausible

explanation for the observed significant experimental treatment effects.

2.6 Limitations and Future Research

While this research shares common limitations with laboratory studies, three specific

issues deserve attention. First, our experimental design doesn't allow for the isolation of
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the influence of the advice source (parents and grandparents) from the advice content
(positive or negative). Second, our prompt in instructing participants that advice could be
framed as coming from parents and grandparents is relatively mild. Third, accurately
measuring beliefs and risk attitudes in the laboratory poses challenges in clearly
establishing the causal impact of advice through transmission channels. Addressing these
limitations in future experimental designs would enhance the robustness of the findings.
Future research should delve into the significance of the advice source within the
narrative. Investigating whether the impact of advice varies depending on whether it
originates from parents and grandparents, peers, financial experts, friends, etc., would
provide valuable insights. Complementing laboratory research with field studies would
allow for an exploration of the financial advice prior generations actually pass on to future
generations. Additionally, a longitudinal analysis could shed light on how such advice
influences a person's lifetime investment choices. Furthermore, it would be beneficial to
explore laboratory interventions aimed at reducing variance in participants' allocations

from period to period, a factor likely contributing to lower investment performance.
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Cohort 1
(Generation 1)

Experiment 1
Cohort 2
(Generation 2)

Experiment 2
Cohort 3
(Generation 3)

Base Rate S&P 500 Data
Provided in Condition
Instructions*
(Mean/STD/Max/Min)

1872-1920
(29/16%/43%/-33%)

1872-1950
(4%/19%/46%/-46%)

1872-1980
(5%/18%/46%/-46%)

Returns Experienced
During Investment
Task**
(Mean/STD/Max/Min)

1921-1950
(6%/22%/46%6/-46%)

1951-1980
(8%/17%/41%/-29%)

1981-2010
(9%/17%/35%/-41%)

Experimental Conditions
Generational Advice
Provided in Condition
Instructions***

None

Gen 1 Positive Advice

Gen 1 Positive + Gen 2
Positive

Gen 1 Negative Advice

Gen 1 Negative + Gen 2
Positive

Gen 1 Positive + Gen 2
Negative

Gen 1 Negative + Gen 2
Negative

Table 2.1 Experimental Design

*The base rate data includes the annual price appreciation returns on the S&P 500
(excluding dividends) calculated from December to December for all years prior to the
starting year of the cohort experience.
**The experienced returns are the actual returns on Asset B for the 30-year investment

period.

***The generational advice is the information passed from one generation to the next in
the condition instructions.




Generation 3
(1981-2010)

Year Return
2009.12 0.265
2008.12 -0.407
2006.12 0.122
2010.12 0.118
1981.12 -0.073
1995.12 0.350
2001.12 -0.140
1991.12 0.182
2005.12 0.052
1990.12 -0.057
2007.12 0.044
2003.12 0.202
1988.12 0.147
1998.12 0.237
1984.12 0.001
1989.12 0.261
1985.12 0.260
1994.12 -0.023
2002.12 -0.215
1987.12 -0.031
1992.12 0.121
1999.12 0.201
1993.12 0.070
2004.12 0.110
1982.12 0.126
1997.12 0.295
1986.12 0.199
1996.12 0.209
1983.12 0.179
2000.12 -0.068
Mean 0.091
STD 0.166
MAX 0.350
MIN -0.407
Skewness -1.044
Kurtosis 1.428
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Table 2.2 Return Streams for Cohort 3

Advice Passed from:

Example of Advice

Generation
1

Generation
2

Positive

Positive

GenlPos: “Invest in B early on just like you would invest your
IRA in common stock.”

Gen2Pos: Asset B was mostly good for me. | wish | had trusted
my gut more and put in more money and higher %'s. | thought it
was going to be bad but it is not as risky. Mostly good.

Positive

Negative

Genl1Pos: “Invest in B early on just like you would invest your
IRA in common stock.”

Gen2Neg: Be careful putting all your money in Asset B.
Although it can have high returns, you don't know when it could
go down and you will end up losing a lot.

Negative

Positive

GenlNeg: It can be a large gamble to put a majority of your
portfolio into asset B, but it sure is fun when you get a great
percentage return. However it also really hurts to lose nearly half
of your portfolio in one year.

Gen2Pos: Asset B was mostly good for me. | wish | had trusted
my gut more and put in more money and higher %'s. | thought it
was going to be bad but it is not as risky. Mostly good.

Negative

Negative

GenlNeg: It can be a large gamble to put a majority of your
portfolio into asset B, but it sure is fun when you get a great
percentage return. However it also really hurts to lose nearly half
of your portfolio in one year.

Gen2Neg: Be careful putting all your money in Asset B.
Although it can have high returns, you don't know when it could
go down and you will end up losing a lot.

Table 2.3 Experiment 3 Conditions
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Average STD of
of Risky Risky Average | STD
Asset Asset of of # of
Treatment Allocation | Allocation | Belief | Belief | Subjects
Gen3PosPos 59.1 32.5 0.15 0.18 34
Gen3PosNeg 45.7 30.0 0.11 0.13 39
Gen3NegPos 47.0 29.9 0.13 0.16 38
Gen3NegNeg 34 27.2 0.13 0.18 41
Grand Total 44.17 29.29 0.11 0.16 269
Table 2.4 Descriptive Statistics, Allocations and Beliefs
Dependent Variable is Stocks
1) ) @) (4) () (6)
VARIABLES OLS Tobit Auto RE MLM FRM
Gen 3 Negative-Negative -16.61***  -17.79*%**  -16.61*** -21.56*** -22.45*** -0.444***
(4.786) (5.388) (1.601) (5.864) (5.944) (0.0367)
Gen 3 Positive-Negative -7.085 -7.610 -7.085%** -9.689 -10.04* -0.190***
(4.624) (5.334) (1.299) (5.899) (5.897) (0.0367)
Gen 3 Negative-Positive -71.692* -9.269* -71.692%** -10.29* -10.77* -0.208***
(4.581) (5.118) (1.151) (5.867)  (6.021) (0.0368)
Beginning Account Balance 6.49- 7.47e- 6.49%- 4.31e-06 -7.23e- 1.78e-
(Lag 1) 05*** 05*** 05*** 06*** 06***
(6.79e-06) (8.65e-06) (1.64e-05) (4.22¢- (2.10e-06)  (7.81e-08)
06)
Age 0.386 0.360 0.386*** 0.459 0.474 0.00995***
(0.416) (0.403) (0.0475)  (0.520) (0.419) (0.00233)
Sex 5.402 5.450 5.402*** 6.864 7.871* 0.142%**
(3.629) (3.833) (0.685) (4.522) (4.257) (0.0241)
Education -2.939 -3.063 -2.939*** -3.380 -3.596* -0.0773***
(1.844) (2.011) (0.239) (2.328) (2.163) (0.0126)
Experience 3.285 3.703 3.285%** 4.325* 4.498* 0.0878***
(2.066) (2.323) (0.412) (2.627) (2.521) (0.0146)
Constant 25,79%** 23.94%* 25.79***  42.86***  46.08*** -0.646***
(9.166) (9.917) (5.365) (11.42) (11.13) (0.0656)
Observations 4,118 4,118 4,118 4,118 4,118 4,118
R-squared 0.228 0.228
Number of groups 142
Number of subjects 142 142

Robust standard errors in parentheses (std. errors clustered by subject except for (5), which is clustered by condition)

*** p<0.01, ** p<0.05, * p<0.1

Table 2.5 Regression Analyses of Portfolio Allocation
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1) @ Q) (4) ()
VARIABLES OLS Tobit Auto RE MLM
Gen 3 Negative-Negative 0.417** 0.417** 0.417%** 0.415** 0.418**
(0.180) (0.180) (0.0289) (0.179) (0.172)
Gen 3 Positive-Negative 0.578*** 0.578*** 0.578*** 0.577*** 0.578***
(0.177) (0.177) (0.0252) (0.177) (0.174)
Gen 3 Negative-Positive 0.403** 0.403** 0.403*** 0.402** 0.403**
(0.187) (0.187) (0.0211) (0.187) (0.178)
Beginning Account Balance -6.9%- -6.99%- -6.99%- -7.20e- -6.93e-
(Lag 1) 07*** 07*** 07*** 07*** 07***
(2.53e-07)  (2.53e-07)  (1.84e-07) (2.24e-07)  (7.70e-08)
Age 0.0206** 0.0206** 0.0206***  0.0206** 0.0205*
(0.00948) (0.00947) (0.00122) (0.00948) (0.0122)
Sex -0.407***  -0407***  -0407***  -0.407***  -0.407***
(0.106) (0.106) (0.0238) (0.106) (0.123)
Education 0.0672 0.0672 0.0672*** 0.0670 0.0668
(0.0596) (0.0595) (0.0134) (0.0595) (0.0630)
Experience 0.0769 0.0769 0.0769*** 0.0772 0.0776
(0.0756) (0.0755) (0.0164) (0.0757) (0.0735)
Constant 2.291%** 2.291%** 2.291%** 2.297*** 2.291%**
(0.314) (0.313) (0.0743) (0.307) (0.324)
Observations 4,118 4,118 4,118 4,118 4,118
R-squared 0.126 0.126
Number of groups 142
Number of subjects 142 142

Robust standard errors in parentheses (std. errors clustered by subject except for (5), which is clustered by
condition) *** p<0.01, ** p<0.05, * p<0.1

Table 2.6 Regression Analyses of Risk Aversion
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Generation 3 Pos-Pos AVG AVG AVG Median Median  Median
Stocks Belief RA Stocks Belief RA
Yrl 56.97 015 297 60.00 0.09 3
Yrs 1-3 59.48 016  2.97 65 0.15 3
Yrs 4-30 59.02 015 261 70 0.12 3
Yrs 10-30 59.59 015 251 70 0.11 2
AVG Yrs 1-30 59.06 015 265 70.00 0.12 3
Generation 3 Neg-Neg AVG AVG AVG Median Median ~ Median
Stocks Belief RA Stocks Belief RA
Yrl 34.20 013  3.41 60.00 0.09 3.00
Yrs 1-3 35.30 0.18  3.41 30 0.15 3
Yrs 4-30 33.88 013  3.12 25 0.1 3
Yrs 10-30 33.67 012  3.03 25 0.1 3
AVG Yrs 1-30 34.03 013  3.15 25.00 0.10 3.00
Differences in means Stocks Belief RA
Yrs 1-30 -25.34 0.02 052
StdError 0.90 0.05 0.10
t-stat of diff. 27.92°" 317" 528"

Table 2.7 Descriptive Statistics, Allocations, Beliefs and Risk Aversion per Years Breakdown
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(1) () 3 4 ®) (6) (7) )]
Beliefs  Stocks  Beliefs  Stocks Risk Stocks Risk Stocks
Aversion Aversi
on
Gen 3 -0.02 2414 -0.02 -21.79"*  0.50"" -22.67*** 0.45* -20.79**
Negative- (0.03) (5.12) (0.04) (6.03) (0.18) (5.24) (0.19) (6.03)
Negative
Beliefs 54.05*** 55.06"*
(12.34) (13.10)
Risk -4.72** -4.83*
Aversion (2.26) (2.34)
Controls No No Yes Yes No No Yes Yes
N 2250 2250 2100 2100 2250 2250 2100 2100
Indirect Effect -0.92 -1.15 -2.37" -2.15
(1.43) (2.19) (1.34) (1.33)
Direct Effect -24.14"* -21.79"** -22.67"* -20.79"*
(5.21) (6.03) (5.24) (6.02)
Total Effect -25.04*** -22.94*** -25.04* -22.94
(5.21) (6.33) (5.34) (6.20)

Table 2.8 Mediation Analysis: Predicting Stock Allocations by Beliefs and Risk Aversion (Generation 3 Negative-

Negative vs Positive-Positive)
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Chapter 3 - Revisiting the Utility of Gambling: Insights from a Machine Learning
Analysis.

Abstract

This study examines the predictive capabilities of machine learning models in identifying
distinct gambling behaviors among slot machine players. By utilizing an extensive dataset
of 38,299 unique slot machine players with over 24 million gambles, our research
investigates the reasons behind prolonged gambling sessions versus shorter engagements.
By integrating insights from Conlisk’s (1993) theoretical framework on the utility of
gambling, modern psychology theory, and advanced machine learning techniques, we
developed two predictive models that can classify gamblers based mainly on their
interaction with the slot machine within the first 15 minutes of play and at the end of their
initial gambling session. These models, one based on a Random Forest and the other on a
Logistic Regression classifier, demonstrate robust predictive power, with the Random
Forest model achieving an accuracy score of up to 0.912 and an area under the receiver
operating characteristics curve (AUC) score of 0.903, and the Logistic Regression model
reaching accuracy scores of 0.814 and AUC values of up to 0.842. Our analysis reveals
that initial betting amount, gambling pace, players’ age, number of changes in the
machines played, number of unique machines utilized, the account depletion rate, and the
utility generated by each bet are significant predictors of a player's likelihood to engage in
prolonged gambling sessions. Our findings underscore the potential of machine learning
in developing early intervention strategies that could lead to responsible gambling

practices and the creation of predictive tools for gambling disorder prevention.
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3.1 Introduction

Gambling is a pervasive and complex human activity that has intrigued scholars since its
beginnings. Beyond its entertainment value, gambling offers a fascinating lens through
which the intricate interplay of human preferences, choices, and risk attitudes under
uncertainty and often unfair odds can be explored. Our research draws inspiration from
Conlisk (1993), who explores the theoretical foundations of gambling decisions from a
utility perspective. Conlisk’s work challenges the conventional paradigm that portrays
gambling solely as an endeavor to enhance one’s wealth position and presents an
alternative perspective—that gambling is an activity from which individuals derive utility,
regardless of the outcome.

Gambling, as a subject inquiry, challenges conventional models of decision-making
under uncertainty, such as the Expected Utility Theory, which often assumes that
individuals make rational choices to maximize their expected outcomes (Savage, 1954).
However, numerous studies (Markowitz, 1952; Allais, 1955; Mouchart, 1970; Tversky,
1975; Kahneman and Tversky, 1979), have demonstrated systematic violations of the
utility axioms laid by von Neumann et al. (1944). These deviations from the traditional
economic perspective lay the groundwork for our empirical analysis.

With an extensive dataset, encompassing the gambling behaviors of 38,299 slot
machine players across more than 24 million gambles, this study aims to investigate the
reasons why some individuals engage in prolonged gambling activities while others

exhibit significantly shorter durations of play. To achieve this, we adopt a multidisciplinary
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approach that blends insights from Conlisk’s theoretical framework, modern psychology
theory, and advanced machine learning techniques.

The paper begins with a brief review of relevant literature, followed by a description
of the data and preprocessing steps. We then present the training, testing, optimization, and
validation processes for the diverse machine learning algorithms implemented. The
machine learning results are presented, and subsequent sections interpret and discuss their
implications. The paper concludes by summarizing the main insights, discussing broader

significance, and suggesting potential future research directions.

3.2 Literature Review

Gambling’s historical roots stretch back to ancient times; Egyptian paintings and artifacts
found in tombs substantiate its existence, dating back thousands of years (Ashton, 1898).
Moving through history, gambling in the 19th century predominantly revolved around card
games, dice, and roulette (Moritz et al., 2021). In modern times, contemporary gambling
has expanded to encompass a diverse spectrum of activities, ranging from lotteries and
card games to sports betting, online gambling, and, arguably the most addictive form of
all, electronic gaming machines (EGMs) (Haw, 2008; Linnet et al., 2010; James et al.,
2016; Binde et al., 2017).

According to the Economic Impact Report published by the American Gaming
Association (AGAa, 2023), the U.S. gaming industry in 2022 contributed $329 billion to
the U.S. economy, creating 1.8 million jobs and generating $53 billion in tax revenue.

Casino revenue alone reached $122 billion, largely from gaming activities, with an
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additional $4 billion from third-party outlets within casinos. Of this casino revenue, 83.1%
came from gaming activities, while 16.9% was from non-gaming activities, such as food,
beverage, lodging, and entertainment.

The 2023 American Attitudes Towards Gaming report (AGAb, 2023) revealed that
nearly half of all American adults (49%) participated in some form of gambling in the past
year. Over a quarter of adults (26%) visited physical casinos during the same period, while
20% engaged in sports betting. Notably, a high percentage of Americans (88%) find casino
gambling acceptable for themselves or others, a sentiment that has remained consistent for
over a decade. Moreover, the research highlighted a resurgence in visitation to casinos,
with 102 million adult Americans, or 41% of the population, visiting a casino for
entertainment or gambling purposes in the past 12 months, a significant increase from
2021, approaching pre-pandemic levels. This resurgence is attributed to younger adults
embracing legal, regulated gaming options, as evidenced by the decline in the average age
of casino-goers from 49.6 in 2019 to 42 in 2023. In addition, 87% of casino visitors
consider the entertainment provided by casinos to be innovative, while 83% believe that
casinos offer good value for money compared to other entertainment options.

While the prevalence and popularity of the gaming industry are evident, a fundamental
question remains: Why do people continue to engage in gambling activities? More
specifically, what motivates individuals to play slot machines, the most popular form of
EGM, for significant periods of time? The prolonged engagement with slot machines can
be attributed to various factors supported by existing research. The design features and
technological enhancements associated with these machines have been identified as

significant contributors to their appeal (Griffiths et al., 2006; Schiill, 2012). These features
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can be defined in terms of either situational or structural characteristics (Dixon et al.,
2007). Situational characteristics refer to qualities that play a role in the initiation of
gameplay, such as marketing, membership perks, machine locations, the number of
machines in a given area, and players’ own cognitive biases (e.g., superstitious beliefs)
(Lucas et al., 2004; Parke and Griffiths, 2012; Kristiansen and Lund, 2022; Goodie et al.,
2019). Structural characteristics are those incorporated into the game experience by the
manufacturers, such as the bet-to-outcome tempo, visual and auditory effects, payout
probabilities, features to increase an illusion of control or perception of skill, frequency of
payouts, and game complexity (Griffiths, 1999, 2003; Johansson et al., 2009; Spenwyn et
al., 2010; Mentzoni et al., 2012; Griffiths et al., 2006; Parke and Griffiths, 2006;
Armstrong et al., 2016). In addition, socio-cultural factors surrounding the gamblers’
environment can also account for this prevalence. Demographical variables such as older
age, along with social isolation, unmet psychological needs, and availability of gambling
can result in elevated rates of gambling behavior (Johnson et al., 2023).

Throughout the psychological literature, gambling behavior is typically classified
along a continuum, with those characterized as “recreational gamblers” at the lower end
and those that qualify for “gambling disorder” at the upper end (American Psychiatric
Association [APA], 2022). In this regard, the consequences associated with gambling
behavior also vary along the continuum. Recreational gamblers, especially those among
the elderly population, can view gambling as an opportunity to socialize and relieve
boredom (van der Maas et al. 2017), which can result in better mental and physical health
(e.g., Desai et al., 2007). However, as we progress to the upper end of the continuum, the

consequences become highly impactful and encompass not only individual detrimental
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effects, such as increased levels of psychological distress and greater financial
expenditures (Farrell, 2017), but also community effects including loss of years of life,
increase in alcohol consumption, and increased major depressive disorder prevalence
(Browne et al., 2017).

Furthermore, some studies suggest that pathological gamblers are more sensation-
seeking than other groups, such as nongamblers or recreational gamblers (Gupta et al.,
2006; Kuley and Jacobs, 1988; Powell et al., 1999). High sensation seekers exhibit greater
risk-taking tendencies, but they do not perceive these situations as overly risky. This
suggests that pathological gamblers, being more sensation-seeking, do not view their
gambling behavior as risky and do not experience the same anxiety in gambling situations
as non-pathological gamblers (Fortune and Goodie, 2010). Research has shown the
potential effect of risk-seeking behavior of the player, and the utility that is derived from
the gamble itself as potential explanations for the gamblers’ behaviors. The allure of
potentially winning large sums of money, the adrenaline rush associated with taking risks,
and the thrill of unpredictability are key motivators for many gamblers (Blaszczynski and
Nower, 2002; Clark, 2010; Moritz et al., 2021). In this context, gambling can be seen as a
form of entertainment where individuals willingly accept the uncertainty of outcomes in
exchange for the excitement it provides (Walker, 1992; Conlisk, 1993; Clark, 2010).

In addition, as Conlisk (1993) points out, the contrast between the relatively clear
probabilities, quick resolution of uncertainty, and the absence of catastrophic
consequences in gambling versus the complex, prolonged uncertainty, and potential moral
hazards in non-gambling risks (e.g., insurance) emphasizes the unique appeal of gambling.

These individual differences in motivation and the subjective experience of gambling add
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complexity to the understanding of why people continue to engage in slot machine play,
beyond situational and structural characteristics. Due to the nature of our data, we will
proceed to analyze the gambling behavior of each slot player based purely on the actions

taken, on a per-bet basis.

3.3 Data

3.3.1 Data Collection

The data utilized for this research was obtained from a comprehensive study conducted by
Salaghe et al. (2020). The dataset used in this study was provided by a prominent designer
and manufacturer of slot machines. The data consists of detailed transactional records
collected over a period of three and a half months, spanning from June 30 to October 15,
2015. The observational time frame encapsulates data from 108 distinct days. This offers
a comprehensive representation of player behaviors within the given time span.

The dataset contains information on two distinct categories of players: carded players
and non-carded players. Carded players are individuals who have enrolled in the casino’s
frequent player benefits program, entitling them to perks such as complimentary rooms,
food, or additional play opportunities. For the purpose of this research, the analysis is
centered exclusively on carded players. This deliberate focus on carded players is
motivated by the fact that this category provides a means of uniquely identifying and
tracking individual players, facilitated by the insertion of a player card into the slot

machine for tracking purposes. Moreover, carded players are associated with specific
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demographic identifiers such as age and gender, which further enrich the dataset’s potential
for comprehensive analyses.

The data includes information on player identification, total cash amounts available for
gambling, wagered amounts, maximum bets, gross winnings, slot machine identification,
theoretical payback percentages, player age, player rank, gender, dates, start and end times
of each gamble, duration of play, and slot denominations. Variables used in this analysis

are described in more detail below.

3.3.2 Data Preprocessing

The initial raw data set encompassed a substantial 24,182,076 observations, capturing the
activities of 46,502 distinct players. To ensure the accuracy of subsequent analyses, a
meticulous data preprocessing step was undertaken. The initial pre-processing steps
aligned with the methodology presented by Salaghe et al. (2020). It was noted that some
carded players were missing either their age or gender, and in some instances both.
Therefore, only players who had both their age and gender information were retained. The
resulting data set was composed of 45,384 players, including those who played
simultaneously.®

The month in which each player visited the casino was extracted from the date column
introducing a chronological dimension to the analysis. This temporal dimension enabled
the exploration of player behaviors across discrete months, unmasking potential seasonal

trends within gambling activities. Table 3.1 shows the distribution of player engagement

® This means playing 2 or more machines at the same time.
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across the different months and how many played simultaneously. Notably, June had 282
players participating with 8 players playing simultaneously, followed by 14,472 players
and 1054 in July, 12,854 and 907 in August, 11,901 and 835 in September, and 5,875 and
387 in October. Subtracting players who played simultaneously each month narrows down
the data set to 42, 837 total players.

It is important to note that out of these 42, 837 players, some played in multiple months
while others played only in one month. Table 3.2 shows the frequency of participation of
the subjects. The number of players who only appeared in 1 month is 38,508 (92.60%), in
2 months 2,522 (6.06%), in 3 months 404 (0.97%), in 4 months 140 (0.34%), in all months
12 (0.03%). Accounting for this repetition and after removing players who had time

discrepancies or only gamble once, the total number of unique players is 38, 299.

3.3.3 Feature Engineering

The data set was split into months for further preparation. For each month 16 variables
were chosen from the original data frame. These variables include playerkey,
playercashableamt, wageredamt, maxbet, grosswin, currencyinamt, assetnumber,
theoreticalpaybackpercent, age, rank, gender, date, start time, end time, duration, and
slotdenomination. The first variable derived was day from the ‘date’ column, marking the
specific day of the week on which a subject played. The timeofday variable was extracted
from the ‘start time’ column, and it represents the time of day when a subject started
playing. The times of the day were defined as follows: morning (5 am to 12 pm), afternoon

(12 pm to 5 pm), evening (5 pm to 9 pm), and night (9 pm to 4 am).



105

Using the ‘grosswin’ column, which represents how much the slot machine is making
on each gamble, player loss and players win were calculated. The player loss variable
reflects the monetary sum a player lost throughout a gambling session, calculated by taking
the inverse of the positive values from the ‘grosswin’ column. In contrast, the player wins
variable documents the monetary value a player gained during a gambling session,
determined by utilizing the inverse of the negative values of ‘grosswin.’

The variable total amt won was calculated by adding the player’s wager amount and
the inverse of all the values of ‘grosswin.’ Positive values in the fotal amnt won indicate
overall profit for players, while negative values represent losses incurred during the
gambling session. There were instances where the casino gross win was zero indicating a
draw; therefore, the wagered amount and the total amount won were the same. To take this
into account, another variable, profit, was created as the difference between fotal amt won
and ‘wageredamt.’ Positive values in this variable indicate profit gained, while negative
values signify losses incurred, and O values indicate draws. A profit/bet variable was
calculated by dividing the profit over the wager amount of each gamble. Additionally, the
percent return was computed by multiplying the profit to bet ratio by 100.

A visit variable was generated to monitor a player’s casino attendance within a given
month, calculated by detecting intervals of one day or more between gambling sessions.
Additionally, a time diff variable indicates the time span between successive wagers by the
same player. This is calculated by measuring the time difference between start time values
of consecutive gambles, thereby providing insights into their gambling pace.

Two variables, session time and session machine, were created to define a gambling

session within a given visit based on the duration of play or a machine change. Initially,
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session 1 for both time and machine starts when the first gamble is made by a given player.
Then, session time is incremented whenever the time difference between consecutive
gambles is more than 30 minutes, while session machine increments whenever players
switch slot machines. Additionally, both session time and session machine counts are reset
for each new visit.

Within a session based on time, two variables, machines played and unique machines,
were incorporated to quantify the number of times a player switches machines and the
number of unique machines played. The reason for this is that it was observed that some
players have a tendency to switch between the same 2 or 3 machines. For example, a player
may change machines 20 times within a session, but only between A and B. Thus, there
were 20 changes and 2 unique machines used in a session.

The variables gambles, gambles visit, gambles session, and gambles machine were
created to keep track of the number of gambles made by each player during a given month,
visit, and session based on time and machine. The gambles variable denotes the total count
of bets a player placed in a given month. The gambles visit variable signifies the sequential
tally of gambles made by a player during a single casino visit. Similarly, the gambles
session variable represents the sequential count of gambles made by a player within a
specific gambling session based on time. Lastly, the gambles machine variable captures
the successive count of gambles placed by a player on a specific machine within a session
machine.

The variable result type has been meticulously designed to categorize a player’s
gamble outcomes into distinct types: ‘loss’, ‘gain’, ‘draw’, or ‘near-hit’. The classification

derives from the percentage return (percent return) of each gamble: ‘loss’ for a percentage
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return of -100 (x = —100), ‘near-hit’ for returns between 0 and -100 (x = (0,—100)), ‘gain’
for returns greater than 0 (x > 0), and ‘draw’ for a return of exactly 0 (x = 0). Four dummy
variables were created from result _type: L (indicating loss), N (indicating near-hit), G
(indicating gain), and D (indicating draw).

The dummy variables, 2ws, 3ws, and 4ws, were created for distinct sequences of
consecutive positive gambles for a player: two wins in a row (2ws), three wins in a row
(3ws), and four wins in a row (4ws). Furthermore, 2ws profit, 3ws profit, and 4ws profit
were incorporated to represent the cumulative profit earned by players in the last 2, 3, and
4 winning streaks. In addition, the 2ws wgramt, 3ws wgramt, and 4ws wgramt variables
were created to quantify the cumulative amount wagered by players across these
consecutive positive sequences of gambles.

The variables increase slotdeno and decrease slotdeno were designed to indicate
instances where players adjusted their slot denomination during their gambling session. A
value of 1 in increase slotdeno indicates that players increased their slot denomination
between gambles, while a value of 1 in decrease slotdeno indicates that players decreased
their slot denomination. Similarly, the variables increase maxbet and decrease maxbet
indicate whether players increase or decrease their maximum bets.

For example, a penny machine would have a minimum slot denomination of 1 cent
(base bet), and this bet can be increased in small increments beyond the minimum, such
as 2 cents, 5 cents, 10 cents, and so on. The slot machines used in this study had a bet
multiplier option that allowed players to enhance their bet amount with each spin by a
factor of 2, 3, 5, or choose the maximum bet (“all-in”’). Consequently, if a player selects a

denomination of 5 cents and a multiplier of 5, their wagered amount would be 25 cents.
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Changes in the slot denomination for this player (e.g., from 5 cents to 2 cents or 5 cents to
10 cents) between consecutive gambles would be captured by the variables increase
slotdeno and decrease slotdeno, while alterations in the multiplier (e.g., from 5 to 3 or 5
to all-in) would be recorded by the variables increase maxbet and decrease maxbet.

The depletion rate variable was calculated to offer valuable insights into the rate of
change in a player’s total available cash amount for betting. This calculation was achieved
by quantifying the difference in the ‘playercashableamt’ between the current gamble and
the previous one within the same session. When this rate is positive, it signifies an increase
in the player’s overall cash amount, and the magnitude of the rate indicates the speed at
which the player’s cash amount appreciates. Conversely, a negative rate indicates a
decrease, and the larger the negative value, the faster the player’s account is depleted.

A classification variable was created to stratify players into two categories (Top 10 vs.
NonTop 10) based on their overall total number of gambles in a given month. Players with
a number of gambles equal to or greater than the 90th percentile of all players' gambles
were categorized as “Top 10” (See Table 3.3). Conversely, the “NonTop 10 category
includes all players who fall outside this top-10 percent. Table 3.4 summarizes the number
of players in various categories, including “Top 1”” and “Top 5. From this table, it can be
observed why it was decided to compare the “Top 10” against everyone else. The top 1
and top 5 percentiles contain a small number of participants which would greatly affect
the machine-learning algorithm due to the major class imbalance. Selecting the top-10
helps to mitigate the detrimental effects of class imbalance during the training of

traditional machine learning classifiers (Japkowicz and Stephen, 2002).
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3.3.4 Data Preprocessing for Classification Models

The data preprocessing pipeline used in this research revolves around a transformation
function (‘transform ml’). This function was constructed around the features outlined in
the previous sections. This function transforms the original time series data into structured
panel data by aggregating and summarizing players’ behavior and outcomes within
individual sessions or visits.

The transformation process begins by grouping the original time series data, utilizing
playerkey and gender, and the specified grouping parameter (visit or session time). This
grouping operation effectively segregates the data into discrete sessions or visits for each
player. Within each player’s sessions or visits, the function meticulously computes a series
of statistics and features. Starting with beginning amt and ending amt, denoting the initial
and final total cash amounts within a session or visit. Additionally, ending balance captures
the amount won or lost during each session. Key statistics are computed per session and
visit, including average and standard deviation of slot denomination (ave slotdenom and
std slotdenom), as well as minimum and maximum values (min slotdenom and max
slotdenom). The ave. theo payback, min theopayback, and max theopayback describe the
average, minimum, and maximum theoretical payback percentages. The ave wageramt and
std wageramt represent average and standard deviation of wagered amounts, while the min
wager and max wager identify the minimum and maximum wagers. The ave p/b, std p/b,
and max p/b delineate average, standard deviation, and maximum profit-to-bet ratios. The

max profit variable indicates the maximum profit attained.
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Furthermore, depletion slope calculates the average depletion rate of the players’
account balance. This variable is calculated by taking the mean of the rate of change of the
account balance, offering insights into how fast or slow players deplete or appreciate their
accounts. Counts of specific events are captured for each session or visit, including the
number of times slot denomination or maximum bet amounts are increased or decreased
(inc slotdenom, dec slotdeno, inc maxbet, dec maxbet).

The variables first wager, first outcome, and first p/b represent the initial wager,
outcome, and profit-to-bet ratio, while last wager, last outcome, and last p/b denote the
final events and monetary values. machines changes counts the total number of machine
changes during a session or visit. Outcome counts such as the number of wins (#/¥), losses
(#L), near-hits (#NH), and draws (#D), and the corresponding rates per gamble (w/g, /g,
nh/g, d/g) were also calculated. In addition, the transformation function also quantifies the
total number of consecutive win sequences (#2ws, #3ws, #4ws) and their associated profits
and wagered amounts (2ws profit, 3ws profit, 4ws profit, 2ws wgramt, 3ws wgramt, 4ws
wgramt).

Time variables such as ave time per gamble, min time per gamble, and max time per
gamble were also calculated by the ‘transform ml’ function to assess gambling pace. The
total gambles and total duration variables quantify the total number of gambles and
duration of each session or visit. Finally, the derived variables w/min, l/min, nh/min, d/min,
2ws/min, 3ws/min, and 4ws/min, normalize the event counts per minute, providing insights

into the time frequency of wins, losses, near-hits, draws, and consecutive wins.
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3.3.5 Utility of Gambling

To calculate the utility that is derived by each gambler, Conlisk's (1993) utility model was
incorporated. In this utility of gambling model, the individual’s preference function will
be a modified expected utility function that incorporates a utility of gambling term. If the
player accepts the prospect (G, p), her or his preference value, denoted as E(G, p, K), is

given by:

E(G,p,K) = pUIK +Gl+ (1 —p)U[K —Gp(1 —p)~ ']+ €V (G,p)

Where K denotes the initial wealth (beginning amount of money), and U(W) denotes his
utility of wealth function, which is assumed to pass through the origin, to be increasing, to
display risk aversion, and to be bounded (U(0) = 0,U' (W) > 0,U”(W) < 0,U(W) < Ux < ).
The individual’s wealth (W) is K + G with a probability of p and K — L =K — Gp(1 — p)~!
with a probability of 1 — p. Therefore, the first two terms of the equation represent the
player’s ordinary expected utility. The third term is the utility of gambling, €V (G, p),
which is assumed to be continuous and differentiable. The coefficient € is a positive
parameter used to scale the smallness of such utility.

For a given p between zero and one, it is assumed that V' (-) passes through the origin,
is increasing in G, and is concave (¥ (0, p) = 0,V (G, p) > 0,V (G, p) < 0). Since the
prospect degenerates to nothing when the gain probability p is zero, for any given positive
G, the utility of gambling increases from zero as p increases from zero (V' (G, 0) =0, V (G,
p — 1) >0 for G > 0). No assumptions are imposed on the relation between V' () and p

as p gets closer to zero. It is possible that, according to the individual’s perspective, there

M)
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exists an optimal level of skewness. In such scenario, V' (G, p) could initially increase with
p, reach a maximum, and subsequently decrease with p. In line with the notion that the
enjoyment derived from gambling is small, it will be assumed that V' (G,p) has an upper
bound Ve < 0.

The term €V (G, p) could be interpreted as the utility of the excitement and suspense
the player feels between the time she or he accepts the gamble (hits the button) and the
time the uncertainty is resolved. Thus, a composite function can be written as V (G, p) =
V[o(G, p)], where o(G, p) is a measure of gambling excitement, and V[.] is a concave and
bounded function that translates excitement into utility. Gambling excitement o(G, p)
could be simply the dispersion of the prospect. The standard deviation of the prospect (G,

p) can be expressed as either a function of (G, p) or as a function of (G, L):

a(G,p)=G\/§=\/ﬁ

Ideally, we would have wanted to have data on the probabilities of each line
combinations that pay the player and how much the payout of each line is. However, this
data was not provided, so in our calculations of gambling utility, the potential outcome G
was defined as the absolute value of the ‘grosswin’ column, G = |grosswin|. This is because
‘grosswin’ represents the monetary outcome that the player won or lost on each gamble.
The absolute value makes it so that the losses can be now interpreted as the possible
monetary outcomes the player could have not lost or could have won. The probability of
losing this monetary outcome, ¢ ,is represented by the holding percentage of each machine

that is captured by the column ‘theoreticalpaybackpercentage.” Thus, the probability of

)
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winning is simply p = 1 — g. Gambling excitement can be then defined as a(G, p) =
\grosswin| x (p * theoriticalpaybackpercentage™")"?). Lastly, V[o(G, p)] was defined as the
square root function of sigma, V[o(G,p)] = e6”~, since this function satisfies all conditions

of V() stated by Conlisk (1993) (See Appendix A.1).

3.3.6 Data Selection and Interaction Terms

Once the variables were transformed, interaction terms were created to capture the
correlations that exist between certain key variables. This step aims to mitigate the effects
of multicollinearity as identified by Lafi and Kaneene (1992), include inflated standard
errors of coefficients, inconsistent coefficients’ signs, misleading interpretations of
variable effects, and high predictor-outcome correlation without statistical significance.
Additionally, correlated variables complicate measuring their marginal impact. This leads
to poor model generalization and overfitting, resulting in suboptimal model performance
on unseen data (Chan et al., 2022).

Figure 3.1 displays the Pearson pairwise correlations among specific variables. It is
evident that w/min, 4ws/min, 3ws/min, 2ws/min, d/min, and [/min are highly correlated with
each other. Similarly, 2ws profit, 2ws wgramt, 3ws profit, 3ws wgramt, 4ws profit, and 4ws
wgramt exhibit correlation. Wins per gamble (w/g) show correlations with losses per
gamble (//g), near hits per gamble (nh/g), and draws per gamble (d/g). After careful
consideration, we decided to remove all records of consecutive wins along with their
associated profits and wager amounts. Additionally, we combined wins, draws, and near-
hits by summing them together to create two variables: wdnh/min (the total occurrences of

wins, draws, and near-hits per minute) and wdnh/g (the total occurrences of wins, draws,
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and near-hits per gamble). The rationale behind including draws and near-hits with wins
is that drawing with the slot machine is advertised to players as a “free spin,” and a near-
hit is displayed as winning an amount less than the wagered amount.

Other significant observations in Figure 3.1 are the correlations among ave. slotdenom,
max wager, min wager, std wageramt, ave wageramt, max slotdenom, max profit, std
slotdenom, std p/b, ave p/b, and max p/b. There is also a correlation among #inc.
slotdenom, #dec. slotdenom, #inc maxbet, and #dec maxbet. After evaluating every
different possible combination in which these variables could interact, it was decided to
retain only std slotdenom, std wageramt, std p/b, #inc slotdenom, and #inc maxbet.

To effectively capture relationships and dependencies of the terms that are going to be
used in the models, the following interaction terms were generated from the correlated
variables based on a new Pearson pairwise correlation matrix (Figure 3.2): ‘IT1’ reflecting
the interaction between beginning amt and depletion slope; ‘IT2’ capturing the interplay
between std slotdenom and std wageramt;, ‘IT3’ embodying the interaction between
beginning _amt and first wager; ‘1T4’ depicting the interaction between depletion slope
and first wager; ‘IT5’ encompassing the interaction between first wager and std wageramt;
‘IT6’ illustrating the interaction between depletion slope and std wageramt; ‘ITT’
involving a complex interaction among depletion slope, first wager, beginning amt, and
std wageramt; ‘IT8’, encapsulating the interaction between #inc maxbet, #inc slotdenom,
and machines changes; and ‘IT9’, modeling the interaction between first wager and

U(Sigma).
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3.4 Methodology

The machine learning models underwent comprehensive training, testing, and optimization
using two distinct approaches: one based on overall combination of all months and another
involving randomized 4-to-1 combinations of months. This deliberate strategy aimed to
discern potential variations in gambling behaviors arising from month-to-month
discrepancies. Segregating the data in these two ways allowed us to disentangle the
complex interplay of factors influencing gambling patterns across different timeframes. It
also enabled us to examine how these factors interacted with one another once they were
combined. In both the monthly and combined analyses, we employed two distinct
methodologies to deploy various machine learning algorithms. The initial approach
involved scrutinizing the overall duration of a player’s inaugural session or visit to
ascertain their high-roller status. Subsequently, we adopted a second approach that focused
exclusively on the initial minutes of the first session, examining intervals of 1, 5, 10, and
15 minutes to analyze early prominent behavioral patterns. This strategy sought to
determine whether it was feasible to identify high rollers within mere minutes of their
initial gaming session, thereby exploring the potential for rapid classification and

intervention.

3.4.1 Machine Learning Implementation

The analysis began by overseeing the behavioral features of players in their opening

session. For the combine and 4-to-1 approach, the machine learning algorithms were



116

implemented in the same manner to avoid any discrepancies between them. The process

can be summarized into the following steps:

1. Data Loading: We started by loading the dataset, which was generated using our
‘transfrom ml’ function. Then, the calculations of the utility of gambling and
interaction terms for each player were merged. To focus on relevant behavioral
aspects, we only included specific variables while excluding others that primarily
depended on the duration of play and were not considered indicative of gambling

behavior.

2. Data Filtering: After loading the data, we preprocessed it by filtering only records
corresponding to the first session or visit of each player. We also removed
unnecessary columns like session time and converted the ave time per machine

column from a time stamp to seconds for consistency.

3. Encoding Categorical Data: We applied binary encoding to the ‘gender’ variable,
converting it into a numerical format suitable for machine learning. In addition, we
performed one-hot encoding for other categorical variables, including day, time of
day, and first outcome, and last outcome. One-hot encoding, which is a typical
method for transforming categorical values into vectors with minimal processing, is
essential as it allows the model to recognize and interpret different categories as
separate and independent features (Hancock et al., 2020). Lastly, we encoded the

dependent variable (y) to ensure that the machine learning algorithm could
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effectively learn and predict the target variable, which is 1 if the player is in the “Top

10” and 0 otherwise.

. Splitting the Dataset: The data was split using an 80-20 ratio, where 80% of the
dataset was allocated to the training set, and the remaining 20% was designated for
the testing set. This division allowed us to train the machine learning model on a
substantial portion of the data while reserving a separate portion for evaluating its
performance on unseen data. This split help us assess the generalization capabilities

of the models effectively.

. Feature Scaling: To ensure that features with varying scales do not bias the model,
we applied feature scaling. Specifically, we used standardization, which transforms
the data so that all columns (features) have a mean (average) of 0 and a standard
deviation of 1. This standardization process was applied to all columns except the

encoded ones, creating a consistent scale across the dataset.

. Model Evaluation: We assessed the model’s performance using various metrics,
including accuracy, precision, recall, F1, and AUC scores. The essential values for
computing these metrics in a binary classifier are the four components within the

confusion matrix (Hicks et al., 2022):

(rp )

Where true positive (TP) denotes the number of correctly classified positive

samples, true negative (TN) denotes the number of correctly classified negative
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samples, false positive (FP) denotes the number of samples incorrectly classified as
positive, and false negatives (FN) denotes the number of samples incorrectly

classified as negative.

Accuracy (ACC) represents the proportion of accurately classified instances in the

evaluation dataset compared to the total number of samples

B TP+ TN
" TP+ FP+TN+FN

ACC

Accuracy ranges from 0 to 1, where a value of 1 signifies the correct prediction of
all positive and negative samples, and a value of 0 indicates no correct predictions

for positive or negative samples.

Precision (PREC) indicates the ratio of relevant retrieved samples, determined by
dividing the number of correctly classified samples by the total samples assigned to

that specific class.

TP

PREC = 757 Fp

Precision is bounded from 0 to 1, where a value of 1 indicates an accurate prediction
of all samples in the class, and a value of 0 signifies no correct predictions for that

class.

©)

(4)
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Recall (REC) represents the proportion of accurately classified positive samples,
computed by dividing the number of correctly classified positive samples by the

total samples of the positive class.

TP

REC =35 TFN

Recall falls within the range of 0 to 1, where a value of 1 represents perfect
prediction of the positive class, and a value of 0 indicates incorrect prediction of all

positive class samples.

F1 score (F1) finds the balance between precision and recall, serving as the
harmonic mean of these two values. This implies that it mitigates the impact of
extremely high or low values in either precision or recall. The F1 score provides a
single value that summarizes the trade-off between precision and recall, and it is

computed as follows:

2TP

= Y FP+ FN

The F1-score is also constrained between 0 and 1, with 1 representing the maximum

precision and recall values, and 0 denoting zero precision and/or recall.

Area Under the Curve (AUC): is a metric commonly used in binary classification
problems to evaluate the model’s ability to distinguish between positive and
negative classes across different threshold values. The AUC measures the entire

two-dimensional area underneath the receiver operating characteristic curve (ROC):

Q)

(6)
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1
AUC = f TPRA(FPR) @)
0
where TPR (True Positive Rate) is the Recall or Sensitivity, and FPR (False Positive
Rate) is defined as:

FP
= 8
FPR FP+TN ®)

AUC values range from 0.5 to 1, where a higher AUC indicates better model
performance in distinguishing between positive and negative samples. AUC = 0.5
implies that the model performs no better than random chance. AUC > 0.5 indicates
better-than-random  performance, with higher values signifying better
discrimination. AUC = 1 denotes perfect classification, where the model achieves a

True Positive Rate of 1 (100%) and a False Positive Rate of 0 (0%).

8. Feature Importance Analysis: Finally, we determined the importance of input
features in the trained model using permutation importance for the non-linear
models, and by extracting the models’ coefficients from the logistic model. This step
provided insights into which features contributed the most to the model’s decision-

making process.

3.4.2 Class Imbalance

Class imbalance occurs when one class in the dataset is represented by significantly fewer
instances compared to the other class or classes. As shown in Table 3.4, the distribution of

classes of slot players exhibited a significant imbalance. In this context, the minority class
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corresponds to individuals exhibiting a high-rolling gambling behavior, while the majority
class represents a standard gambling behavior.

Addressing class imbalance is crucial in machine learning applications, particularly in
binary classification tasks. When one class dominates the dataset, machine learning
models tend to become biased towards predicting the majority class. This bias can lead to
suboptimal performance and limited ability to identify and accurately classify instances of
the minority class (Johnson and Khoshgoftaar, 2019).

To mitigate the effects of class imbalance and ensure the model’s ability to learn from
both classes effectively, we employed the Synthetic Minority Over-sampling Technique
(SMOTE). SMOTE is a widely recognized oversampling technique designed to balance
the class distribution by generating synthetic samples for the minority class. This technique
helps level the playing field for both classes, improving the model’s ability to learn patterns
from the minority class (Chawla et al., 2002). SMOTE generates synthetic data by
applying linear interpolation between a minority class point and one of its K nearest
neighbors. This approach is highly versatile and can be applied to any classifier (Elreedy
et al., 2022).

After scaling the datasets, SMOTE was implemented to oversample the minority class
within the training data exclusively, creating synthetic data points and effectively
augmenting the representation of the minority class within the training dataset. This step
significantly improved class balance, aligning with the recommendation by Dubey et al.

(2013). Subsequently, the process continued as previously described.
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3.4.3 Cross Validation

The traditional k-fold cross-validation method randomly partitions the data into k nearly
equally sized segments or folds. Subsequently, k iterations of the training and validation
are performed in such a manner that within each iteration a different fold of the data is
held out for testing while the remaining k-1 folds are used for training. The performance
of the model is the mean of the validation results across the iterations (Refaeilzadeh et al.,
2009).

One notable drawback of this approach is the potential variation in class distribution
among samples, both within the entire dataset and across the folds. Furthermore, especially
in cases of severe class imbalance, there exists a substantial risk that certain folds may
lack representation from all classes. To address this concern, it is advisable to repeat the
process multiple times and then average the results (Rodriguez et al., 2009).

To validate the models, we employed a Stratified 10-Fold Cross-Validation (SCV)
technique. The SCV splits the data set on k folds such that every fold has almost the same
percentages of samples from minority and majority classes as the complete set (Szeghalmy
and Fazekas, 2023). Then, one fold is selected for testing, and the rest are used for training.

To evaluate the models in each fold, we computed the accuracy, precision, recall, F1,
and AUC scores for every fold. We then calculated the average of these metrics across all
folds to gauge the model’s overall performance. To assess the variability of the accuracy
and identify any signs of potential overfitting, we computed the standard deviation of
accuracy across the folds (Decuyper et al., 2019). A large standard deviation would

indicate significant variations in the model’s performance, suggesting potential overfitting
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issues, thus compromising accurate predictions. To compare the SVC results, we also
conducted a 4-to-1-month validation which consist on utilizing data from four months to
train the model (July, October, September, and June), and testing it on the remaining month
(August). In the per-minute analysis, the 4-to-1 fitting procedure was implemented on a
per-minute basis for each model. For instance, the algorithm is trained in the first 1 minute
of June, July, September, and August, and it is being tested in the first 1 minute of October.
This strategic choice aimed to emulate a practical deployment scenario, where the model
generalizes based on past gambling months and then evaluates its predictive performance

on entirely new data from a distinct month.

3.4.4 Hyperparameter Tuning

Hyperparameters hold significant importance in machine learning algorithms as they
directly govern the behavior of training algorithms and exert a profound impact on the
overall predictive performance of the models (Wu et al., 2019). To optimize the predictive
power of our models, we conducted a thorough hyperparameter tuning process for the
classifier algorithms. A grid search approach was used to identify the best hyperparameters
for each model. This approach systematically traversed through defined ranges of these
hyperparameters to identify the combination that resulted in the highest accuracy (Bergstra
etal., 2012).

In optimizing Logistic Regression, we focused on fine-tuning essential
hyperparameters critical to its performance. These encompassed the regularization
parameter (C), the penalty term, the solver algorithm, and the maximum number of

iterations. For the Random Forest model, attention was directed toward the number of trees
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in the forest, the maximum depth of the trees, the minimum samples required to split an
internal node, and the minimum samples required at each leaf node. The K-NN
hyperparameter grid considers the following parameters: the number of neighbors,
distance-weighting method, the solving algorithm, leaf size, and the power parameter. The
Decision Tree classifier hyperparameter grid encompasses the following parameters: the
quality of the split, the method of the split, the maximum depth of the tree, the minimum
samples required to split an internal node, the minimum samples required at each leaf

node, and the maximum number of features to consider for the best split.

3.5 Machine Learning Performance Results

This section describes the tables that contain the various performance metrics for the
machine learning models. Further discussion of these results is contained in the next
section. Table 3.5 shows the performance at the end of the first session for the tuned
models with 4-to-1 validation. The first row, ‘June’, indicates that the model was trained
using the data from July, August, September, and October, and it was tested on the data
from June. Table 3.6 displays the average performance metrics of the tuned models
resulting from a 10-fold stratified cross-validation (10-SCV) conducted on the overall
combination of all months.

Tables 3.7 through 3.10 shows the per-minute performance scores in the different
testing months. Similar to the per-session analysis, Tables 3.7a, 3.8a, 3.9a, and 3.10a
indicate that June was the testing month, and the remaining months were used to train the

algorithm with the caveat that this time the algorithm was trained and tested in time
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intervals. For example, the first row ‘1 min’ of 7a indicates that the algorithm was tested
on the first minute of play of all gamblers in June using the first minute of all the players
who played in July, August, September, and/or October. Table 3.11 present the mean
performance metrics of models derived from a 10-SCV conducted within time intervals (1

minute, 5 minutes, 10 minutes, and 15 minutes) across all players.

3.6 Analysis

In terms of accuracy, as noted in the first column of Table 3.6, the Random Forest classifier
had the highest performance with a mean accuracy of 0.912. The Decision Tree classifier
had the second highest mean accuracy with 0.855, followed by the KNN model with a
mean accuracy of 0.827. The Logistic Regression being the only linear model had the
lowest mean accuracy score of 0.814. In terms of recall, which represents the proportion
of actual top-10 players who were predicted by the model, the Decision Tree and Random
Forest models” mean recall had the best performance with scores of 0.759 and 0.777
respectively. The trade-off of having a high recall is the possibility of increasing False
Positives (FP). This trade-off is quantified by the precision metric, and it is the Random
Forest classifier that outperforms others significantly, with a mean precision score of 0.741.
The balance of precision and recall of each model is captured by the F-1 score, which is
the harmonic mean of these two values. In this regard, the Random Forest model still
outperforms the rest with a mean F1-score of 0.749. The mean AUC (Area Under the ROC
Curve) provides a comprehensive measure of a model's ability to distinguish between
classes. Here, the Random Forest model also exhibits the highest mean AUC of 0.903.

Following behind is the Decision Tree and Logistic Regression models with mean AUC
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scores of 0.854 and 0.842 respectively. Similar results were found for the overall 4-to-1
validation (Table 3.5), and the per-minute analysis with either validation technique (Tables
3.7 —3.11); Random Forest was the better performance model.

For the subsequent sections, the paper will focus on the Random Forest and the
Logistic Regression models. The reason Logistic Regression is used, despite its low
performance when compared to the other models, is its interpretability. Interpretable
models are restricted in their design to offer a more comprehensive insight into their
decision-making process. In some instances, these models clearly show how different
variables are connected to make the final prediction. They might use a simple statement
that combines a few variables in a short logical statement, each with its weight, and added
together like in the case of linear regression (Rudin and Radin, 2019). Since Logistic
Regression is a generalized linear model (GLM), where the logit of the estimated
probability response is a linear function of the predictors’ parameters, it would be easier
to understand and interpret the influence of each predictor on the outcome.

The KNN and Random Forest models are considered “black box” models because, by
definition, the way they use the independent variables involves functions that are too
complex for any human to comprehend (Rudin, 2019). Even Decision Tree models, with
depths of more than 10 levels, are difficult to interpret. However, there are a few model-
agnostic methods that can be used to understand which variables have the greatest
contribution to the model performance abilities. These interpretation methods, which are
not specific to any particular model, are more versatile and can be employed with any
machine learning model and are implemented after the model has been trained (Ribeiro et

al., 2016). This paper uses feature importance analysis as a method to comprehend how
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Random Forest operates to an extent since this method does not provide us with a detailed
understanding of the internal workings or interactions between features (Fisher et al.,

2018).

3.6.1 End of First Session

It is important to note that the permutation importance scores obtained from the Random
Forest classifier are on a relative scale. These scores are not inherently standardized and
exhibit smaller ranges. In contrast, coefficients in Logistic Regression have an absolute
scale, representing the change in the log odds or probability of the response variable for a
one-unit change in the predictor. The difference in scale arises from the nature of these
methods, permutation importance assesses the impact on model performance, while the
coefficients of the logistic regression directly quantify the relationship between predictors

and the response.

3.6.1.1 Performance Metrics

The models’ predictive performance at the end of the first session, evaluated through
accuracy and AUC scores, demonstrates noteworthy consistency across our two validation
strategies: 4-to-1 (see Table 3.5) and 10-SCV (refer to Table 3.6). The Logistic Regression
model maintains stable accuracy and AUC values across different folds, registering mean
scores of 0.691 and 0.746 for a 4-to-1 validation and 0.814 and 0.842 for a 10-SCV. It also
exhibits low standard deviations of 0.018 and 0.015 for the former and 0.005 and 0.011
for the latter. This consistency indicates that the model reliably identifies players likely to

engage in prolong gameplay, regardless of the validation approach. In contrast, the
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Random Forest model displays consistently high accuracy and AUC in both scenarios,
with averages of 0.856 and 0.771 for the 4-to-1 validation and 0.912 and 0.903 for the 10-
SCV. It maintains minimal standard deviations 0f 0.011 and 0.015 for the former and 0.005
and 0.004 for the latter.

Precision, recall, and F1 scores also showcased consistent trends. For instance, the
Logistic Regression model exhibited a mean precision of 0.577 (4-to-1) and 0.626 (10-
SCV), a mean recall of 0.689 and 0.755, and a mean F-1 score of 0.556 and 0.649. The
Random Forest has a mean precision of 0.628 and 0.741, a mean recall of 0.644 and 0.759,

and a mean F-1 score of 0.634 and 0.749.

3.6.1.2 Feature Importance
Feature importance is determined by measuring the rise in the model’s prediction error
when the values of features are permuted, thereby disrupting the connection between the
feature and the outcome (Fisher et al., 2018). A feature is deemed significant if permuting
its values results in an increased error, indicating a degradation in predictive performance
(Elshawi et al., 2019). In other words, if permuting a feature results in a significant
decrease in the model’s performance, it suggests that the model relies heavily on that
feature for making accurate predictions. The opposite is also true, if permuting a feature
leads to an improvement in the model’s performance, it implies that the model is not highly
sensitive to changes in that feature. This lack of sensitivity suggests that the feature may
not play a crucial role in the model’s decision-making process or that its contribution is
relatively insignificant.

Table 3.12 and Figure 3.3 display the feature importances in the Random Forest model.

Remarkably, the feature with the highest importance score is depletion slope (0.045).
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Permuting its values leads to a substantial elevation in the model’s prediction error,
highlighting its critical role in influencing player duration predictions. Following closely,
features such as ave. time per gamble (0.010), IT1 (0.010), and beginning amnt (0.009).
demonstrate notable importance, contributing significantly to the model’s decreased
accuracy. Features such as machine changes (0.008), and /73 (0.008), also exhibit
meaningful importance. On the other hand, features with lower importance scores,
including #inc maxbet (0.004), unique machines (0.003), age (0.002), IT5 (0.001),
wdnh/g (0.001), #inc. slotdenom (0.000), and std. wageramt (0.000) suggest minimal to
no impact when their values are permuted.
3.6.1.3 Logistic Regression Coefficients
According to Table 3.13, all variables in the model are significant (p < 0.00). It is crucial
to note that the predictor variables were standardized before modeling. This
standardization adjusts each variable to have a mean of zero and a standard deviation of
one. Consequently, the coefficients in our model express the effect of a one-standard-
deviation increase in the predictor variable on the log-odds of ranking within the top-10.
They do not represent the change from a one-unit increase on the original scale of the
variable. To illustrate the practical significance of these coefficients, Table 3.14 presents
the summary statistics for the predictor variables from one of the ten cross-validation folds
used in training, prior to standardization. This information is crucial for understanding the
real-world impact of a one-standard-deviation change in each predictor variable.

As can be observed in Table 3.15, the probability associated with the intercept log odds
of -0.49 is approximately 38%. This implies that when all other variables in the model are

held at their mean values (z = 0), the estimated probability of being classified as top-10 is
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38%. The positive relationship with age indicates that for each additional standard
deviation increase in age (o = 13 years), the probability of being a top-10 player increases
by 7 percentage points while holding all other variables constant. Similarly, a standard
deviation increase in the beginning amount (o = $553.6), not just a one-dollar increase, is
associated with a 20 percentage point increase in the probability of being in the top-10.
Conversely, a standard deviation increase in the average time per gamble (6 = 88.43
seconds) is associated with an 8 percentage point decrease in the probability of being a top-
10 player. More frequent machine changes (¢ = 94.1) and playing a larger variety of
unique machines (6 = 4.29), also measured in standard deviations, are both linked to
higher probabilities of being in the top-10, with a 9 and 26 percentage point increase,
respectively. Additionally, a one-standard-deviation change in the depletion slope (¢ =
3.39) of one's gambling account correlates with a 6 percentage point rise in the probability
of being classified as a top-10 player. The pseudo-R-squared value of 0.253 suggests that
the model accounts for a significant amount of the variability in the odds of a player being

in the top-10 based on the predictors considered.

The logistic function of the model is:

1

+ —(=0.49+0.27x;+0.84x,—0.32x3+0.35x,+1.16x5+0.23x¢)

P(r=1)= ©)

Where x1 corresponds to the standardized value of age, x: is the standardized value of the

beginning amount, x3 represents the standardized value of average time per gamble, x4
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denotes the standardized value of machine changes, xs is the standardized value of number

of unique machines played, and x¢ indicates the standardized value of the depletion slope.

3.6.2 Time Intervals

3.6.2.1 Performance Metrics

The performance metrics of the Random Forest model, evaluated at different time
intervals, reveal an increasing trend in its prediction capabilities as time progresses. In the
case of the 10-SCV validation (Table 3.11c), the Random Forest model consistently
exhibits high mean accuracy time intervals: 0.807 at 1-minute interval, 0.822 at 5-minute
interval, 0.821 at 10-minute interval, and 0.825 at 15-minute interval. Low standard
deviations (Acc. Std.) indicate stable performance across folds. In addition, the AUC
results presented in Figure 3.4a showcase the Random Forest model’s ability to
discriminate between classes at different time intervals. AUC values show a trend of
improvement with longer intervals: 0.613 at 1 minute, 0.659 at 5 minutes, 0.684 at 10
minutes, and 0.701 at 15 minutes®. The highest AUC (0.903) is observed for the entire
session (Entire S1), highlighting the model’s optimal performance when considering the
complete duration of the first gambling session. Furthermore, precision, recall, and the F1
score show positive trends, emphasizing the model’s proficiency in identifying players
with extended gameplay. For the 4-to-1 validation (Table 3.9) the Random Forest model
sustains strong performance metrics with similar positive trends, aligning with the

observations from the 10-SCV validation.

6 The AUC values from Figure 3.4 and Table 3.11 are slightly different because the ROC curves that are
being plotted are from the last fold of the model, whereas the values on the Table reflect the mean values of
the 10 folds.
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The performance metrics of the Logistic Regression, evaluated across distinct time
intervals using the 10-SCV and 4-to-1 validation approaches, reveal a consistent upward
trend similar to that observed in the Random Forest Model. Table 3.11d reveals the mean
accuracy consistently increases over time intervals, with values of 0.597 at the 1-minute
interval, 0.636 at the 5-minute interval, 0.678 at the 10-minute interval, and 0.703 at the
15-minute interval. The standard deviations (Acc. Std.) remain relatively low, indicating
stability in performance across folds. The AUC values depicted in Figure 3.4b illustrate
the discriminatory performance of the Logistic Regression model across different time
intervals. At 1 minute, the AUC is 0.647, suggesting a moderate discriminatory ability.
This value improves to 0.681 at 5 minutes, 0.716 at 10 minutes, and 0.736 at 15 minutes,
indicating a consistent enhancement in performance with longer intervals. Similarly to the
Random Forest model, the Logistic Regression model attains its highest AUC (0.842)
when considering the entire session, underscoring the model’s optimal discriminatory
power across the complete duration. However, it is worth noting that the mean AUC
increase for the Logistic Regression model between the 15-minute mark and the entire
session is moderate, with scores rising from 0.736 to 0.842. In contrast, the Random Forest
model exhibits a more substantial jump in scores between the 15-minute interval and the
entire session, increasing from 0.701 to 0.903. Lastly, precision, recall, and F1 scores
exhibit a similar increasing trend, with mean values showing improvement over time.
Similar to the 10-SCV scenario, the 4-to-1 validation models (Table 3.10) yield better

performance metrics with longer time intervals.
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3.6.2.2 Feature Importance

This section will omit the 1-minute and 5-minute intervals because of their inherent
limitations in capturing comprehensive patterns and dependencies within the dataset due
to their short temporal resolution. These two relatively short intervals may not capture
sufficient information to robustly discern the nuanced patterns and dependencies within
the dataset. The brevity of these intervals may result in increased variability and noise in
feature importance measures, potentially yielding less reliable insights compared to longer
time intervals (Tables 3.16a, 3.16b). Focusing on longer intervals ensures a more stable
and meaningful assessment of feature importance, providing a more comprehensive
understanding of the variables influencing the model’s performance.

Table 3.16c¢ provides insights into the permutation importance of features during the
10-minute interval of the Random Forest model. Notably, U(sigma) emerges as the most
influential feature in this interval, showcasing a positive importance score of 0.011. The
feature beginning amnt. also makes a substantial positive contribution with an importance
score of 0.010. Additionally, features such as depletion slope (0.004), #L (0.002), and age
(0.001) exhibit positive importance scores, though relatively lower compared to U(sigma)
and beginning amnt. Table 3.16d shows the key features during the 15-minute interval in
the Random Forest model. The beginning amnt. takes the lead with a substantial positive
importance score of 0.007. Following closely, U(sigma) also contributes significantly with
a positive importance score of 0.004. Surprisingly, features such as #L (-0.002), depletion
slope (-0.003), and age (-0.003) are not deemed important by the model at the 15-minute

interval.
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3.6.2.3 Logistic Regression Coefficients

This section will focus on the coefficients obtained from the logistic regression model
fitted on the first 15 minutes of player activity, as the coefficients in both the 10-minute
and 15-minute regressions exhibit nearly identical magnitudes except the depletion slope
(See Table 3.17). Similarly to the end of the first session analysis, Table 3.18 provides the
summary statistics for the predictor variables from one of the ten cross-validation folds.
These statistics were compiled before the standardization process during the model's
training phase.

From the conversion of log odds into probabilities (Table 3.19), when all variables in
the model are at their mean values (z = 0), the estimated probability of being classified
top-10 1s 43%. Notably, the variable #L (number of losses) exerts a substantial effect,
indicating that each standard deviation increase (¢ = 40.85) is associated with a 16
percentage point increase in the probability of the outcome for the 15-minute model. For
the depletion slope, a one-standard-deviation (¢ = 4.92) increase corresponds to an 11
percentage point rise in the probability of the outcome in the 10-minute interval and a 5
percentage point increase in the 15-minute interval. This differing impact of depletion rates
could suggest that those who deplete their account more rapidly may do so within a shorter
timeframe, a behavior that the 10-minute interval may more accurately capture, hence the
model assigns more significance to the depletion slope in this shorter interval.

Furthermore, each standard deviation increase in age (o = 13.4 years) is associated
with an 11 percentage point increase in the probability of being classified as a top-10

player in the 15-minute interval. The utility of gambling, U(c), also shows a positive effect;
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each standard deviation increase leads (o = 0.53) to a 3 percentage point increase in the
probability of the outcome.

The logistic function of the model for the 15-minute interval is:

1

1 + e—(=0.28+0.43x,+0.28x,+0.19x3+0.14x,+67x5)

P(Y=1)=
In this instance, X1, X2, X3, X4, X5 corresponds to standardized values of age, beginning

amount, depletion slope, U(o), and number of losses respectively.

3.7 Discussion

After conducting a thorough model performance and feature analysis at different stages of
the first session of each player, a few remarkable similarities and differences arose between
the Random Forest and Logistic Regression classifier. Beginning with their predictive
performance, both models consistently demonstrated strong performance at the end of the
first session. Accuracy, precision, recall, F-1, and AUC scores were extremely consistent
across the two different validation techniques, 4-to-1 and 10-SCV. Both models display
increasing predictive power with longer time intervals as depicted in Figure 3.4. The
different ROC curves illustrate the trade-off between true-positive rate (sensitivity) and
false-positive rate (1-specificity) as one changes the criterion for positivity (Hanley, 1989).
For false-positive rates between 0 and 50%, the Random Forest and Logistic Regression
models trained on the entire first session have the highest true positive rates when
compared to the other models that were trained in shorter time intervals. Considering the
entire area under the curve (AUC), the Random Forest trained on the entire duration of
session 1 has the AUC of greatest magnitude (0.910), indicating that this model has a

strong ability to discriminate between the top-10 and non-top slot machine players.

(10)
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Upon inspecting the summary statistics of the opening 15 minutes of the first session,
it becomes apparent that the average utility of gambling (U(o)) is slightly higher for the
top-10 players, standing at 0.82, compared to the non-top players’ average of 0.70. The
difference between the two narrows even further when examining the median utility, with
the top players at 0.65 and the non-top players at 0.58. Regardless of the utilities not being
substantially apart, their difference is statistically significant (See Table 3.22).

The utility of gambling can elucidate why top players commence their gambling
sessions with higher dollar amounts and why their average bets surpass those of non-top
players. The graph in Figure 3.5 illustrates the relationship between U(o) and the potential
outcome (G) for both top (red dots) and non-top (purple dots) players with their
corresponding logarithmic trendlines. For non-top players, the fitted green trendline is
given by y = 0.56 + 0.92log(G), with an associated R-squared value of 0.66. This equation
signifies that U(o) for non-top players is determined by a constant term of 0.56 and
increases by 0.92 times the logarithm of the potential outcome. Conversely, for top players,
the fitted blue trendline is expressed as y = 0.43 + 1.07log(G), with an associated R-
squared value of 0.65.

These fitted trendlines reveal that top players gain less utility at lower potential
outcomes compared to non-top players until an intersection point, where the utilities are
equal, is reached. This intersection point is approximately equal to a potential gain of 7.36
dollars (G = 7), which yields a utility for both groups equal to 1.36.” From this point on,

the utility that is derived by any potential gain greater than seven dollars is greater for the

" The intersection point is found by setting the two logarithmic functions equal to each other and solving for
G.
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top players compared to non-top players. This is potentially one reason why top players
bet, on average, higher amounts than the non-top, $5.61 versus $2.75 (Table 3.21) since
there is a strong positive correlation (0.77) between the bet amount and the potential gain
(Figure 3.6). The higher the bet amount is, the higher the potential outcome would be;
however, there is a balance that is maintained by top players because the higher the bet
amount is, the faster their accounts would be depleted. This phenomenon is captured by
the negative correlation (-0.37) between the potential outcome and the depletion slope,
and the fact that top players deplete their accounts at a slower rate than non-top players.

The probable cause that the non-top players’ wagers are lower than the top players, is
the risk associated with higher betting amounts. The gambling utility that could potentially
be gained above the seven-dollar threshold does not overcome the risk of losing quantities
higher than this amount. In other words, the non-top player is more risk-averse, a fact that
is corroborated by the concavity of logarithmic utility functions. The coefficient of the
logarithmic term (non-top = 0.92; top = 1.07) plays a crucial role in determining the degree
of curvature. A smaller coefficient would result in a more concave function, indicating
higher risk aversion, and vice versa a larger coefficient would result in a more convex
function, indicating lower risk aversion.

The reason why the top players might gain less utility at ranges below seven dollars
than the non-top could be associated to insensitivity to lower payouts. On one hand, this
phenomenon could be hypothesized to be purely acquired as a result of classical
conditioning principles such as habituation. However, a growing body of research around
the Reward Deficiency Syndrome (RDS; Blum et al., 1996) highlights the importance of

taking the neurological structures involved into consideration, as they can be responsible
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for this insensitivity, even before the person gambles for their first time (e.g., File et al.,
2022; Gyollai et al., 2014; Blum et al., 2022). Originally developed by Blum and
colleagues (1996), the RDS states that addicts would be equipped with a genetical
underactive reward system, which would drive them to seek intense rewarding experiences
(such as consuming drugs or engaging in gambling activities) as a way to compensate for
this deficit. Neuroimaging studies have supported the presence of this hypoactivation in
pathological gamblers (de Ruiter et al., 2009; Reuter et al., 2005), and it is believed to be
associated to other cognitive disruptions seen in this population, such as attentional biases
toward positive-related stimuli (Hudson et al., 2013), or difficulties in their capacities to
appreciate positive or pleasant states (i.e., hedonic dysregulation; Velotti & Rogier, 2021).

Whether our results are due directly to the effects of RDS or mediated by the cascade
of cognitive effects associated with it, it is reasonable to assume that this syndrome could
be underlying the insensitivity seen to lower payouts, resulting in a lower utility gained
from lower bets when comparing top versus non-top players. Additionally, it is important
to highlight that a need to bet higher amounts of money in order to achieve the desired
excitation is one of the criteria associated with the diagnosis of gambling disorder (APA,
2022). Thus, the results obtained by our calculation of the utility of gambling suggest that
the majority of our top-players could meet diagnostic criteria for a gambling disorder (i.e.:
pathological gamblers). Since the observational nature of our findings prevent us from
differentiating between recreational gamblers and problematic gamblers, these results help
us support the idea that the top-players in our sample are potentially largely comprised of
pathological gamblers, supporting the generalization of our results to similar literature and

explaining the convergence with previous studies.
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The utility of gambling described above is impacted by several factors that interact and
contribute to the decision-making process. Once again, by examining the summary
statistics of both groups (Table 3.21), it can be noticed that non-top players, on average,
play fewer unique machines during their first gambling sessions compared to top-10
players. The mean number of unique machines played by non-top players is approximately
2.63, with a standard deviation of 2.43, while the top-10 players exhibit a higher mean of
around 6.91, with a larger standard deviation of 5.22. This indicates a notable difference
in the engagement with unique machines between the two groups, supporting the Logistic
Regression findings that associate a higher number of unique machines played with
increased probability of being a top player.

Among the most common gambling fallacies reported in the psychological literature
(Leonard et al., 2015), the combination of three co-ocurring biases can be accounting for
these results. First, the illusion of control. Originally proposed by Langer (1975), this bias
refers to the gambler’s belief that their actions can impact the occurrence of random events,
and that they are able to predict random outcomes based on different skills. This bias is
exploited by EGM developers, as the ability to adjust the number and size of betting
wagers leads gamblers to be able to “control” risk and potential reward (Harrigan et al.,
2014). In this sense, gamblers might believe that they are able to predict which slot
machine is “about to give a prize.” This belief, although sometimes partially true (Dixon
et al. 2013), might be erroneously influenced by two directionally opposite biases. On one
hand, the “gamblers fallacy” would lead players to switch to a machine that has not given
a prize in a long time (for a review, see Rockloff & Hing, 2013). This bias is motivated by

a failure to understand the independence of random events, leading gamblers to think that
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if a machine has not given a prize in a long time, it will give it soon to “even things out”
statistically. Conversely, the “hot hand fallacy” (Gilovich et al., 1985) would lead players
to switch to a machine that has given prizes recently, motivated by the idea that winning
streaks on these devices would portend more wins.

Similarly, these biases can also account for the overall number of machine changes
throughout the session, as the illusion of control increases with the amount of actions taken
to influence the results. In this sense, according to the Logistic Regression model, the
number of machine changes is an important indicator of whether an individual would be
classified as a top-10 player or not. The summary statistics indicate that the mean number
of machine changes for top-10 players is significantly higher (33.90) compared to non-top
players (3.23). The median machine changes for non-top players is 1, signifying that half
of the non-top players experience one or fewer machine changes during their gaming
sessions. The IQR of 2, suggests that the middle 50% typically make between 0 and 2
machine changes. In contrast, the median machine changes for the top-10 is 6, indicating
that half of the top-10 players make six or fewer machine changes. The IQR for top-10
players is larger at 9, reflecting a wider range of machine changes within the middle 50%,
typically between 3 and 12 machines in the first session. By observing the average time
spent on a slot machine, it can be observed that the median time spent on a machine was
16.86 minutes (1012 seconds) for the top players, and 5.5 minutes (330 seconds) for the
non-top players. The IQR for the top players reveals that the middle 50% of the players
spent 24.15 minutes per slot, whereas the middle 50% of non-top players spent 8.83

minutes per machine.
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Another variable of interest is the amount with which players begin their first session.
It is evident from the summary statistics that, on average, top-10 players start their slot
machine sessions with a higher initial amount of money compared to non-top players,
$112.05 versus $50.76. However, this average beginning amount might be inflated by the
fact that in both groups there are maximum beginning amounts over 10,000 dollars. The
median value; on the other hand, is not influenced by this discrepancy, and it provides a
more representative measure of the typical starting amounts for each group. The median
beginning amount for top-10 players is still significantly higher at $47.75 when compared
to non-top player’s median amount of $19.50. This might represent a reflection of the
player’s intentions prior to the beginning of the first session. Foreseeing a long session,
top-10 players would need an initial higher investment that would also allow them more
betting freedom when applying their gambling strategies. On the contrary, non-top players
might be unsure of the time they will spend playing or the reward (either psychological or
financial) that they will obtain from betting, which might lead them to invest smaller
amounts of money on their first gambles.

Additionally, according to the Logistic Regression results and Random Forest feature
importance, the rate at which players deplete their accounts is another significant factor in
differentiating between players. It can be observed from the summary statistic (Table 3.20)
that the mean depletion slope for non-top players is negative (-0.15), whereas the mean
depletion slope for the top-10 players is positive (0.07). This is indicative that non-top
players, on average, run through their accounts at a faster pace than top-10 players. The
standard deviation is relatively high for the non-top at 4.25, especially when comparing it

with the top-10 standard deviation of 2.55. This suggests that top-10 players are more
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consistent in their betting amounts, whereas non-top players exhibit greater variability in
how rapidly they deplete their accounts, which is a sign of inconsistent betting behavior.
This is further corroborated by the spread of depletion rates, where non-top players exhibit
a greater IQR in their depletion rates (0.39) than top-10 players do (0.10). The median
depletion slope further emphasizes this distinction, with a median of -0.11 for non-top
players and -0.01 for top-10 players. The negative median values indicate that, at the
middle range, both groups deplete their accounts, yet the non-top players exhibit a faster
median depletion rate. The same fast depletion behavior can be observed at the 15-minute
interval. Table 3.21 reveals that, despite the fact that both groups depleted their account,
on average, the non-top players depleted their accounts significantly faster at a rate of -
0.25 compared to rate of -0.09 of the top-10. Their median depletion rates are also different
at -0.16 for the non-top and -0.06 for the top-10. Our results converge with those
previously reported in the literature of EGM gambling, in which top players typically bet
smaller amounts of money for a prolonged period of time, rather than making sudden,
bigger bets (Schiill, 2012).

Taken together, a higher beginning investment combined with a slower depletion rate,
represent a particular pattern of gambling that could be a reflection of the player’s
experience, intentions, and even personality. Problematic gamblers show different motives
for gambling than non-problematic gamblers (Steward & Zach, 2008) and these motives
lead to different “subtypes” of gambling behaviors or profiles (Milosevic & Ledgerwood,
2010). However, despite if their motivation stems from a necessity to avoid negative
emotional states, to increase their arousal, or because they are behaviorally conditioned to

keep playing (Milosevic & Ledgerwood, 2010), a common feature across subtypes is
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engaging in long, stable sessions (Schiill, 2012). In this regard, one of the cognitive
processes that could be accounting for this concurrence is the aforementioned illusion of
control (Langer, 1975). As it was explained above, the design of EGMs increases the effect
of this bias (Harrigan et al., 2014), leading to the creation of “strategies” by the top players
that they believe would maximize their chances of winning. Thus, in order to be able to
apply these strategies, the gambler needs to start with a higher amount of money, that will
be followed by small and consistent bets.

Furthermore, age plays a slight role in the classification process. The summary
statistics, backed the Logistic Regression findings, show that on average, top-10 players
are slightly older, by just a few years, than non-top players. The mean age for top-10
players is approximately 52.46 years with a standard deviation of 12.63 years, whereas for
non-top players, it is 46.99 years with 14.14 years of standard deviation. For non-top
players, the IQR in age is 23, indicating that the middle 50% of non-top players typically
have ages ranging from 35 to 58. On the other hand, for Top10 players, the IQR is 19,
reflecting a narrower range of ages. The middle 50% of the top-10 players typically have
ages ranging from 43 to 62. These results converge with those reported in the
psychological literature, which states that gambling disorder associated with EGMs is
more common among older adults than younger ones (APA, 2022). There are several
reasons why older adults are at a higher risk for developing a gambling disorder, such as
fulfilling unmet psychological needs, to support the community and decrease their
isolation, and due to the accessibility of gambling offered by gambling venues (Johnson

etal., 2023).
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The average time per gamble is associated with a decrease in the probabilities of being
classified as a top-10 player (-8%) by the Logistic Regression classifier. However, when
inspecting the summary statistics (Table 3.20) of the average time per gamble of both
groups, it can be noticed that both groups have fairly similar gambling speeds at the end
of their first session. The mean speeds between gambles were 25.59 seconds for the top-
10 players and 25.9 seconds for the non-top. The relatively high average speeds between
gambles are a product of the fact that in both groups the maximum time between gambles
was 902.67 and 892.45 seconds for the top and non-top-10 respectively (Table 3.20). These
extreme maximums are the reason why the median provides a better perspective of
gambling pace. Their medians, however, are also fairly similar to one another, 10.16
seconds for the top-10 and 10.03 seconds for the non-top-10. The difference in their
standard deviations, 62.93 for non-top players compared to 39.81 for the top-10, implies
greater variability in gambling pace in the non-top cohort. This suggests that, on average,
non-top players may experience more fluctuation in their gambling pace during their
gaming sessions. The summary statistics for the first 15 minutes (Table 3.21), reveal that
the on average top-10 players are 3.11 seconds faster than their counterparts. Their
standard deviations indicate a more stable pace variability for the top-10 players (6.29)
than for those in the non-top (16.42). The median speed shows a 1.26-second faster play
for the top-10 players.

Some of the potential explanations for why average times per gamble are significantly
different at the 15-minute mark and extremely similar during the entire session could be
initial gambling excitement and fatigue. As the first session starts, players might feel an

initial rush that makes them play at a faster pace. The standard deviation of both groups
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shows that the top-10 players have a higher tendency to maintain a consistently fast rhythm
of play. Once fatigue starts to settle in and the initial rush diminishes, the gambling pace
for the two groups begins to approach an equilibrium where there is no incentive to play
faster or slower. In this case, this equilibrium seems to be approximately 26 seconds per
gamble.

This initial fast pace is indicative of why, in the 15-minute Logistic Regression model, the
number of losses is one of the main classification variables. The average number of losses
for the top players, at 65.89, is almost twice as much as for the non-top players at 37.57.
The median number of losses for the top-10 is also almost twice as large as for the non-top
players, 59 to 28. This does not mean that non-top players are luckier than the top players.
If the number of total gambles that were made during this 15-minute interval is considered
(Table 3.21), it can be noticed that the top players made, on average, 107.79 gambles,
whereas the non-top players were only able to make, on average, 61.62 gambles in the
initial 15 minutes of play. Taking the ratio between the average number of losses and the
average total gambles, it can be observed that both groups had the same likelihood of losing
per gamble, //grio= 65.89/107.79 = 0.61; l/gnr=37.57/61.62 = 0.61 (The same is also true
for the ratio between the median number of losses and total gambles). The equal loss-to-
gamble ratio indicates that luck alone does not explain the observed variations in gambling
pace. While top players engage in a higher volume of gambles, the proportion of losses to
the total number of gambles aligns with that of non-top players. Therefore, the disparities
in gambling pace seem to be driven more by external factors (e.g. initial excitement,
stamina, and strategy) affecting the speed of play rather than inherent differences in luck

between the two groups.
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3.8 Conclusion

In conclusion, when exploring the predictive capabilities of Random Forest and Logistic
Regression models in the context of slot machine gambling behaviors, both models
demonstrated strong predictive performance. The Random Forest model showed a slightly
superior ability in distinguishing between top and non-top players. The key features
influencing the Logistic regression model predictions — such as the number of unique
machines played, the total number of machine changes, players’ age, the initial betting
amount, the account depletion rate, the betting pace, and the utility of gambling itself —
suggest that cognitive biases along with systematic betting strategies contribute to
prolonged gambling.

The main limitation of our study is that our data is purely observational, making it
impossible to understand players’ true rationale behind their gambling strategies and
superstitions. Another significant limitation stems from the inherent constraints of the
machine learning models themselves. Despite their robustness, both Random Forest and
Logistic Regression models may not fully capture the non-linear and complex interactions
among the variables that significantly influence gambling behavior. These models also
assume that past behavior is a reliable predictor of future actions, which may not always
hold in the dynamic context of gambling, where player behavior can change rapidly due to
various external and internal factors.

For future studies, it is important to consider the integration of qualitative research

methods, such as interviews or surveys, to gain deeper insights into the psychological



147

factors and motivations driving gambling behavior (e.g. machine selection, betting
amounts, gambling pace, gambling excitement, etc.). Additionally, investigating the impact
of external factors, such as casino environments or the presence of peers, could provide a
more holistic view of prolonged gambling activities. Expanding the dataset to include a
broader range of gambling activities and demographic backgrounds may also enhance the
generalization of the findings.

In addition, future research should explore the implementation of more advanced
machine learning techniques, such as deep learning models. These models are better suited
for handling complex interactions and non-linear relationships (Rao & Reimherr, 2023;
Alzubaidi et al., 2021). This approach might enable researchers to gain a deeper
understanding of the intricate interplay between individual characteristics, environmental
factors, and gambling behaviors, and thus lead us to a quicker identification of pathological
gamblers, even before the disorder is fully developed. Early identification and intervention
could not only increase the chances of recovery, but also reduce enormously the
consequences that gambling disorder can have in the person’s life (such as preventing them

from losing their social support or financial stability).



Tables & Figures

Month | Players | Simultaneous Played | Total
June 282 8 274
July 14472 1054 13619

August 12854 907 12154

September | 11901 835 11220
October 5875 387 5570
Table 3.1 Player Engagement by Month

Category Number of Players
Total unique players 41586
Players in 1 month 38508
Percentage 92.60%
Players in 2 months 2522
Percentage 6.06%
Players in 3 months 404
Percentage 0.97%
Players in 4 months 140
Percentage 0.34%
Players in all 5 months 12
Percentage 0.03%

Table 3.2 Player Engagement Distribution by Visiting Frequency

Percentile | June | July | August | September | October
99 1595 | 3418 3321 Ry 3396
95 D8R | 1434 1381 1498 1327
a0 619 594 B2 a00 &850
al) 144 146 139 144 141

Table 3.3 Percentiles of overall gambles of all players per month

Classification | June | July | August | September | October
Top 1 3 137 122 114 56
Top 3 14 651 (s i 279
Top 10 28 1362 1217 1122 557

Non-Top 100 | 246 | 12257 | 10937 10098 all3

Table 3.4 Allocation of players per category for each month

148
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Month | Accuracy | Precision | Recall | F1 Score | AUC Month | Acecuracy | Precision | Recall | F1 Score | AUC
June 0.693 0.556 0.624 0.540 0.687 June 0.689 0.554 0.622 0.537 0.623
July 0.783 0.581 0.649 0.591 0.714 July 0.721 0.557 0.625 0.548 0.670
August 0.796 (.586 0.650 0.598 0.729 August 0.717 0.554 0.621 0.544 0.666
September 0.751 0.569 0.640 0.571 0.701 September 0.716 0.550 0.609 0.540 0.644
October 0.768 0.586 0.674 (.593 0.717 October 0.710 0.551 0.615 0.538 0.647
(a) Decision Tree (b) K-Nearest Neighbors
Month | Accuracy | Precision | Recall | F1 Score | AUC Month | Accuracy | Precision | Recall | F1 Score | AUC
June 0.837 0.628 0.673 (1.644 (.794 June 0.677 0.604 0.756 0.575 0.770
July 0861 0.624 0.629 (1.626 0.762 July 0.717 0.571 0.665 0.562 0.740
August (.868 0.637 0.637 (.637 0.778 August 0.702 0.575 0.682 0.559 0.756
September 0.853 0.615 0.626 (.620 0.750 September 0.694 0.571 0.673 0.553 0.734
October 0.863 0.G36 0.655 (1.644 (.769 October 0.667 0.563 0.663 0.533 0.729
(c¢) Random Forest (d) Logistic Regression
Table 3.5 Machine Learning Scores with 4-to-1 Validation
Model Mean Accuracy | Acc. Std | Mean Precision | Mean Recall | Mean F1 Score | Mean AUC
Decision Tree 0.855 0.007 0.662 0.777 0.693 0.854
K-NN 0.827 0.005 0.610 0.688 0.630 0.735
Random Forest 0.912 0.005 0.741 0.759 0.749 0.903
Logistic Regression 0.814 0.005 0.626 0.755 0.640 0.842
Table 3.6 Machine Learning Scores with 10-SCV
Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.444 0.494 0.484 0.377 0.535 1 min 0.575 0.533 0.588 0.466 0.613
5 min 0.541 0.515 0.539 0.440 0.544 5 min 0.624 0.539 0.602 0.494 0.649
10 min 0.486 0.515 0.539 0.413 0.590 10 min 0.596 0.546 0.624 0.487 0.667
15 min 0.595 0.540 0.601 0.485 0.616 15 min 0.690 0.559 0.643 0.540 0.693
Entire 51 0.693 00.556 0.624 0.540 0.G&T Entire 51 0.783 0.581 0.649 0.501 0.714
(a) June (b) July
Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.678 0.524 (1.556 0.500 0.590 1 min 0.597 0.531 .581 0.475 0605
5 min 0.670 0.537 0.590 0.510 0.639 5 min 0.638 0.533 0.584 0.495 0.627
10 min 0.708 0.552 0.619 0.539 0.665 10 min 0.651 0.542 0.605 0.508 0.643
15 min 0.708 0.562 0.645 0.549 0.685 15 min 0.662 0.551 0.626 0.521 0.667
Entire 51 0.796 0.586 0.650 0.598 0.729 Entire 51 0.751 0.569 0.640 0.571 0.701
(c) August (d) September
Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.511 0.534 0.594 0.433 0.612
5 min 0.569 0.542 0.617 0.469 0.644
10 min 0.619 0.545 0.620 0.496 0.669
15 min 0.650 0.561 0.661 0.524 0.692
Entire §1 0.768 0,586 0.674 0.593 0.717

(e) October

Table 3.7 Decision Tree Scores by Time and Month with 4-to-1 Validation
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Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.654 0.465 0.430 0.435 0.478 1 min 0.689 0.524 0.554 0.504 0.572
5 min 0.634 0.512 0.528 0.477 0.536 o min 0.705 0.532 0.571 0.518 0.594
10 min 0.642 0.501 0.501 0.468 0.503 10 min 0.706 0.540 0.588 0.526 0.622
15 min 0.623 0.509 0.522 0.470 0.522 15 min 0.725 0.548 0.G02 0.541 0.637
Entire 51 0.689 0.554 0.622 0.537 0.623 Entire 51 0.721 0.5a7 0.625 0.548 0.670
(a) June (b) July
Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.690 0.521 0.547 0.501 0.577 1 min 0.671 0.520 0.545 0.494 0.565
5 min 0.G82 0.526 0.560 0.503 0.584 5 min 0.668 0.523 0.554 0.496 0.576
10 min 0.699 0.531 0.569 0.514 0.608 10 min 0.683 0.538 0.588 0.517 0.615
15 min 0.711 0.549 0.611 0.537 0.646 15 min 0.688 0.539 0.590 0.520 0.619
Entire 51 0.717 0.554 0.621 0.544 0666 Entire 51 0.716 0.550 0.609 0.540 0.644
(c) August (d) September
Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.663 0.512 0.529 0.483 0.554
5 min 0.669 0.520 0.547 0.492 0.569
10 min 0.677 0.528 0.567 0.504 0.585
15 min 0.691 0.545 0.606 0.525 0.629
Entire §1 0.710 0.551 0.615 (.538 0.647

(e) October

Table 3.8 K-NN Scores by Time and Month with 4-to-1 Validation

Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.798 0.544 0.557 0.548 0.553 I min 0.827 0.535 0.537 0.536 0.622
5 min 0.805 0.550 0.562 0.554 0604 5 min 0.841 0.565 0.565 0.565 0.672
10 min 0.739 0.539 0.572 0.536 0.646 10 min 0.836 0.571 0.578 0.574 0.687
15 min 0.751 0.559 0.6009 0.561 0638 15 min 0.833 0.583 0.601 0.590 0.707
Entire 51 0.837 0.628 0.673 0.644 0.794 Entire 51 0.861 0.624 0.629 0.626 0.762
(a) June (b) July
Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.800 0.529 0.538 0.531 0.619 1 min 0.791 0.521 0.529 0.522 0.600
5 min 0.819 0.548 0.559 0.552 0.660 5 min 0.807 0.545 0.559 0.549 0.645
10 min 0.824 0.570 0.590 0.577 0.692 10 min 0.808 0.560 0.583 0.567 0.G65
15 min 0.526 0.580 0.607 0.589 0.710 15 min 0.807 0.569 0.601 0.578 0.G88
Entire §1 0.868 0.637 0.637 0637 0.778 Entire S1 0.853 0.615 0.626 0.620 0.750
(¢) August (d) September
Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.797 0.535 0.550 0.538 0618
5 min 0.806 0.546 0.564 0.551 0.663
10 min 0.801 0.553 0.578 0.559 (.G85
15 min 0.801 0.569 0.611 0.579 0.705
Entire 51 0.563 0.636 0.655 0.644 0.769

(e) October

Table 3.9 Random Forest Scores by Time and Month with 4-to-1 Validation
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Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.549 0.523 0.559 0.450 0.592 1 min 0.630 0.537 0.596 0.495 0.645
5 min 0.568 0.539 0.601 0.471 0.664 5 min 0.667 0.552 0.630 0.524 0.687
10 min 0.595 0.558 0.6G48 0.498 0.702 10 min 0.702 0.566 0.656 0.550 0.717
15 min 0.634 0.562 0.654 0.521 0.714 15 min 0.724 0.577 0.676 0.570 0.739
Entire 51 0.677 0.604 0.756 0.575 0.770 Entire S1 0.717 0.571 0.665 0.562 0.740
(a) June (b) July
Time | Accuracy | Precision | Recall | F1 Score | AUC Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.616 0.542 0.611 0.492 0.663 1 min 0.572 0.535 0.594 0.467 0.642
5 min 0.650 0.548 0.623 0.513 0.687 5 min 0.616 0.547 0.623 0.497 0.675
10 min 0.688 0.563 0.656 0.542 0.719 10 min 0.654 0.556 0.641 0.522 0.708
15 min 0.712 0.571 0.668 0.560 0.738 15 min 0.G80 0.565 0.660 0.541 0.730
Entire 51 0.702 0.575 0.G82 0.559 0.756 Entire 51 0.G94 0.571 0.673 0.553 0.734
(c) August (d) September
Time | Accuracy | Precision | Recall | F1 Score | AUC
1 min 0.550 0.532 0.588 0.452 0.633
5 min 0.591 0.543 0.617 0.481 0.671
10 min 0.642 0.555 0.646 0.515 0.703
15 min 0.668 0.562 0.657 0.532 0.723
Entire 51 0.667 0.563 0.663 0.533 0.729
(e) October
Table 3.10 Logistic Regression Scores by Time and Month with 4-to-1 Validation
Model | Mean Accuracy | Ace. Std | Mean Precision | Mean Recall | Mean F1 Score | Mean AUC
1 min 0.579 0.026 0.533 0.590 0.468 0.620
5 min 0.612 0.022 0.540 0.604 0.489 0.647
10 min 0.662 0.015 0.549 0.623 0.519 0.668
15 min 0.686 0.012 0.556 0.646 0.532 0.692
Entire 51 0.855 0.007 0.662 0777 0.693 0.854
(a) Decision Tree
Model | Mean Accuracy | Acc. Std | Mean Precision | Mean Recall | Mean F1 Score | Mean AUC
1 min 0.744 0.007 0.523 0.542 0.517 0.558
5 min 0.746 0.008 0.527 0.550 0.523 0.571
10 min 0.744 0.007 0.535 0.566 0.531 0.592
15 min 0.760 0.004 0.542 0.583 0.540 0.610
Entire S1 0.827 0.005 0.610 0.688 0.630 0.735
(b) K-NN
Model | Mean Accuracy | Acc. Std | Mean Precision | Mean Recall | Mean F1 Score | Mean AUC
1 min 0.807 0.006 0.530 0.538 0.533 0.613
5 min 0.822 0.007 0.552 0.562 0.556 0.6359
10 min 0.821 0.003 0.566 0.586 0.573 0.684
15 min 0.825 0.005 0.566 0.593 0.574 0.701
Entire S1 0.912 0.005 0.741 0.759 0.749 0.903
(c) Random Forest
Model | Mean Accuracy | Acc. Std | Mean Precision | Mean Recall | Mean F1 Score | Mean AUC
1 min 0.597 0.004 0.536 0.596 0.479 0.647
5 min 0.636 0.006 0.548 0.625 0.507 0.681
10 min 0.678 0.010 0.558 0.654 0.530 0.716
15 min 0.703 0.007 0.566 0.669 0.548 0.736
Entire S1 0.814 0.005 0.626 0.755 0.649 0.842

(d) Logistic Regression

Table 3.11 Combine Scores by Time with 10-SCV
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Ranking Feature Importance | Std.
1 depletion slope 0.045 0.004
2 ave time per gamble 0.010 0.002
3 1T 0.010 0.001
4 beginning amnt. 0.009 0.002
) machines changes 0.008 0.003
] IT3 0.008 0.002
7 #inc maxbet 0.004 0.001
H unique machines 0.003 0.002
9 age 0.002 0.002
10 IT5 0.001 0.002
11 wdnh/g 0.001 0.001
12 #inc slotdenom 0.000 0.002
13 std wageramt 0.000 0.001

Table 3.12 Entire Session Permutation Importance - Random Forest

Method: MLE No. of obs: 62494
Converged: True Df Model: 6
Covariance: Non-robust Pseudo R-squ.: 0.2535

LL-Null: -43318

Log likelihood: -32335 LLR p-value:  0.000

Coef. Std. Err. z P > |2 [0.025 0.975]

const -0.493 0.010  -49.132  0.000 -0.512 -0.473

age 0.272 0.010 26.646  0.000 0.252 0.292
beginning amnt. 0.844 0.039 21.887  0.000 0.769 0.920
ave. time per gamble -0.324 0.022 -14.496  0.000 -0.367 -0.280
machine changes 0.348 0.019 18.571  0.000 0.311 0.384
unique machines 1.159 0.012 93.255  0.000 1.134 1.183
depletion slope 0.232 0.019 12.012  0.000 0.194 0.269

Table 3.13 Entire Session Coefficient Magnitudes - Logistic Regression

age  beginning amt. ave. time per gamble machines changes unique machines depletion slope

count 62494 62494 62494 62494 62494 62494.00
mean  49.71 79.24 27.53 7.63 4.69 -0.04
std 13.37 553.58 88.43 94.09 4.29 3.39
min 20.00 0.00 1.64 0.00 1.00 -300.00
25%  39.54 17.80 7.00 1.00 2.00 -0.17
0%  50.00 20.00 10.05 2.92 3.07 -0.03
Ta% 8977 95.52 19.88 .88 6.00 0.04
max  115.00 49000 7244.33 2486.00 38.00 467.42
IOR  20.23 TT.72 12.88 088 4.00 0.21

Table 3.14 Summary Statistics for Predictor Variables from One Cross-Validation Fold Prior to
Standardization — Entire Session



Variable Coefficient Odds Implied Probability Change in Prob.
const. -0.49 0.61 0.38 N/A
age 0.27 1.31 0.57 0.07
beginning amnt. 0.84 2.33 0.70 0.20
ave. time per gamble -0.32 0.72 0.42 -0.08
machine changes 0.35 1.42 0.59 0.09
unique machines played 1.16 3.19 0.76 0.26
depletion slope 0.23 1.26 0.56 0.06

Table 3.15 Logistic Regression Results Entire Session - Probability Conversions
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Ranking Feature Importance | Std. Ranking Feature Importance | Std.
1 beginning amnt. 0.007 0.004 1 U{sigma) 0.004 0.003
2 U(sigma) 0.004 0.003 2 beginning amnt. 0.003 0.004
3 age -0.003 0.004 3 depletion slope -0.000 0.004
4 depletion slope -0.003 0.004 4 age -0.009 0.004
5 L -0.002 (.05 i L -0.0110 0.004
(a) 1 Minute Interval (b) 5 Minute Interval
Ranking Feature Ilmportance | Std. Ranking Feature Importance | Std.
1 U(sigma) 0.011 0.004 1 beginning amnt. 0.007 0.004
2 beginning amnt 0.010 0.004 2 U{sigma) 0.004 0.003
3 depletion slope 0.004 0.003 3 age -0.003 0.004
4 L 0.002 0.004 4 depletion slope -0.003 0.004
5 age 0.001 0.004 ] L -0.002 0.005

(c¢) 10 Minute Interval

(d) 15 Minute Interval

Table 3.16 Per Time Permutation Importance - Random Forest

Coef. Std. Err. z P>|z| [0.025 0.975]
const. -0.235 0.009 -26.193  0.000 -0.253 -0.218
age 0.452 0.009 48.904  0.000 0.434 0.470
beginning amnt. 0.427 0.035 12.224  0.000 0.358 0.495
depletion slope  0.523 0.051 10.231  0.000  0.423 0.623
Ulo) 0.168 0.010 16.378  0.000 0.148 0.188
#L 0.564 0.008 66.669  0.000 0.548 0.581

(a) 10 Minutes
Coef. Std. Err. z P> |z| [0.025 0.975]
const. -0.282 0.009  -30.790 0.000 -0.299 -0.264
age 0.432 0.009 45.907  0.000 0.413 0.450
beginning amnt. 0.280 0.024 11.887  0.000  0.233 0.326
depletion slope  0.194 0.018 11.000  0.000  0.160 0.229
Ulo) 0.138 0.010 13.424  0.000 0.118 0.158
#L 0.670 0.009 76.765  0.000 0.653 0.687

(b) 15 Minutes

Table 3.17 Per Time Coefficient Magnitudes - Logistic Regression




age  beginning amt depletionslope U(sigma)  #L
count 62488 62488 62488 62488 62488
mean 49.71 70.71 -0.04 0.75 51.63
std 13.41 317.99 4.92 0.53 40.85
min 20.00 0.00 -424.14 0.00 0.00
25%  39.09 17.87 -0.40 0.46 19.42
50%  50.00 19.98 -0.10 0.62 41.89
™% 59.71 95.75 0.16 0.87 75.00
max  115.00 28752.00 335.29 10.75  288.00
IQR 2062 77.88 0.57 0.42 55.58
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Table 3.18 Summary Statistics for Predictor Variables from One Cross-Validation Fold Prior to
Standardization - 15 Minute Interval

Variable Coefficient Odds Implied Probability Change in Prob.
const. -0.24 0.79 0.44 N/A
age 0.45 1.57 0.61 0.11
beginning amnt. 0.43 1.53 0.61 0.11
depletion slope 0.52 1.69 0.63 0.13
Ulo) 0.17 1.18 0.54 0.04
#L 0.56 1.76 0.64 0.14
{a) 10 Minutes
Variable Coefficient Odds Implied Probability Change in Prob.
const. -0.28 0.75 0.43 N/A
age 0.43 1.54 0.61 0.11
beginning amnt. 0.28 1.32 0.57 0.07
depletion slope 0.19 1.21 0.55 0.05
U(o) 0.14 1.15 0.53 0.03
#L 0.67 1.95 0.66 0.16

Table 3.19 Logistic Regression Results Per Time - Probability Conversions

(b) 15 Minutes
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age  beginning amt. ave.time per gamble slot changes unique slots  depletion slope | ave.wager ave.time per slot
count 3681 3081 3681 3081 3a81 3581 3681 26T
mean  52.46 112.05 25.59 33.090 6.91 0.07 5.40 2044.31
std 12.63 1010.56 42.41 142.37 5.22 2.53 30.24 3911.90
min 21.00 0.00 2.40 0.00 L.00 -54.35 013 14.00
26% 43.00 18.75 6.95 3.00 3.00 -0.07 1.02 o4
50%: 53.00 41.75 10.16 6.00 5.00 -0.01 166 1012
5% 62.00 97.50 25.16 12.00 9.00 0.04 318 1989
max  115.00 49000.00 902.67 2714 38.00 117.01 1207.10 54541.00
IQR 19.00 T8.T5 18.22 9.00 6.00 0.10 2.15 1449.00
(a) Top 10
age  beginning amt. ave.time per gamble slot changes unique slots  depletion slope | ave.wager ave.time per slot
count 34718 34718 34630 34718 34718 T8 34718 32821
mean  46.99 5076 25.92 3.23 2.63 -0.13 2.69 679.0
std 14.14 167.53 G2.93 16.60 2.43 4.25 10.58 1708.63
min 20.00 0.00 1.64 0.00 1.00 300.00 n.01 2
5% 35.00 14.10 6.86 0.00 1.00 -0.38 0.66 157
50% 4700 19.50 10.03 1.00 2.00 -0.11 1.20 330
T 5800 T2.56 17.62 2.00 3.00 0.02 2.04 GET
max 115 14496 892.45 Bal 36.00 467.42 629.37 T2036
IR 23.00 H8.46 10.76 2.00 2.00 0.39 1.37 na0
(b) Non-top
Table 3.20 Summary Statistics End of First Session
age  beginning amt. depletion slope  U{g)  #L | ave.time per gamble total gambles ave. wager
count 3581 3581 3581 3581 3581 3581 3581 3581
mean 5246 112.05 -0.09 0.82  65.89 8.52 107.79 5.61
std 12.63 1010.56 12.68 (0L.67  44.45 6.29 o731 32.33
min 2100 0.00 -575.49 0.13  0.00 1.70 2 0.10
25%  43.00 18.75 -0.33 0.47 3100 547 63 0.99
50%  53.00 41.75 -0.06 (.65  59.00 T.01 105 1.49
5% 62.00 97.50 0.27 (.94  93.00 9.47 144 3.00
max 115 49000 82.76 15.61 432.00 105.14 G617 1024.82
IQR  19.00 T8.TH 0.60 047 62.00 4.01 T9.25 201
(a) Top 10
age  beginning amt. depletion slope  U{s)  #L | ave.time per gamble total gambles ave. wager
count 34718 34718 34718 34710 34718 34718 34718 34718
mean  46.99 a0.76 -0.25 0.70  37.57 11.63 61.62 2.75
std 14.14 167.53 17.66 054 3252 16.42 46.17 13.10
min 20.00 0.00 -3162.50 0.07 0 1.64 2.00 0.01
25% 35.00 14.10 -0.50 0.42 13 6.16 25.00 0.62
50% 47.00 19.50 -0.16 0.58 28 8.26 51.00 1.20
5% 58.00 72.56 0.05 0.83 523 12.14 89.00 2.00
max  115.00 14496 335.29 17.30 313 894.00 473.00 1500
IOR  23.00 58.46 0.55 0.41 40 5.97 64.00 1.38
(b) Non-top

Table 3.21 Summary Statistics Opening 15 minutes of First Session
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Top U(o) Nontop Ulo)

Mean 0.82 0.70
Variance 0.36 0.29
Observations 35681 34710
Ho: m1-m2 0

df 4192

t Stat 10.34

P(T' < t) one-tail 0.00

t Critical one-tail 1.65

P(T < t) two-tail 0.00
t Critical two-tail 1.96

Table 3.22 Two-Sample Assuming Unequal Variances t-Test
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Figure 3.1 Preliminary Pearson Correlation Matrix
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Figure 3.2 Final Pearson Correlation Matrix
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Figure 3.3 Feature Importance - Random Forest
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