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Abstract

In contemporary philosophy of mind, the mind-body problem is often framed in terms of 

the reduction of psychology to neuroscience.  In this thesis I argue that whether or not 

one regards such a reduction as tenable depends upon a methodological decision about 

the importance of our naïve intuitions concerning the mind and the material world.  I 

claim that standard anti-reductive argumentative strategies rest upon systematically 

deceptive and underdeveloped intuitions.  As a result, we should reject these intuitions 

and forms of argumentation and adopt instead a pragmatic philosophy of mind that allows

for the principled reduction of psychology, but at the time time maintains a pluralistic 

methodology.
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I

A Pragmatic Philosophy of Mind

On the surface, the concept of the mind appears to have a special kind of leverage 

over human life.  We commonly apply the concept to explain certain patterns of human 

behavior, and we typically find it necessary to do so.  We say, for example, that Jones 

went to the store because he wanted a soda and believed that he would find it there; that 

Magnus moved his rook to c7 because he was able to recognize and calculate the 

resulting four move mating net.  Such explanations implicitly invoke an indefinitely large

set of background beliefs, desires, perceptions, intentions, and inferences from which a 

salient subset is chosen in the offering of a specific explanation.  Such concepts makeup 

the vocabulary of intentional psychology—intentional in the medieval, scholastic sense of

reference to a content, or “aboutness”.  Psychological states have intentional content or 

meaning; they represent objects and states of affairs, including fictional, abstract, and 

concrete varieties, and even other psychological states.  To provide a psychological 

explanation of a system's behavior is to attribute intentional states to that system—or, to 

attribute a mind.  Dennett (1987) has called the practice of interpreting the behavior of a 

system in this way as the adoption of a certain explanatory stance—namely, the 

intentional stance.

The ubiquity of psychological explanations in both the less rigorous context of 

everyday life as well as the more rigorous contexts of academic psychology, literary 

theory, ethics and morality, animal behavior, rational agent economics, and artificial 

intelligence has generated an abundance of questions about what exactly a “mental state” 

is and under what conditions a system can truly be said to have a mind.  These questions 
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cut across central issues in the humanities, the social sciences, and natural sciences by 

virtue of a certain explanatory dualism apparent within the intentional stance.

On the one hand, to offer a psychological explanation of a behavior is to situate 

that behavior within an acting subject's interpretation of a surrounding environmental 

situation.  More specifically, the explanation provides a picture of the way in which a 

given stimulus is represented by the acting subject against a situational context as 

demanding a certain behavioral response.  The representation of a stimulus against 

surrounding context constitutes the subject's “inner” psychological world, or its 

experience of a situation broadly construed, and it mediates the subject's response to a 

stimulus in such a way that provides high degrees of sophistication and plasticity in the 

subject's stimulus-response patterns.1  This sophistication and plasticity has historically 

been associated with certain uniquely human abilities—such as language use, learning, 

problem solving, etc—that no “mere mechanism” could perform.  A mousetrap, for 

example, “interprets” the pressure on its trip mechanism in only one way—it cannot 

discriminate between the pressure caused by a mouse, a beer can, or a human hand.  

Consequently, its stimulus-response pattern is fixed, displaying practically no 

sophistication or contextual plasticity, and thus cannot justify the attribution of an inner 

psychological world, intentional content, or a representation of stimulus against context.  

Crude examples such as this support the intuition that the mind is fundamentally non-

mechanistic in nature, and requires interpretative techniques to be understood that fall 

outside the empirical methods of natural science.  On the other hand, insofar as 

psychological processes identify occurrences in the natural world, specifically 

1 B.F. Skinner thought that he could explain this sophistication and plasticity without invoking inner 
psychological worlds.
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occurrences inside an organism's brain and body, then it seems that they should fall 

squarely within nature's causal nexus as described by positive science, amenable to the 

investigative techniques of some interdisciplinary hybrid between neurophysiology and 

molecular biology.

This tension in metapsychological discourse concerns the reconciliation of our 

naïve intuitions about mechanisms and the mind with our conception of the natural world 

as orderly and well-described under fundamental physics, and it has generated two 

opposing methodological starting points in the philosophy of mind:  On one side, there 

are those who argue that we must adjust our understanding of reality (the terms of 

fundamental physics, our conception of brain processes, or the nature of “emergent” 

levels of description) in order to accommodate our unreflective intuitions about the nature

of the mind and its relationship to mechanistic processes.  On the other side are those 

who argue that our naïve intuitions about the mind are systematically deceptive and 

lacking in rigor, and thus should not be entertained as methodological starting points for 

theory.

Philosophers from the first group articulate the demand for revisionary 

metaphysics in terms of the “irreducibility” of either conscious experience or intentional 

content, both of which are implicated in the attribution of psychological states to a 

system.  In this context, irreducible means underivable.  Anti-reductive philosophers of 

mind claim that knowledge about a psychological agent's conscious experience, 

intentional content, and/or future behavior is underivable in some way from knowledge 

about the agent's physical states—that is, states of the brain and body.  According to this 

view, psychological discourse involves an autonomous, “emergent” level of description.  
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However, arguments designed to make this case inevitably develop the implicated 

concepts (“consciousness”, “intentionality”, and “level of description”) in ways that 

involve deep confusions and/or outright absurdities.  As a result, anti-reductionism in the 

philosophy of mind fails to clarify the nature and function (ontological status and 

methodological import) of psychological discourse in inquiry.  In what follows, I argue 

that standard anti-reductive argumentative strategies rest upon confused intuitions and 

thought experiments that are methodologically untenable.  The rejection of such 

intuitions and thought experiments entails the adoption of a pragmatic philosophy of 

mind, according to which our discourse about the mental is treated as metaphysically 

non-committal and employed in theory primarily for its instrumental value in the 

systematic identification of functional and behavioral patterns for which we will 

ultimately offer more detailed physical explanations.  In one sense, this pragmatism about

the mind is “reductive” in that it countenances no a priori constraints on the boundaries 

of physical discourse, or even on the kinds of uses or purposes for which such physical 

descriptions may conceivably be employed.  In another sense, this pragmatism is 

pluralistic in that it does not derive any general methodological prescriptions or 

conclusions about the relative value of different vocabularies from the “unboundedness” 

of fundamental physics.  Different ways of parsing reality or describing our experience 

(say, in psychological, sociological, or historical terms) can yield important ways of 

accomplishing our ends (achieving better institutions and social practices) regardless of 

how the ultimate physical description of those systems picked out by psychological, 

sociological, or historical processes turns out.

This kind of pragmatic philosophy of mind emerges most clearly in the brand of 



5

functionalism advanced by Daniel Dennett, which he calls “intentional systems theory”.  

According to this theory, our best conception of mental states comes from a logical 

analysis of our attribution practices—those conditions under which we attribute minds to 

a system.  Such an analysis reveals that, in order to qualify as intentional or 

psychological, a system need only be, in Dennett's words, “usefully and voluminously 

predicable” qua rational agent—that is, as an agent that acts rationally with the purpose 

of achieving certain goals.  To the extent that a system's behavior can be interpreted in 

this way, it is an intentional system.  To take this approach toward mental states is to 

bring on two corollary commitments:  The first is a kind of psychological nominalism, 

according to which mental states and phenomenological worlds are principally 

calculation bound, theoretical constructions rather than fundamental entities or posited 

building blocks in our metaphysical picture of reality.  They are part of a theoretical or 

linguistic coordinate system that we invent and subsequently project upon certain patterns

of behavior.  This commitment reflects the underlying anti-Cartesian methodology of the 

position.  Since psychological states are fundamentally theoretical, heuristic devices, the 

kinds of reasons that one has for ascribing them to oneself are of the same epistemic 

status as the reasons that one has for ascribing them to others.  The second corollary 

commitment is the thesis of functionalism, according to which mental states acquire the 

content that they have by virtue of their role or function in practical reasoning.  The first 

corollary gives the position its philosophical value and the second corollary provides its 

scientific value.

The scientific value of functionalism is mostly uncontested.  Despite a minority 

view in philosophy of mind that the theory of human behavior should ultimately discard 
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all psychological interpretations (a totalitarian eliminative materialism), most theorists 

accept that the intentional stance is for all practical purposes obligatory, and that 

psychological vocabulary will likely remain a prominent feature of behavioral theory.  

Importantly, once psychological states are given a functional interpretation, intentional 

models may be leveraged for insight into the different ways in which the salient functions

might be performed by mechanistic systems.  The mechanistic decomposition of 

functions is the point of contact between psychology, artificial intelligence, neuroscience,

and biology more generally.  The psychological model of, or the attribution of certain 

functional “belief” and “desire” states to, a certain organism that does X, under 

conditions A, B, …, n, provides the functional constraints of a mechanistic system.  The 

relevant question for for biology and artificial intelligence then becomes, “How can we 

(or evolution) design a mechanism (neurological or otherwise) that does that?”  Social 

influences on behavior can be “psychologized” in this way, and then prepared for 

mechanistic decomposition, by appeal to higher-order intentionality.  Any discerned 

social influence over an organism's behavior is accounted for in terms of the function that

beliefs about the behavior of others, or beliefs about others' beliefs and desires, and 

desires about others' beliefs and desires, etc, perform in the regulation of a given 

behavior.  Accordingly, sensitivity to social context reveals an important aspect of 

cognitive function operative within a particular organism.

Resistance to functionalism arises largely from philosophical arguments presented

against psychological nominalism.  In what follows, I defend functionalism from two of 

these philosophical objections.  The first objection concerns the nature of qualitative 

experience or consciousness.  Functionalism in general is often thought to lack the 
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conceptual resources required to account for this aspect of psychological discourse.  In 

Section II, I describe how Dennett proposes to overcome this objection.  The second 

objection concerns the insouciance that many functionalists, and Dennett in particular, 

adopt toward demarcating cleanly between cognitive and non-cognitive systems.  This 

insouciance results from the refusal of intentional systems theory to countenance 

psychological states as well-defined “natural kinds”.  As suggested above, some critics 

take this nominalism as a tacit endorsement of the most ruthless reductionism, 

tantamount to the suggestion that inquiry might in principle abandon psychological 

discourse in favor of a pure physical discourse couched exclusively in terms of, for 

example, fundamental physics.  The objection to psychological nominalism derived from 

this potential consequence of the theory arises from arguments designed to show that 

such an elimination of psychology is in principle impossible, even if we were able to 

develop comprehensive physical descriptions for any event.  That is, even if a certain 

super-intelligence were to have a comprehensive physical theory and complete epistemic 

access to, say, the position and momentum of every particle in the universe for any given 

time, the explanations of this intelligence would not offer any more illumination upon 

human behavior than our everyday folk-psychological explanations.  From such 

considerations, Bennett and Hacker (2003) have argued that psychological discourse 

retains a certain autonomy from physical science.  A particularly strong essentialist 

position that one might adopt as a consequence of this argument is the supposition that 

the autonomy of folk-psychology undercuts psychological nominalism—that discourse 

about psychological states must represent something more metaphysically robust than 

one convenient, and particularly abstract, way of describing functional organization.  I 
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take up this line of reasoning in Section III, where I discuss how there is an important 

distinction between the epistemological and metaphysical consequences of any stipulated 

autonomy in psychology, which are blurred together in the essentialist position.
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II

Operationalism and the Metaphysics of Mind

Daniel Dennett and Thomas Nagel present two opposing methodological 

paradigms for researching conscious experience.  On the one hand, Dennett (1982, 1991) 

argues that we can study consciousness by tracking the discriminatory capacities and 

behavioral patterns of organisms thought to be conscious.  For cognitive sophisticates, 

such as human beings, this method may involve tracking linguistic behavior—verbal 

reports of conscious experience.  For less sophisticated systems, the absence of verbal 

behavior may necessitate that other behaviors (such as navigational ability, avoidance 

behavior, feeding preferences, etc) provide the relevant insight.  In both cases, the method

is heterophenomenological:  the salient patterns are used as the basis for constructing an 

external account of the subject's experience.  This account can then play an important role

in our theoretical economy.  It can model and predict the subject's behavior and can 

suggest ways of explaining this behavior as the product of certain mechanistic 

implementations.  In short, it is capable of situating the subject's behavior within its 

biological and evolutionary context.  On the other hand, Nagel (1974) and his 

sympathizers (including Chalmers and Searle) argue that Dennett has completely missed 

the mark; that he has tacitly “operationalized” the concept of consciousness and thus 

ignored its most fundamental attribute:  the “raw feels” or the phenomenological “what-

it-is-like-to-be” of subjective experience that cannot be captured by functionalist flow 

charts.  For such theorists, consciousness is ineffable and thus cannot be accessed 

publicly through any external interpretation of language or behavioral responses.  

Accordingly, its proper study requires a special science—a metaphysics or 
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autophenomenology—that is fundamentally speculative and uniquely philosophical, free 

from the methodological constraint of inter-subjective testability.

In his “Comments on Dennett” (1982), Richard Rorty argues that the debate 

between Dennett and Nagel on this issue is not fundamentally about the nature of the 

mind, but turns instead upon differing conceptions of philosophical inquiry.  Consistent 

with his pragmatism, Rorty proclaims that the methodological moral of Dennett's work 

resides in his insistence that the study of consciousness is on par with the study of 

anything else:  it is simply the attempt to get a handle on a phenomenon by relating it to 

something else, by interpreting it against a certain conceptual background.  The choice of 

interpretation and the features of the corresponding vocabulary are determined by our 

purposes for constructing the explanation.  Consequently, before one can ask the 

metaphysical question “What is the nature of a mental image?  What is it made of?” one 

must first ask the methodological question “Does the fact that people sincerely report 

such objects mean that we must give them a place in our theories?”  Characteristically, 

Rorty says (p. 185), “It all depends on what want your theories for.  If you just want to 

predict their behavior, then probably not.”  He goes on to say,

I think that one should see the quarrel between philosophers of mind
like me and Dennett who cannot take worries about zombies seriously,
and philosophers like Nagel and Searle who can, as metaphilosophical
rather  than  “substantive.”   The  quarrel  is  not  about  the  nature  of
consciousness,  it  is  rather  a  quarrel  about  whether  we  have  any
purposes which would be served by metaphysics, in Bergson's sense of
a “science which dispenses with symbols.”

Rorty continues his argument in support of Dennett by constructing an analogy 

between the metaphysics of mind and the metaphysics of motion.  Galileo and Descartes 

argued that one could study motion by plotting the positions of moving bodies over a 
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sequence of times; that such a study could allow us to get something useful from a theory

of motion, namely the ability to predict where various projected and falling bodies would 

be in space at certain points in time.  The success of this approach suggests that what we 

really wanted from a theory of motion was the ability to predict and control the behavior 

of moving objects.  However, many philosophers have viewed this account as simple-

minded operationalism, as failing to recognize that motion has an “intrinsic nature” not 

captured by the external behavior of objects.  The Aristotelians of the day, for example, in

continuing to expound Aristotle's doctrine of natural motion as the “actualization of 

potential qua potential”, argued that a fundamental explanation of motion comes only by 

identifying it as a special instance of substantial change, of the actualization of potential 

tout court.  In a similar way, Leibniz also insisted that motion required a metaphysical 

treatment, in terms of the elan vital of monads, as well as a mathematico-physical 

treatment (Rorty 1982, p. 181).  In the twentieth century, such claims are restated in the 

work of Bergson and other process metaphysicians who insist that the sheer whooshiness 

of motion is ignored by modern science.  By constructing this analogy, Rorty had hoped 

to provoke the intuition that as we have in general lost our metaphysical intuitions about 

motion, we will also lose our metaphysical intuitions about the mind; that an 

operationalist conception of the mind promises to help us understand each other and the 

world better than a metaphysical one.  He says (p. 187),

The consequences for culture as a whole of the Galilean renunciation of
the Aristotelian quest for intrinsic natures have been enormous.  But
they  have,  alas,  been  mitigated  by  the  invention  of  Cartesian
subjectivity as a new  topos for absolute knowledge.  If we got rid of
this topos, if there were no place left at which we might hope to escape
from language into intuition, then our culture would become still more
un-Aristotelian, still more pragmatic, still more conscious that there is
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nothing  to  do  beyond  relating  bits  of  the  universe  to  other  bits  by
constructing bigger and better language-games.  I should welcome this
development, and so I am inclined to think that recent philosophy of
mind is one of the few areas in which we philosophy professors may
actually be doing a bit of good.

In order to make Rorty's vision for the philosophy of mind more compelling, we 

must destroy the intuition that the metaphysics of mind performs explanatory work, that 

there is something mysterious or essential to explain after we have operationalized the 

relevant concepts.  This is the intuition exploited by Nagel et al in service of the 

conclusion that only a complete metaphysical overhaul of fundamental physics will 

suffice to ground our discourse about consciousness.  The elimination of this intuition, 

and the concomitant metaphysical speculation, is a two part project.  First, we must 

undermine the presumption that “qualitative properties”, “phenomenal properties”, “raw 

feels”, or the “what it is like to be” of subjective experience are well-formed concepts.  

This is the task that Dennett undertakes in many of his works, notably in “Quining 

Qualia” (1988) and “What RoboMary Knows” (2007).  Once we have denied the 

intelligibility of consciousness qua “ineffable”, “private”, “intrinsic” property-that-

requires-metaphysics-to-be-explained, we will have undercut any foundation for the 

corresponding claim that truths about conscious experience are not derivable from truths 

about the functional organization of a system, and by extension, any motivation to 

construct metaphysical systems of the mind.  The second part of the project consists in 

providing an adequate genealogy that accounts for how we came to have intuitions of the 

kind amenable to coercion by the Cartesian-style arguments offered by Nagel, Searle, and

Chalmers.  Here I think that the best account comes from Rorty's early work in 

“Incorrigibility as the Mark of the Mental” (1970).  There, Rorty argues convincingly that
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we could not have produced a Cartesian conception of the mental qua non-material or 

irreducible until we had adopted a certain linguistic practice—namely, the practice taking

each other's first-person reports of conscious experience as incorrigible, or uncorrectable 

by appeal to an agreed upon procedure.  The route to materialism then consists in 

recognizing the fact that the incorrigibility of first-person mental state reports is 

indicative of a contingent fact about our linguistic community—one that might change if 

the practice of consulting cerebroscopes were ever to override the current practice of 

consulting of verbal reports—rather than an unbridgeable rift in the fabric of the universe.

We can begin our proposed demolition of misleading intuitions by confronting 

three theoretical “possibilities” that the opponents of operationalism, or even materialism 

more generally, present as counterexamples to Dennett's framework:  cases of (I) qualia 

inversion, (II) absent qualia, and (III) deduced qualia.  Cases of type (I) involve 

functionally/behaviorally isomorphic systems that nevertheless have different 

phenomenal experiences.  The paradigm example is spectrum inversion (though any other

sensory modality will work):  How do I know that you and I perceive the same color 

(smell the same scent, hear the same sound, taste the same taste, etc) when looking 

(smelling, hearing, tasting, etc) at the same object?  Since we both learned color words by

being shown public colored objects, our verbal behavior will be indistinguishable even if 

we experience entirely different subjective colors.  Insofar as such cases are possible, then

it seems that information about functional organization is not synonymous with 

information about certain psychological states—namely the “phenomenal quality” of 

conscious states—and therefore functionalism is false.  Much the same story is told in 

cases of type (II), except that in these scenarios one of the functional isomorphs has 
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conscious experiences while the other lacks them entirely; it is a phenomenal zombie.  In 

cases of type (III), we are invited to contemplate the epistemic situation of an expert 

neuroscientist who has comprehensive physical and functional knowledge of a certain 

perceptual system—say, color vision in humans or echolocation in bats.  Presumably, no 

matter how exhaustive this knowledge, the neuroscientist is not able to deduce what it is 

like for someone to see color, or for a bat to echolocate.  Operationalists argue that such 

cases are either systematically undecidable or suffer from a lack of hypothetical 

consistency in the drawing of the relevant conclusions.  Once these features are exhibited,

we will recognize that there simply are no facts of the matter to decide; that “qualitative 

properties” are in this metaphysical sense pseudo-hypotheses.  Any real difference must 

make a difference.  Accordingly, we can say that there is nothing that it is like to “see 

blue” if this state is postulated independently of any way to detect it; that is, 

independently of my ability to make reports of color experiences or perform sorting 

operations.

Defenders of qualia coherence often advance technological scenarios in order 

show that qualitative differences can, at least hypothetically, make a functional 

difference, thereby dodging the operationalist objection.  Following Dennett (1988), 

suppose that there is some neuroscientific apparatus that fits onto your head and feeds 

your visual (gustatory, olfactory, tactile) experiences into my brain.  With eyes closed, I 

now report with perfect accuracy everything that you see except I note that the sky is 

yellow, the grass is red, etc.  The machine seems to provide precisely the kind of 

decidable procedure for qualia comparison in otherwise functionally isomorphic 

individuals.  The mistake here resides in doubts about the “fidelity” of the machine:  Am I



15

correctly reporting on your inverted qualia, or did the technician improperly calibrate the 

machine?  Suppose that upon hearing my reports of inverted spectra the technician moves

with some alarm to reverse the wiring of the device, at which point I begin to make the 

usual reports of the sky being blue, the grass green, etc.  Which orientation of the wiring 

is the “right” one?  The design and construction of such a device would require that its 

“fidelity” be tuned or calibrated by the normalization of the two subject's reports such 

that we would not regard the operation of the device as successful until you and I produce

the same verbal reports and display the same behavioral patterns (that is, until we are 

functionally isomorphic) and the question about our “intrinsic” qualia is again 

undecidable.

Some have thought that the evidential situation could be improved by restricting 

the comparison of qualitative states to one subject (see Putnam 1965; Shoemaker 1975; 

Lycan 1973).  In this version of the scenario, I am the victim of a neurosurgical prank.  I 

wake up one morning to discover that the grass is red, the sky yellow, etc.  No one else 

notices any color anomalies, so the problem must be in me.  It seems that I am justified in

concluding that I have undergone visual qualia inversion, and later we suppose that I 

discover exactly how the nefarious neurosurgeon tampered with my neurons.  Once 

again, this scenario was supposed to highlight the notion that a difference in qualitative 

state can make a detectable difference in behavior.  By shifting the qualia comparison 

inside one subject, the hope was to eliminate the calibration ambiguity that rendered 

inter-subjective comparison impossible.  And again the thought experiment fails to make 

this point in virtue of two in ways in which the nefarious neurosurgeon might accomplish

this difference in behavior (Dennett 1988, p. 231):
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1. Invert  one  of  the  “early”  qualia-producing  channels,  e.g.  in  the  optic
nerve, so that all relevant neural events “downstream” are the “opposite”
of their original and normal values.  Ex hypothesi this inverts your qualia.

2. Leave all those early pathways intact and simply invert certain memory-
access  links—whatever  it  is  that  accomplishes  your  tacit  (and  even
unconscious!) comparison of today's hues with those yore.  Ex hypothesi
this  does  not  invert  your  qualia  at  all,  but  just  your  memory-anchored
dispositions to react to them.

No amount of introspection on my part will allow me to determine whether the operation 

has inverted my qualia or my memory-linked reactions to my qualia.  The link to my 

earlier experiences is functionally analogous to the cable connecting your brain to mine 

on the inter-subjective “qualia comparison” machine, and the functional import of 

qualitative states remains as undecidable as ever.

In fact, the situation is now even worse for qualia coherentists.  Since no amount 

of introspection can provide the requisite evidence, unless I consult outside help, I will 

remain as ignorant about my own qualitative states as I am about anyone else's.  I do not 

have any more information about what it is like to for me to see blue than the 

neurosurgeon who pranked me.  This situation has in fact closed the epistemic gap 

between functional/neurophysiological knowledge and purported “qualitative” 

knowledge that had prodded our metaphysical intuitions and launched our inquiry into 

these scenarios.

Applying these tactics to cases of absent qualia (II):  If upon plugging into the 

inter-subjective comparison machine I report nothing at all as you describe seeing the 

vibrant colors of the scene before you, this should (we can only hope) count as evidence 

for the technician having incorrectly assembled the machine.  Or, if a systematic and 

thorough check of the machine's schematics revealed no mistakes, then our suspicion 



17

should be directed upon the theory underlying the machine's operation (and which theory 

is that?).  But, as some philosophers insist in asking, is it not at least possible 

(conceivable? imaginable?) that my empty reports of your mental states are correct?  

Could it not be the case that you—despite having all the normal behavioral responses, 

internal mechanisms, and even convictions about the immediacy and privacy of your 

qualia!—are completely void of conscious experience; that all of your complex 

functioning is going on “in the dark”?  Is not the denial of this possibility merely a piece 

of operationalist dogma?  Perhaps.  Then again, a hypothesis can only be taken as 

seriously as it is given.  If qualia coherentists truly believe that their hypothesis is a 

serious theoretical possibility, then they should describe those conditions under which a 

theorist should take it seriously:  What criterion could a technician apply to conclude that 

she has truly discovered a phenomenal zombie rather than built a faulty qualia detection 

machine?  Such a criterion can arise only within the context of a well defined theory 

about how the machine “distills” the experience from the mere functional capacities of 

the system.  But no imagined theory about how this might be accomplished is ever 

seriously entertained.  Qualia coherentists, in the words of Dennett (1995, p. 322),

…  invariably underestimate the task of  conception (or imagination),
and  end  up  imagining  something  that  violates  their  own definition.
This conceals from them the fact that the philosophical concept of a
zombie  is  sillier  than they have noticed.   Or to  put  the same point
positively, the fact that they take zombies seriously can be used to show
just how easy it is to underestimate the power of the “behaviorism”
they oppose.

Consider the attempt to make a case of absent qualia with a neurosurgical prank:  

Suppose I wake up to nothing.  Stop.  Have I not already contradicted myself?  What is 

the difference between waking up to nothing and not waking up at all?
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The systematic underestimation of the imaginative task and, as a result, the lack of

imaginative and logical consistency applied to the scenario is equally evident, though 

more difficult to exhibit, in type (III) cases.  The canonical example from Jackson (1982) 

concerns Mary the colorblind color scientist.  Ex hypothesi, Mary has comprehensive 

physical knowledge of color perceptual systems and also unlimited epistemic access to 

her own states and the states of any system that she desires to study.  Dennett claims that 

philosophers typically have no conception of what it entails to grant such comprehensive 

powers.  Accordingly, the conclusion that Mary does not know what it is like to see color 

on the basis of such knowledge alone is equally as plausible as the following scenario 

(1991, p. 399 – 400):

And so,  one day,  Mary’s captors decided it  was time for her to see
colors. As a trick, they prepared a bright blue banana to present as her
first color experience ever. Mary took one look at it and said “Hey! You
tried to trick me! Bananas are yellow, but this one is blue!” Her captors
were dumbfounded. How did she do it? “Simple,” she replied. “You
have to remember that I know everything—absolutely everything—that
could ever be known about the physical  causes and effects  of color
vision. So of course before you brought the banana in, I had already
written down, in exquisite detail, exactly what physical impression a
yellow object or a blue object (or a green object, etc.) would make on
my nervous system. So I already knew exactly what thoughts I would
have (because, after all, the ‘mere disposition’ to think about this or that
is  not  one of  your  famous qualia,  is  it?).  I  was not  in  the slightest
surprised by my experience of blue (what surprised me was that you
would try such a second-rate trick on me). I realize it is hard for you to
imagine that I could know so much about my reactive dispositions that
the way blue affected me came as no surprise. Of course it’s hard for
you to imagine. It’s hard for anyone to imagine the consequences of
someone knowing absolutely everything physical about anything!”

Dennett argues here that once any epistemic agent puts itself in a position of total 

knowledge about the states of another system, it thereby acquires the status of a “zombie”

system—a system that can perfectly simulate the behavior of its subject “in its own 
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mind”, but that nevertheless lacks the subject's experience.  Insofar as we can make no 

sense of such a system, we can make no sense of the described epistemic situation.  The 

problem again is criteriological, and the mere cry of intuition can serve as no argument.

In “Incorrigibility as the Mark of the Mental”, Rorty (1970) argues that the 

metaphysical intuitions provoked by cases (I) – (III) are the product of a certain deeply 

ingrained convention within our linguistic community—within the practices of ascribing 

and reporting on our putative mental states—specifically, the convention of treating a 

speaker's first-person reports of her own mental states as incorrigible, or uncorrectable by

another speaker.  Rorty provides a more precise definition of incorrigibility in the 

following way (1970, p. 417):

S believes incorrigibly that p at t if and only if 
1. S believes that p at t .
2. There are no accepted procedures by applying which it would be 

rational to come to believe that not-p, given S's belief that p at t.

In making his case that incorrigibility in this sense is the mark of the mental, 

namely that it accounts for the intuited metaphysical cleavage between the mental and the

physical, Rorty follows and amends Sellars' (1956) genealogical account of how mental 

state concepts came into existence.  Recall that Sellars proposes his genealogy in order to 

overcome a fatal flaw in the rival Cartesian account.  Specifically, under the Cartesian 

genealogy, a subject acquires mental state concepts and terms, and gives them 

significance, by awakening to self-consciousness and performing an 

autophenomenological inventory and subsequent naming of its own experiential episodes.

Of course, this account of the underlying significance of psychological vocabulary 

immediately runs afoul the problem of other minds and Wittgenstein's ruminations on 
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private language:  How can I apply my own psychological vocabulary to the other 

members of my linguistic community if I am not permitted in the rules of the game to 

have access to their psychological states?  Perhaps their private, inner episodes are 

radically different from my own, or completely absent.  Or worse:  How can I teach the 

other members of my linguistic community to correctly apply my own psychological 

vocabulary to me if they have no access to my inner episodes?  How could any 

psychological vocabulary grounded in the Cartesian fashion achieve linguistic currency?  

Or even worse:  In the absence of any external criterion or checkable procedure beyond 

my own mind, how can I convince myself that I have correctly re-identified subsequent 

occurrences of my own mental states?  Perhaps I misidentify my own sensations from 

time to time but would never know it.  In what sense could the terms of my private 

language have stable meaning?

The Cartesian genealogy cannot explain or justify the use of our psychological 

language, and it is to fill this void that Sellars proposes that psychological states are first 

and foremost theoretical entities.  This is to say that we know about mental states in the 

same way that we know about positrons—by inference from the behavior that they cause.

Here is the relevant passage from Empiricism and the Philosophy of Mind (1956, p. 269):

“concepts pertaining to such inner episodes as thoughts are primarily and essentially 

inter-subjective, as inter-subjective as the concept of a positron, and ... the reporting role 

of these concepts—the fact that each of us has a privileged access to his thoughts—

constitutes a dimension of the use of these concepts which is built on and presupposes 

this inter-subjective status.”  On Sellars' “mythical” account then, a certain individual, 

Jones, invented the concept of mind to explain certain sophisticated kinds of behavior.  
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To attribute a thought that-p or a sensation of-red is to attribute a complex, inner 

behavioral control system modeled on our own pre-established linguistic practices and 

their connections to behavior.  Here “inner” only amounts to “beneath the skin”.  Notice 

that we do not yet have the ingredients for conceiving of a categorical distinction between

mind and matter, or a sense of the mental qua non-physical.  At this stage, psychological 

states serve just as plausibly as a functional stand-in for a microphysical explanation of 

human behavior.  Jones could have adopted “brain-process-that-p” or “brain-process-of-

red” instead of “thought that-p”or “sensation of-red” as a neologisms without loss of 

content.  In this way, the intrinsic properties “that-p” and “of-red” are not yet understood 

in such a way that makes knowledge of them incompatible with knowledge of the rest of 

the world and hence “other-worldly”.

What properties can perform this task of cleaving reality in two?  Rorty considers 

four such properties that are often thought to perform the desired function:  intentionality,

introspectibility, nonspatiality, and privacy.  He abandons intentionality for the reason 

that, while it aptly characterizes beliefs and thoughts, it excludes sensations as mental, 

which are not obviously “about” anything.  It would thus be impossible to make sense of 

Nagel's (1974, p. 219) claim that “consciousness is what makes the mind-body problem 

really intractable”.  Introspectibility is also excluded for the reason that certain borderline

cases—for example, introspective reports about the fluttering of one's own stomach—

involve the introspection of paradigmatic physical objects.  If these borderline reports are 

excluded as instances of introspection on such grounds, then it is clear that our 

conception of introspection depends upon a prior conception of the mental qua non-

physical.  Thus, “to say that all and only mental events are introspectible is no more 
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informative than saying that all and only these are knowable in that unique way in which 

we know our own mental states” (1970, p. 409 – 410).  There are two ways in we can 

interpret nonspatiality:  nonlocatable and nonextended.  Nonlocatable is unsatisfactory 

for the reason that it makes good sense to give thoughts and sensations a location, even if 

only a vague one—namely, in the person doing the thinking or sensing.  Nor will it help 

to say that “vague spatiality” demarcates the mental from the physical for the same 

vagueness applies to my weight, my health, and my build, all of which are located where 

I am.  Nonextended runs afoul a similar objection.  Thoughts and sensations lack size and

shape for the same reason that mass and electrical charge lack size and shape:  they are all

states of an object rather than objects themselves.

Of our proposed marks of the mental qua non-physical, only privacy remains as a 

viable candidate.  However, following Ayer (1963), we can distinguish between at least  

four senses of privacy:  incommunicability, special access, unsharability, and 

incorrigibility.  Again Rorty proceeds by elimination.  The first sense could apply to 

mental states only if we could make sense of the scenario types (I) – (III) critiqued above.

Since, pace Nagel, Searle, and Chalmers, we cannot make sense of such cases, nor can 

we understand how psychological vocabulary could gain linguistic currency a la 

Cartesian genealogy, we can conclude that thoughts and sensations are not private in this 

sense.  In the second sense, a thing is private to person insofar as she can know about it in

ways different from the ways in which anyone else can know about it.  But in this sense, 

my stomach is private to me for the reason that I can come to know that it is fluttering in 

a way that no one else can—namely, by feeling it.  And again, my stomach is not the kind

of thing that we want to call mental.  In the third sense, a thing is unsharable insofar as no
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one else can have it.  However, it is not at all clear that thoughts and sensations are 

private in this sense because of the possibility of interlinked brains.  Furthermore, my 

health and my behavior appear to be unsharable in this sense, but also are physical.

We are now left with incorrigibility as the sense of privacy that can give us what 

we want—a categorical distinction between the mental and the physical.  And indeed, all 

and only reports of mental events exhibit the kind of incorrigibility described above.  For 

every report of a physical event, we can imagine a shared procedure that could provide 

rational grounds for correcting the report.  This is not so in the case of mental events.  

More precisely, this is not so in the case of sensations, which renders understandable 

Nagel's singling out of consciousness as the truly intractable aspect of the mind-body 

problem.  Beliefs, desires, or thoughts that-p possess only an approximate degree of 

incorrigibility that accounts for their family resemblance to sensations, the paradigmatic 

conception of the mental qua non-physical (see Rorty 1970, pp. 418 – 421 for a more 

nuanced discussion).  It follows that Jones' theoretical constructions had not become 

paradigmatic of the immaterial until the linguistic community using such constructions 

had adopted the convention of not merely making non-inferential reports of mental events

but of taking all such reports as incorrigible.  By isolating the incompatibility between the

mental and the physical in this fashion, Rorty suggests that the materialist can avoid the 

standard arguments for dualism or the “irreducibility” of the mind by saying that, upon 

careful analysis, there are no entities about which we are incorrigible.  Dennett's analyses 

of scenario types (I) – (III) go a long way toward supporting this hypothesis.

What do these considerations mean for the metaphysics of mind?  Insofar as our 

metaphysical intuitions were grounded in the notion that there is something leftover to 
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explain after we have explained the mere dispositional or operational properties of human

beings, then these considerations have evaporated this notion and hence undercut the 

intelligibility of such an explanatory enterprise.  The general methodological lesson here 

is that one can buy a metaphysical science only at the expense of content, for the content 

of an explanation is determined by the way in which it can be brought into contact with 

other explanations, practices, and projects.  Metaphysics is characterized by the 

methodological insistence that such relationships obscure rather exhibit understanding, 

constituting the mere appearance of reality rather than its essence.  In this way, matter is 

not properly understood as mass, for this notion merely expresses its relations or 

dispositions to interact with other bits of matter—it does not confront us with its intrinsic 

“stuff-ness”.  Thus, the metaphysician's complaint, “Yes, I know that matter has mass, but

what is it really?”  In the same way, the essential natures of space and time cannot be 

grasped through the concepts of coordinate systems and curvature, the essential nature of 

motion cannot be grasped as a positional function, and the essential nature of the mind 

cannot be grasped by computational theory and biology.  In making such claims, the 

metaphysician has constructed a paradoxical conception of understanding.  By stripping 

the essential knowledge of a thing from any relations it may have to anything else, by 

conceiving of an act of understanding as a kind of unanalyzable confrontation with 

Being, the metaphysician has left no handle by which we can grasp it.  Meanwhile, the 

rest of inquiry builds our picture of the world through the establishment of new and better

relationships among our ways describing and engaging with our experience.  In this way, 

the most fruitful form of inquiry is operational.
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III

Reductionism

Were it not for the fact that questions about the nature of the mind have been 

historically interposed with questions about what it means to be human, or questions 

about the boundaries of our moral universe, there would have been no characteristically 

philosophical “mind-body problem”, and no problem concerning how a purely material 

thing could think rationally, represent the world, or be conscious.  More importantly, no 

one would have objected to the suggestion that discourse about mental states represents 

one convenient vocabulary that we might use to characterize human agency among 

conceivably many others; that intentional psychology situates human behavior among 

theoretical constructions that are particularly well suited to human cognitive abilities and 

modes of interaction, but no more essential in principle to the description of this 

behavior, and the context within which it arises, than any other vocabulary that we might 

construct for similar purposes—say, molecular biology, algorithmic pseudocode, or non-

equilibrium thermodynamics.  However, because questions about the mind have been so 

interposed with questions about the foundations of moral judgment and with humanity's 

concern for its own immortality and cosmic privilege, entire traditions of philosophy 

have developed with the purpose of providing a metaphysical foundation for discourse 

about mental states—an attempt to render the psychological description of a human being

as a logical necessity.

Toward this end, the thesis that an alternative vocabulary—viz, a purely physical 

or abstract computational vocabulary—might conceivably rival the descriptive or 

explanatory capacity of intentional psychology, or even permit a more nuanced insight 
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into human experience and motivation, is called, with varying degrees of abusiveness, 

reductionism by its opponents.  The word “reductionism” was chosen, and has stuck, 

because the candidate alternative vocabularies are presumed to describe “lower”, “more 

fundamental”, or “more universal” (that is, universally applicable) levels of generality.  

Francis Crick (1995, p. 3) gives the following canonical interpretation of reductionism as 

a general methodological commitment of scientific explanation:

A complex system can be explained by the behavior of its parts and
their  interactions  with  each  other.   For  a  system of  many levels  of
activity, this process may have to be repeated more than once—that is,
the  behavior  of  a  particular  part  may  have  to  be  explained  by  the
properties  of  its parts  and  their  interactions.   For  example,  to
understand the brain we may need to know the many interactions of
nerve cells with each other; in addition, the behavior of each nerve cell
may need explanation in terms of the ions and molecules of which it is
composed.

This statement adequately captures the logic behind many, though certainly not all, 

instances of reductive explanation in science.  The paradigmatic examples come from 

physics and chemistry and include, for example, the combustion of a hydrocarbon and the

explanation of the combined gas law of classical thermodynamics in terms of statistical 

mechanics plus kinetic theory.  In both instances, the observed phenomenon is described 

and explained in terms of the properties of posited microstructural entities and their 

relationships.  Combustion consists in the microphysical interaction between molecules 

of the hydrocarbon and molecules of the surrounding gaseous medium under certain 

conditions.  Similarly, the relationship between pressure, volume, and temperature stated 

in the combined gas law is explained by the Newtonian properties of a large collection of 

microscopic gas molecules; again the microstructure explains the macroscopic pattern.  

This strategy also works for most simple mechanisms—the ability of a clock to keep time
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is explained by the workings of its gears and springs.  There are, of course, examples of 

scientific reduction that do not involve micro-structural explanations (viz, the reduction 

of Newtonian mechanics to General Relativity), but these need not concern us here.  The 

questions of immediate importance are:  When should one adopt a reductive strategy of 

explanation?  What is the justification for doing so?  There are two general ways to 

approach these questions:  pragmatic and essentialist.

The pragmatist claims that the choice of explanatory strategy is largely 

determined by the questions that you ask, or the nature of the project that you undertake.  

Following an example from Dennett (1987), if we want to determine how a certain vervet

monkey will respond to a warning call issued by another member of the group, we may 

find it easy and natural to construct an intentional, or cognitive model of the monkey's 

behavior.  In doing so, we will assume that the monkey is a kind of rational agent—that it

has certain “desires”, and and that it will act (via, consistency and truth preserving 

inference) to satisfy these on the basis of certain (possibly mistaken) “beliefs”, 

“perceptions”, “anticipations” and other “mental representations” of the environment, and

even of the “mental states” of other subjects in the environment.  In our cognitive model, 

we might stipulate, for example, that our monkey—call him Ted—(1) wants to avoid 

predators, (2) believes that the caller wants Ted to believe that there is a predator present, 

(3) believes that fleeing to the closest tree is the best way to avoid the predator, and thus 

(4) wants to flee to the closest tree, and therefore, in the absence of other overriding states

of affairs, will flee to the closest tree.  Because of the structure in (2), this model of Ted's 

reaction to a warning is what Dennett (1987) calls a third order intentional 

characterization.  It involves not only beliefs and desires about states of affairs, but also 
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beliefs that are basically social in nature—viz, beliefs about another's beliefs about 

beliefs about states of affairs.  In this way, our model posits a fairly complex cognitive 

architecture (one that involves social representations) behind Ted's actions.  Importantly, 

it is a model that yields testable consequences.  If such complicated cognitive processes 

and representations in fact underpin Ted's behavior in many circumstances, then it should 

be possible to elicit behavioral patterns in certain systematically deceptive ways, namely 

in those ways that exploit Ted's higher order beliefs and reasoning processes.  In the same

way, Ted's higher order skills should be sufficient for him to avoid other kinds of 

systematic deceptions.  After successive phases of testing and subsequent reformulation, 

we will settle upon a cognitive model, of greater or lesser richness, that yields reliable 

predictions and explanations of Ted's behavioral patterns.  If it turns out that Ted indeed 

exhibits higher order intentionality, then the model will also include an account of how 

these behavioral patterns will evolve as Ted continues to adapt to the surrounding 

environment and social group.

There is, however, a second explanatory project that we might undertake—viz, the

explanation of the cognitive model.  Here we ask the question “How can a system be 

constituted such that its behavior conforms to the patterns of prediction and explanation 

expressed by the psychological model?”  The asking of this question involves an implicit 

shift in explanatory strategy:  we cannot explain how a system comes to be a 

psychological system by merely invoking the presence of psychological states.  We want 

an explanation of the conditions that give rise precisely to those patterns of behavior that 

we identify as requiring psychological posits—viz, memory, attention, learning, 

inferential reasoning, social influence, language, etc.  In order to avoid circularity, we 
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must invoke an alternative description of a system's behavior that is not intrinsically 

psychological.  The kind of vocabulary that is readily available to meet this demand, and 

the associated explanatory project, is that of functional or mechanistic abstraction.

To characterize a system as a mechanism, or as a system of mechanisms, is to 

describe it as a collection of functional parts, the coordinated activity of which constitutes

the behavior of the entire system.  An abstract mechanization focuses upon 

characterizing functional parts without reference to the details of physical implementation

—that is, without reference to precise physical composition or spatio-temporal 

organization.  In practice, however, the functional requirements of a system may place 

strict constraints on both composition and structural organization such that the functional 

organization may entail certain implementation particulars—that is, a certain material 

composition in addition to certain spatio-temporal relationships among functional parts.

Depending upon the complexity of the system, a complete mechanization may 

require several levels of functional decomposition, involving varying degrees of 

abstraction.  For example, the abstract mechanization of a modern desktop computer 

involves seven, or possibly eight, levels of functional organization.  In this context, “level

of organization” amounts to functional dependence.  The execution of a certain 

application may depend not only upon input from the user, but also upon input from the 

operating system, which is itself a suite of programs the execution of which depends 

upon input from, say, firmware, etc.  Ultimately, however, discourse about “levels of 

functional organization”, “programs”, or “algorithms”, is simply one way of carving up 

and interpreting a sequence of physical state changes in a device.  In this way, a program 

is a particular way of organizing the causal relationships among a device's physical states.
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A programmable device is one whose physical state changes can be causally organized 

along a range of possibilities—namely, the range of programs that the device can execute.

A universally programmable device, such as a Universal Turing Machine, is one whose 

physical state transitions can be causally organized to execute any computable program.  

More precisely, we can say that X is a Universal Turing Machine if, and only if, for every

causal arrangement of physical states S of X, there exists a computable function f such 

that the inputs and outputs of S can be brought into one-to-one correspondence with the 

domain and range of f, and conversely, for every computable function f, there exists a 

causal arrangement of physical states S of X such that the domain and range of f can be 

brought into one-to-one correspondence with the inputs and outputs of S.

From this discussion, we can see that to describe a system as executing a program,

algorithm, or in terms of an abstract mechanization, is to pave the way for understanding 

the behavior of the system as the expression of physical state transitions, in short as a 

purely physical system.  The shift in explanatory strategy associated with the project of 

explaining or grounding the psychological model of Ted's behavior, to return to our 

example, is the decision to treat the psychological as a subset of the functional, and then 

ultimately to treat the functional as a subset of the causal.  The motivation to make these 

shifts in explanatory strategy arises from the desire for increasingly greater precision in 

prediction and control, ultimately to the point of complete predictive power—a goal that 

is practically unachievable but useful to have in some contexts nevertheless.  Using our 

psychological model, we could predict that Ted would flee to the closest tree in response 

to a warning call, but we could not pick out, for instance, which tree would be 

represented as closest, or on which branch of the tree Ted would come to rest.  A 
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complete algorithmic decomposition of Ted's cognitive architecture, along with a 

comprehensive list of available inputs into the system, would allow total precision in this 

regard at the cost of considerable time and computational resources, and provided that 

there are no functional defects in Ted's particular instantiation of the mechanism.  In order

to take functional defects into account, we would need to acquire not only a complete 

mechanization, but also the precise implementation details of Ted's nervous system and, 

possibly, the complete physical description of Ted's body—a body of data exponentially 

larger and arguably impossible to access and manipulate than that required for the 

algorithmic decomposition.

The lesson for science here is that reductive decomposition need not represent the 

explanatory ideal in all contexts.  Discourse about algorithms or detailed neurological 

structures may not mean very much to the cognitive ethologist, who is interested in the 

general description and categorization of the behavior of various species.  On the other 

hand, such discourse may be essential to the engineer, who is attempting to implement 

the design specifications of a given intentional model.  Another corollary point should be 

emphasized here as well:  the details associated with the algorithmic decomposition and 

physical implementation of Ted's cognitive architecture, though perfectly useful and 

applicable in predicting and controlling Ted's behavior, may not be applicable to the same

degree, or at all, to another member of Ted's cohort.  This follows from the fact that, with 

complex and ever developing systems, subtle differences in cognitive organization and 

implementation particulars (resulting from say, genetic differences or differences in 

developmental articulation) can drastically alter the system's behavioral patterns—both 

its interpretation of, and response to, stimuli—in such a way as to render Ted's model, in 
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all but perhaps the broadest and most trivial behavioral generalizations, inapplicable.  

Consequently, it is exceedingly unlikely that cognitive ethology will ever come to 

constitute merely the application of various engineering models.  Ethology is of interest 

not merely for its value in the reverse engineering of cognitive systems, but also for its 

value in understanding the peculiar evolutionary history of a species, broader ecological 

relationships between species and environment, etc.  These other explanatory projects 

contained within the understanding of animal behavior render it “autonomous” in a 

certain sense from any other auxiliary projects that it may serve.

The deeper philosophical lesson here—one that pragmatists embrace whole 

heartedly—is that our choice of descriptive vocabulary for the behavior of a system is 

contingent upon the surrounding explanatory context—our own explanatory interests, 

epistemic limitations, and perceptual constructions—and not upon sharp ontological 

boundaries that our concepts of “cognition”, “design”, or “fundamental physics” limn in 

the world by virtue of their “conditions of intelligibility”.  When confronted with the 

question of whether vervet monkeys really think or whether the complexity of their 

thoughtless mechanisms allow them to merely simulate a kind of low-powered cognition, 

the pragmatist challenges the intelligibility of the distinction.  There is no evidence to 

which we can appeal that will decide the question as to whether a system before us is an 

“authentic” cognitive agent or merely a deceptive simulation that managed to pass the 

Turing test.  Any evidence that counts against the simulation will count against the 

“authentic” agent.  Thus, as the pragmatist sees it, there are two ways of responding to 

this line of questioning:  Either (1), vervet monkeys do think, and thinking itself amounts 

to no more and no less than the coordinated activity of a sufficiently complex system of 
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thoughtless mechanisms that facilitates those kinds of stimulus/response patterns onto 

which we project our notions of intentionality and cognition; or (2), vervet monkeys do 

not think, and more importantly nothing does—what Descartes and Searle describe with 

concepts like “the cogito” and “original intentionality” simply never existed in the first 

place.

For the essentialist, both responses are unacceptable.  The essentialist demands 

that the application of any explanatory strategy be grounded in a prior essence—a 

definition or mark of the mental that delineates between those systems that may be 

justifiably described and understood as intentional systems and those may not; those that 

may be justifiably described and understood as functional mechanisms and those that 

may not; those that may be justifiably described and understood as pure physical 

implementations and those that may not.  Both pragmatic responses articulated above 

suggest that there is no such definition—that while the use of an explanatory strategy is 

grounded in perceived patterns, these patterns need not be ontologically deep, 

unavoidable, or delimiting of inviolable explanatory and/or disciplinary boundaries.  This

suggestion strikes the essentialist as brazen instrumentalism or eliminativism.

For the essentialist, to have a legitimate explanatory grasp of a phenomenon is to 

capture a real, objective pattern.  To capture a real, objective pattern is to develop an 

obligatory, unavoidable, or necessary vocabulary that cannot be eliminated without 

cutting the representation of the pattern from the general account of reality.  This 

movement from real/objective to obligatory/necessary is often cashed out by appeal to the

epistemic situation of a hypothetical, quasi-Laplacean super intelligence who perceives 

the cosmos purely in terms of its microstructure.  Even under the stipulation that such an 
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intelligence has access to all microphysical facts in the cosmos, and can describe, for 

example, the position and momentum of every subatomic particle in the universe, this 

intelligence would still, as the thought experiment proceeds, remain in a position of 

explanatory impotence.  This impotence follows from the fact that the Laplacean 

intelligence would not know how the microphsyical facts are constellated to form the 

patterns available to an intelligence of, say, human perceptual capacity.  In this way, 

comprehensive knowledge of microphysics amounts to nothing without additional 

information regarding what other patterns microstructural entities may constitute and 

how they come to be so constituted.  The essentialist, then, takes the uselessness of 

quantum physics in hypothetical isolation from the rest of discourse as evidence for the 

claim that microphysical facts do not exhaust all the facts; that physics simply does not 

provide a “comprehensive picture” of reality, even if theoreticians were to achieve 

something as deep and all-encompassing as a Theory of Everything—the holy grail of 

modern physics.  One can only “see” reality as it is by taking the patterns of the special 

sciences as proprietary natural kinds, or essences, which require subsequent exhibition, 

clarification, and situation relative to hard science within a master architectonic called 

metaphysics.

The essentialist argument against reductionism gets off the ground here by 

provoking the intuition that if we were somehow shrunk down to within range of the 

Planck Scale, and subjected to the chaotic maelstrom of contemporary particle physics, 

we would lose the ability to recognize the objects that had populated our macroscopic 

universe.  While we might be able to make predictions about exceedingly large clusters of

atoms, we would not be able to recognize such clusters as the constituent atoms of, say, a 
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chair.  In order for such a recognition to take place, we need something in addition to 

“atoms-arranged-in-certain-way”; we need the essence of a chair.  In the same way, a 

certain description of neurophysiological events could not be recognized qua cognitive 

architecture without prior conceptualization under an intentional description; without the 

additional essence of cognition, which must float free of any underlying physical details.

The pragmatist, on the other hand, accepts the explanatory impotence of Laplace's

super intelligence within the described context, but denies the essentialist metaphysical 

consequences.  Under the pragmatic interpretation, the fact that an exhaustive 

microphysical description of an event cannot provide sufficient grounds to distinguish 

between, say, the death of a partridge and the shattering of a wine glass without the 

addition of prior knowledge about how to use the terms “partridge” and “wine glass” 

respectively says something about what we mean by explanation but not about any 

metaphysical layering in reality.  The thought experiment reveals only that in order for 

any description to be an explanation, there must be some other description, vocabulary, 

or way of parsing reality that it serves to explain.  Laplace's super intelligence is 

incapable of recognizing, describing, or explaining the existence of a chair qua chair, or 

the existence of an intentional agent qua intentional agent because we have tacitly 

stipulated that such an intelligence has no explanatory projects, that it only parses reality 

in one way.  This does not reflect on the incompleteness or inadequacy of the theory 

wielded by the intelligence, but only on the idiosyncrasy of its stipulated psychological 

perspective.  More specifically, it reflects only on the fact that such an intelligence lacks a

coarse grained vocabulary that we, as human inquirers, could use to navigate through our 

world.  In short, the thought experiment reveals a psychological fact about us, about our 
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own explanatory projects, about how we interpret and perceive reality, but nothing about 

the completeness or incompleteness of any underlying vocabulary (whether this 

vocabulary is classical or quantum in nature).  A given vocabulary can only be said to be 

complete or incomplete relative to the anomalies that it encounters in application, not 

because its user fails to interpret its constructions in a way that human beings find 

comfortable, or easy to connect with experience.  Contemporary particle physics, for 

example, will be no less a complete theory of reality simply because we cannot imagine 

how to derive from it all possible “modes of presentation” of reality to all possible 

cognitive architectures across all possible scales of size and time.  The impossibility of 

delimiting the myriad different ways in which reality might be perceived by cognitive 

structures that result from the very processes posited by the underlying theory is, again, a 

feature of epistemic and cognitive limitation.  The pragmatist thus views the essentialist 

argument here as a tacit slip from a psychological thesis to a metaphysical one.

Of course, our current physical description of the universe is profoundly 

incomplete in ways that our thought experiment ignores.  As it stands, the obstacles to a 

complete physical description of a human being are more than epistemic and 

psychological.  However, the lesson here is that we do not amplify this description, or 

make our picture of reality more complete, by reifying the constructions of our abstract 

language games.  We make physics more complete by solving the problems of physics, 

and we make it more applicable by applying it.

The essentialist is right to note that Laplace's super physicist is missing 

something.  But hopefully it is clear by now that what is missing is explanatory context 

and not acquaintance with an additional object or “layer” of reality.  We could situate the 
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utterances of the super physicist within our own coarse-grained vocabulary, or we could 

situate it within an another vocabulary altogether, which would provide different 

explanatory challenges.  The only overriding methodological assumption in operation 

here is that if we could indeed produce the correct, ultimate physical description of the 

universe, then we could in principle situate it within any coherent explanatory context.  

This is another way of saying that having the correct description of reality and having the 

ingredients for an explanation are two different notions.  There are tests for the latter, but 

there are none for the former.  Therefore, unless we are prepared to define the correctness

of a theory in terms of how well it solves our problems within a given explanatory 

context, the pragmatist would prefer to disregard discussions of correctness in favor of 

discussions about explanatory adequacy.

In this way, the pragmatic appeal to computer science, engineering, neuroscience, 

and biotechnology in the explanation of cognition is not grounded in the tyrannical 

vestiges of seventeenth century metaphysics, nor the positivist fantasy that all legitimate 

discourse reduces to fundamental physics, but only in the fact that the explanation of 

cognition is precisely what we want these vocabularies to do—namely, to explain 

perceived patterns in terms of our best theory about the principles responsible for our 

perception of these very patterns.  No one accuses the computer scientist of making a 

“level of description error” when asserting that the designed operation of a computer is 

just the execution of certain programs, and that the execution of a program is just a 

complex chain of physical state transitions, because no one wants to make philosophical 

heavy weight out of a device that engineers understand so transparently.  Similarly, no 

one objects to the chemical explanation of fire on account of the fact that, using only 
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chemistry, Laplace's intelligence would not recognize what it was explaining, or could 

not grasp the “fiery essence”, or fire qua one of the four fundamental elements.  We do 

not make this objection because we are happy with what chemistry and physics have 

done with fire, but are afraid of what these disciplines might do to us—namely, deprive 

us of our autonomy, undercut the foundations of ethical discourse, or blur the classical 

boundaries of our moral universe.  Consequently, essentialists deny the analogy between 

the explanation of human agency and the explanation of a computer, or the explanation of

fire.

Because essentialists conflate notions of ethical, practical, and ontological 

reasoning, they present oversimplified and contextually skewed examples of “reductive 

explanation”, and the associated intuitive revulsion, as evidence for “intrinsic” limitations

upon the scope of physical science.  Consider these remarks by Bennett and Hacker 

(2003, p. 363), which are worth reproducing at some length:

We constantly ask for explanations of why someone did or is doing
something, and we are typically given answers that satisfy us.  We want
to know why A raised his arm—and we may be told that he was waving
to B, or that he was haling a taxi, or that he was reaching for a book, or
that we was stretching his arm because it was stiff. … We ask why A
handed a coin to B, and we are told that he was giving B a present, or
that he was bribing B, or that he was giving B a loan, or repaying a
debt,  or  showing B an  antique  coin.   Such explanations  explain  by
characterizing an action that is puzzling in different terms, that may, in
the context, fully resolve the bafflement.  Given the explanation, one
now knows  what A was doing  in or  by V'ing—and that may suffice.
What is germane to our concerns is the fact that such explanations are
non-reductive.   They  refer  to  various  factors,  and  presuppose
knowledge of social practices and conventions.  But it would be absurd
to suppose that they might be improved upon by any form of reductive
neural explanation of concurrent brain events, or indeed that such an
addendum would deepen our understanding of what A was doing and
why he was doing it.  To understand what is going on when A hands B
a small round metal disc, we need to know what money is and why it is
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used; and if A was bribing B (or repaying a debt, or making a loan), we
need  to  know a  fair  amount  about  socio-economic  arrangements  in
human society.  Neuroscientific reduction has nothing to contribute to
such forms of explanation.

With this statement, Bennett and Hacker are half right.  The explanation “A handed a coin

to B because neural pattern P271 fired across A's cortex” sounds like an unusual thing to 

say in normal circumstances.  But for all their discussion about the context of 

explanation, they neglect to note that such an utterance may be more or less intelligible, 

useful, or illuminating depending upon the explanatory context within which it occurs.  If

our goal is to decide our next move in the described social transaction or language-game

—or perhaps to predict B's next move—then such a proposition appears to be unhelpful 

toward such an end.  However, again, this is a linguistic fact about us—namely that 

discourse about neurons has not developed in such a way so as to give us the information 

that we want when asking and answering questions about the ongoings of ordinary life, 

which is a mode of existence that takes any underlying neurological account of our 

capacities, abilities, and our developed and innate responses for granted.  The essentialist 

reads into this linguistic fact the notion that a difference in explanatory contexts amounts 

to a difference in intrinsically different kinds of information.  But this is confused.  The 

difference in kind amounts to no more than a difference in degree of narrowness or 

breadth.

To illustrate, observe that the question “Why did A hand a coin to B?” does not 

require a unique answer, or even the small range of answers that Bennett and Hacker 

describe.  While typically in everyday discourse we may be interested in discovering a 

particular event in the lives of A and B, in an academic context we might be interested in 
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anything from neurophysiology to Marxist historical theory.  We might even go so far as 

to say that without further clarification there is no one right way to interpret the question. 

If the question is further developed as “Why did A hand a certain kind of coin to B rather 

than another kind?” our interest might be economic (though not necessarily).  If we ask 

“Why did A hand a coin to B at time t rather than at another time?” our interest might be 

sociological, regarding the customs of that govern certain monetary transactions, then 

again it might also be biographical.  But none of these considerations demand that our 

interest not be neurophysiological as well.  We might, for example, be interested in the 

neurological signatures of each of these different contexts.  How do our cognitive 

systems, after all, make these distinctions?  Importantly, none of these considerations 

preclude the idea that there exists a possible description of the whole event and any 

surrounding context in terms of the collapse of quantum wave functions or clusters of 

particles colliding—though getting what we want out of such descriptions, if they exist, 

would no doubt demand more background knowledge, time, and cognitive capacity than 

anything we could possibly give, so we never invoke the idea and it strikes us as either 

counterintuitive or uninformative.

Since our ordinary lives unfold primarily within the context of highly well-

ordered and conditioned social transactions, our untrained philosophical intuitions shield 

us from recognizing precisely how precarious and constrained our applications of 

intentional psychology really are.  Nothing illustrates this precariousness better than the 

subject matter of psychiatry and clinical psychology.  These disciplines developed 

precisely to explain and control anomalous, putatively irrational behavior—behavior that

is not easily situated within the context of reasons, or accounted for through the 
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ascription of the more typical psychological states.  Among the many dynamic tensions 

between theoretical modalities that we might note throughout the history of clinical 

practice, the theoretical antagonism that emerged with the development of the 

psychoanalytic paradigm at the beginning of the 20th century is particularly instructive for

philosophical discussions about the limitations of psychological interpretation and the 

concept of “reductive” explanation.

Before Freud and Breuer published their 1895 Studies on Hysteria, the reigning 

theoretical approach that informed the classification and investigation of psychological 

disorders in the hospitals and asylums of Europe was “reductive” according to the sense 

that the term has acquired in this essay.  Practitioners like Jean-Martin Charcot (1825 – 

93) at the Salpetriere and Emil Kraeplein (1856 – 1926) at the university clinic at 

Heidelberg regarded instances of compulsive hand-washing, schizophasia, delusions of 

persecution, hallucinations, depression, and agoraphobia as requiring a decisive shift in 

explanatory strategy from the one that informs the explanation of everyday behaviors.  

One could not explain why Jones decided to wash his hands until his knuckles bled in the

same way that one could explain why A gave a coin to B.  For Charcot and Kraeplein, 

there simply is no context of reasons, meaning, intentional content, or psychological 

interpretation that we can ascribe to compulsive hand-washing, hallucinations, or any 

other malfunction of the human organism.  Following Dennett's classification of 

explanatory strategies, they skip the intentional stance characterization and adopt the 

design stance as applied to human behavior through neurophysiology.  The limited 

conceptualization of the nervous system available at the time, however, led them to look 

for the aetiology and clinical characterization of psychological disorders in terms of 
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structural damage to various regions of the nervous system, which ultimately proved to 

be a theoretical dead end for most of the behavioral anomalies that fall under the 

psychiatrist's gaze.  (See Porter 2002 for a more detailed discussion of theoretical 

psychiatry in the 18th and 19th centuries.)

After 1895, however, psychiatric presentations such as “hysterical conversion”, 

obsessions, and phobias appeared to admit of perfectly reasonable psychological 

interpretations, even if only when situated within the context of an additional, deeper 

layer of the psyche—one that could be populated with the most suitably disturbing 

motivations and representations in order to account for the problematic behavior.  In 

Dennett's terminology, psychoanalysis is a kind of heterophenomenology.  It is the 

interpretation of a subject's behavior against the background of an outside reconstruction 

of the subject's hidden psychological reality—a world of posited beliefs, desires, 

representations, and semantic inferences that allows the analyst to see any given 

pathological behavior as rational, as something that makes sense for the subject of such a

world to perform.  In this way, Freud's meta-narrative extended the scope of the 

intentional stance from its narrow confines in the highly constrained social transactions of

ordinary discourse into the clinic, where Freud wielded it to explain everything from 

hallucinations to nervous tics.  The theoretical dangers of extending intentional 

psychology in this way became immediately apparent to Freud's critics.  If schizophasia 

exhibits a deep, meaningful, and well-ordered symbolic connection to unconscious drives

and representations, then it is not clear what behavior does not.  This results in an image 

of the mind as hermeneutically airtight, with no noise in the machine, according to which 

every behavior—including random tics, gestures, slips of the tongue, logical errors, etc—
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purposefully and symbolically satisfies unconscious desires.  But this image strains 

biological credibility.  The implementation of any designed system involves the 

possibility that the system will malfunction and produce meaningless noise.  If the 

psychoanalyst yields on this point, and grants that some twitches and slips of the tongue, 

just like other functional disturbances of the body, may not symbolically express beliefs 

and desires at all, and that such manifestations may simply be mistakes or errors in 

cognitive functioning, then there arises an immediate demand for a non-arbitrary, 

independent criterion that distinguishes between meaningful (“psychological”) and non-

meaningful (merely “biological”) symptoms.  However, the psychoanalytic community 

has failed to satisfy this demand as evidenced by the way in which analysts ultimately 

relinquished attempts to grapple theoretically with DSM-IV Axis I disorders.  Analysts 

abandoned Freudian interpretations of schizophrenia because of its recalcitrance to 

treatment—no analyst could claim to have helped someone with the disorder.  Rather 

than take this recalcitrance as evidence against the Freudian paradigm, the community 

interpreted this fact as evidence that schizophrenia is in fact not a psychological 

phenomenon.  In this way, psychoanalysts implicitly define the domain of the 

psychological self-referentially in terms of the scope of their own treatment methods, but 

without a theoretically motivated explanation this scope.  A similar attitude informs the 

analyst's stance toward the use of psychopharmacology in treatment:  On the one hand, 

analysts advocate the use of drug treatments in precisely those cases judged to have a 

biological aetiology.  On the other hand, if they judge the disorder to have resulted from 

psychic conflict, then they often claim that drugs interfere with the process of analysis by 

inhibiting the expression of clinically significant symptoms.  Consider these remark from 
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psychiatrist Steven P. Roose published in Psychiatric Times (Knowlton 1997):

…  clinicians  artificially  divide  psychopathology  by  saying  Axis  I
disorders  are  biologically  hardwired,  i.e.,  not  derived  from psychic
conflict, and therefore not amenable to psychotherapeutic interventions.
In contrast, Axis II disorders are seen as resulting from psychic conflict,
and therefore amenable to interpretation, implying that psychological
treatment and not medication should be the primary treatment modality.
It should be recognized that such a division has no empirical basis and
serves only to promote misguided competitions in our field.  And, of
course, such competitions also can harm the patient, who may not get
needed medication because of theoretical issues.

This controversy over the interpretive basis of clinical phenomena is not resolved 

by positing more and deeper layers of meaningful unconsciousness (Jung), or by 

switching the focus of the meta-narrative from sex to power (Adler).  As the effectiveness

of psychoanalytic therapy was increasingly called into question over the course of the 20th

century, Freud's implicit conception of what defined the domain of psychological 

interpretation fell under scrutiny with it.  The fundamental implausibility of Freud's basic 

theoretical commitments, in conjunction with the self-reinforcing nature of his 

interpretations, the over-proliferation of theoretical schools unable to reach agreement 

about clinical findings, the increasing isolation of the paradigm from important biological

and psychological developments, the stagnation of research, and the coming to fruition of

more productive accounts of human behavior as applied to both the clinic and the general

population forecasts the extinction of depth psychology in the 21st century.  However, the 

failure of the Freudian paradigm is philosophically illuminating:  Depth psychology is a 

theoretical bastion against the notion that much of human behavior—in its abundantly 

varied personal, cultural, and historical manifestations—is inherently meaningless, or 

void of semantic content, lacking a phenomenological world within which it might be 
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situated.  Consequently, its failure forces us to confront a profound fragility inherent 

within the use of intentional psychology as an explanatory stance.  The 

heterophenomenological reading of a complex system now appears less like the 

recognition of some irreducible kernel of human nature, or the ultimate language of its 

expression, and more like a convenient heuristic exercise—a superficial linguistic gloss 

over an otherwise unfathomably complex system of biological machinations, which 

adheres to human behavior only under the most ideal circumstances.

The resistance that depth psychology offers against the exclusive biological, or 

mechanical interpretation of human behavior explains the strong appeal of the paradigm 

within humanities departments despite its scientific bankruptcy.  Humanists have 

traditionally taken as one of their responsibilities the articulation of the conditions of 

social justice.  One of these conditions, it is presumed, involves an empathetic access to 

the experience of other individuals, and thus an account of their phenomenological 

worlds that provides this access.  Depth psychology, along with other interpretative 

approaches in the humanities, accomplishes precisely this end:  namely, it aims to provide

interpretations of a subject's behavior that allows us to empathize with the subject once 

we have adopted the right heterophenomenological stance.  Humanists associate the lack 

of this Verstehen in the positive or “reductive” sciences with outright misinterpretations 

of a subject's actions.  There is some justification for this view.  After all, reductionism in 

psychiatry is historically associated with A Clockwork Orange style treatment protocols 

involving restraints, asylums, transorbital lobotomies, eugenic sterilizations, electroshock

treatments, drug induced somnambulance, and other instruments of control and 

marginalization.



46

This then is the crux of the issue concerning reductionism in psychology.  

Humanists have traditionally alleged that the reductive stance annihilates what is really 

true about the nature of any given human behavior—a truth that requires a certain kind of

ontological justification apart from that of the natural sciences.  Thus the suggestion that 

psychological interpretations may not capture anything fundamental or basic about 

human nature strikes many humanists as a symptom of precisely the kind of attempt at 

marginalization and control that they criticize, an attempt to silence the progress of social 

justice.  However, humanists who feel threatened by the encroachment of natural science 

miss the point that a similar objection applies equally as strongly to any other 

hermeneutic paradigm that they might adopt—that any psychological, cultural, or 

historical interpretation can be just as marginalizing as any theoretical edifice produced in

the natural sciences.  The history of psychoanalysis and its criticisms displays this fact 

quite transparently.

Anti-reductive essentialists are correct to note that the perspective of a medical 

psychiatrist practicing between 1930 and 1970 is excessively narrow, and that this 

resulted in a series of equally narrow, and ultimately destructive, therapeutic approaches. 

They are also right to suggest that this narrowness may at times have reflected a 

pervasive dishonesty in psychiatric culture about what practitioners really wanted for 

treatment outcomes—specifically, that the stance of the psychiatrist may have reflected at

that time more of a concern for social conformity rather than a concern for the well-being

of patients.  They are wrong, however, to suggest that this dishonesty stemmed from the 

neurophysiological perspective on behavior that informs the explanatory stance of 

medicine, biology, modern psychiatry, or cognitive neuroscience; or that a true 
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understanding of human behavior will necessarily involve some irreducible, undefinable, 

unrepresentable, or otherwise transcendental element that justifies the proprietary grip of 

the humanities, or psycho-hermeneutics, over all discussions of human nature.  Better to 

say that the narrowness of the psychiatric gaze throughout much of the 20th century 

resulted from an inability to conceptualize precisely how thorough, all-encompassing, 

and complex a true neurochemical description of human behavior would need to be; that 

it would need to account for both hardwired initial conditions as well as developmental 

articulation; that the nervous system may be influenced by everything from thought 

experiments and conversational exercises on the one hand, to psychotropic drugs and 

surgery on the other; that we may not be able to characterize all the essential phenomena 

at play in the right way without an ability to reverse engineer the entire cognitive system, 

an interdisciplinary project that is likely to extend well beyond the scope of functional 

neuroanatomy.

The ultimate lesson here is that, while psycho-hermeneutics may remain an 

essential part of everyday life and even an essential component of research in the natural 

sciences, the traditional philosophical story told about the basis of this practice is 

profoundly flawed.  There does not need to be an ontological foundation, an autonomous 

level of description, or an irreducible feature of human nature that grounds the 

constructions of intentional psychology, and by extension separates the social sciences 

from the natural sciences.  The contrary insistence now serves only to obstruct inquiry 

and prevent an appropriate assessment of recent developments in the sciences by 

humanists.  This suggestion means that scientists need not be beguiled by the 

philosopher's inability to identify psycho-physical bridge laws, or cleanly define the 
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domain of the mental.  For if the position that I have outlined here is correct, then these 

things cannot be accomplished.  On the other hand, humanists need not regard each 

advancement in artificial intelligence or neuroscience as one step closer to a dystopian, 

technocratic future.  Rather, we should regard such advances as additional tools that we 

might wield to achieve our ends.
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